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CHAPTER The Fast Fourier Transform
1 2 BoicTpoe npeodpazoBanune @ypne

There are several ways to calculate the Discrete Fourier Transform (DFT), such as solving simul-
taneous linear equations or the correlation method described in Chapter 8. The Fast Fourier
Transform (FFT) is another method for calculating the DFT. While it produces the same result as
the other approaches, it is incredibly more efficient, often reducing the computation time by
hundreds. This is the same improvement as flying in a jet aircraft versus walking! If the FFT
were not available, many of the techniques described in this book would not be practical. While
the FFT only requires a few dozen lines of code, it is one of the most complicated algorithms in
DSP. But don't despair! You can easily use published FFT routines without fully understanding
the internal workings.

Nmeercs Heckonbko crioco6oB Beruucauth Jluckpernoe [Ipeodpasosanne @ypoe (AI1D), Tuna
pelLIeHHs OAHOBPEMEHHBIX JIMHEWHBIX YPaBHEHUH WIN METOAA KoppenAyuu, OMUCAHHOTO B TJ1aBe
8. brictpoe npeodpazoBanue Oypoe (BIID) - apyroit meron ans Beruncienus JI1D. B To Bpems
KaK 3TO NMPOU3BOAUT TOT XK€ CaMblii pe3yJIbTaT KaK JApyrHe MOAXObl, 3TO HEBEPOATHO Ooee 3¢h-
(eKTUBHO, YacTO MPHUBOJIS BPEMsI BBIUNCIEHUS B cCOMHU Pa3. ITO - TO K€ CAMOE CPaBHEHHE KaK
MOJIET B PEaKTUBHOM camoJieTe npoTuB Xoas0b1! Eciii 661 BII® He Op110 10CTYTHO, MHOTHX U3
METO/IOB, ONIMCAHHBIX B 3TON KHHre, He Obl1o OBl mpakTHuecku. B To Bpems kak BII® tpebyer
TOJIbKO HECKOJIBKHUX JIIOXKHH CTPOK IPOTrPaMMBI, 3TO - OJUH U3 HauboJiee CI0XKHBIX aJrOPUTMOB
B [1OC. Ho He oryauBaiitech! Bbl MOeTe J1€TKO MCIIOIB30BaTh U3JaHHbIE IToANIporpaMMsl bI1D
0€3 MOJTHOTO MIOHWMAaHUsI BHYTPEHHEH paOOTHI.

Real DFT Using the Complex DFT
Peanbnblii(BemecTBennblii) AP, ucnoan3ywmmnii Kommiaexkcusiii 11O

J.W. Cooley and J.W. Tukey are given credit for bringing the FFT to the world in their paper:
"An algorithm for the machine calculation of complex Fourier Series," Mathematics Computa-
tion, Vol. 19, 1965, pp 297-301. In retrospect, others had discovered the technique many years
before. For instance, the great German mathematician Karl Friedrich Gauss (1777-1855) had
used the method more than a century earlier. This early work was largely forgotten because it
lacked the tool to make it practical: the digital computer. Cooley and Tukey are honored because
they discovered the FFT at the right time, the beginning of the computer revolution.

J.W. Cooley u J.W. Tukey natorcs kpeaut Ha obecnieuenne bIID k mupy B ux 6ymare: "Amnro-
PUTM [Jisi MAIIMHHOTO BBIYMCIIEHUS KOMIUIEKCHOTO Psina ®dypowe", Buiuucienue Mamemamuxu,
Vol. 19, 1965, pp 297-301. PerpocnieKTuBHO, ipyrue oOHAPYKWIA METOJIUKY MHOTHMH T'OJIaMH
npexxae. Hanpumep, kpynHslii Hemeukuii Matematuk Kapn ®punpuxosuu [Mayce (1777-1855)
WCITOJIB30BaJl METO OOJIbIIIE YeM CTOJIETHE paHee. JTa paHHssA pabora Oblia B 3HAYMTEIBHON
CTeTNeHH 3a0bITa, TIOTOMY YTO STO MCHBITHIBAIO HEIOCTATOK MHCTPYMEHTA, YTOOBI JENaTh ATO
MPaKTUYECKUM: yupposoii komnvromep. Cooley u Tukey mountaemsl, MOTOMY 4YTO OHU OOHapY-
»kuiu bII®D B mpaBoe BpeMsi, HAYaJI0 KOMIIBIOTEPHOU PEBOJIIOLUU.
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The FFT is based on the complex DFT, a more sophisticated version of the real DFT discussed
in the last four chapters. These transforms are named for the way each represents data, that is,
using complex numbers or using real numbers. The term complex does not mean that this repre-
sentation is difficult or complicated, but that a specific type of mathematics is used. Complex
mathematics often is difficult and complicated, but that isn't where the name comes from. Chap-
ter 29 discusses the complex DFT and provides the background needed to understand the details
of the FFT algorithm. The topic of this chapter is simpler: how to use the FFT to calculate the
real DFT, without drowning in a mire of advanced mathematics.

BII® ocHoBano Ha komruiekcHoM JII1D, Gonee cioxkHas Bepcus BemecTBeHHoOro 11D, o6cyx-
JICHHOTO B MOCJIETHUX YEThIPeX IIaBax. DTH TpaHC(HOPMAHTHI HA3BAHBI 110 UMEHHU, MYTEM Kaxk-
JIbIA MIPE/ICTaBIseT JaHHbIE, TO €CTh, MCIOJIb3Ys KOMILUIEKCHbIE YMCIa WM UCIOJb3Ys BEILIECT-
BEHHbIE 4Hclia. TepMHUH Komniekc HE TOJPa3yMEBAaeT, YTO ATO MPEACTABICHHE TPYAHO WIH
CJI0KHO, HO YTO CHEeIU(pUUECKU(XapaKTepHBbIii) TUII MAaTEMAaTUKH Kcnolib3yeTrcs. KoMmnekcHas
MaTeMaTHKa 4acTO TPYyJHA MU CII0KHA, HO 3TO HE TO, OTKyJAa Ha3BaHue ucxonuT. [maBa 29 obcy-
xkaaeT komiuiekcHbi J[II® u obecneunBaeT HEOOXOIUMYIO MOATOTOBKY, YTOOBI MOHATH IOJ-
pobHoctu(neranu) anroputma bI1®. Tema 3T0it rmaBel 60see nmpocTas: Kak UCIoyib3oBaTh bIID,
yTOOBI BRIYUCITHTH BemecTBeHHoe /1D, 6e3 Toro, 4ToOsl TOHYTH B 0OJIOTE MPOJIBUHYTON MaTe-
MAaTHUKH.
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FIGURE 12-1

Comparing the real and complex DFTs. The real DFT takes an N point time domain signal and creates two N point
frequency domain signals. The complex DFT takes two N point time domain signals and creates two N point fre-
quency domain signals. The crosshatched regions shows the values common to the two transforms.

PUCYHOK 12-1. CpaBHeHHE BelIeCTBEHHOTO B KoMItiekcHoro J[I1D.

BerectBennoe [AI1® Geper Touky N, curHaia joMeHa BpeMeHH, U co3/aeT aBa curHana N/2 + 1 Touku JoMeHa Jac-
totbl. KommutekcHoe 1D Gepet aBe N TOUKHM CUTHAJIOB JOMEHA BPEMEHH M CO3/aeT JBa CHTHaja TOYKH N 4acToT-
HOT'O JIOMeHa. 3alITPUXOBaHHBIE 00J1aCTH NMOKA3bIBAIOT 3HAUEHHsI, OOBIYHbIE ABYM TpaHC(HOpPMaHTaM.
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Since the FFT is an algorithm for calculating the complex DFT, it is important to understand
how to transfer real DFT data into and out of the complex DFT format. Figure 12-1 compares
how the real DFT and the complex DFT store data. The real DFT transforms an N point time
domain signal into two N/2 + 1 point frequency domain signals. The time domain signal is called
just that: the time domain signal. The two signals in the frequency domain are called the real
part and the imaginary part, holding the amplitudes of the cosine waves and sine waves, respec-
tively. This should be very familiar from past chapters.

Tak kak BII® - amroput™m Ui BeluucieHus KomIuiekcHOro JIID, BaxkHO MOHATH, KaK Iepe-
naTh(NEPEeMECTUTh) AaHHBIC gewecmeennozo 11D B u u3 popmara xomniexcrozo JI1P. Ha pu-
cyHke 12-1 cpaBuuBaercs, kak BemectBeHHbIN 1D n kommiekcHsiit 11D coxpaHaioT JaHHbIE.
Bemectsennoe JII1® nmpeoOpa3oBsiBacT curHai Touku N JoMeHa BpEMEHHU B JBa curHaia N/2+1
TOYEK JAOMeHa 4acToThl. CUTHAN JOMEHAa BPEMEHU HA3bIBACTCS TOYHO TaK XKE: CUCHAL OOMeHd
épemenu. JIBa cUrHajza B 4aCTOTHOM JIOMEHE Ha3bIBAIOTCS GeWyeCMBEHHOU YaACMbl0 U MHUMOU
yacmolo, Aepka(IpoBOJiA) aMIUIUTYAbl BOJIH KOCHMHYCA M BOJIH CHHYCA, COOTBETCTBEHHO. JTO
JOJI’KHO OBITH OYEHb 3HAKOMO U3 MPOIUIBIX IJIaB.

In comparison, the complex DFT transforms two N point time domain signals into two N point
frequency domain signals. The two time domain signals are called the real part and the imagi-
nary part, just as are the frequency domain signals. In spite of their names, all of the values in
these arrays are just ordinary numbers. (If you are familiar with complex numbers: the j's are not
included in the array values; they are a part of the mathematics. Recall that the operator, Im( ),
returns a real number).

Ha cpaBuenun, kommiekcHsiit [II1® npeoOGpa3oBeiBaeT nBa curuaiga N TOUKH, JOMEHA BPEMEHH
B JIBa CUTHaja N TOYKM 4aCTOTHOrO JOMEHaA. /[Ba cHrHajla TOMEHAa BPEMEHH Ha3bIBAIOTCS 6elye-
CMBEHHOU Yacmvlo U MHUMOU YACmblo, TAKXKE, KaK — CUTHAJbl YacTOTHOro JomeHa. HecMotps
Ha UX Ha3BaHUs, BCE 3HAYEHUS B ATUX MACCHBAX - TOJbKO 00bIuHbIE yncia. (Ecinu Bel 3HaKoMBI ¢
KOMIUIEKCHBIMU 4YMCJIAMU: j'S HE BKJIIOYEH B 3HAUEHUS MacCHBa; OHU - 4YacThb MATEMAaTHUKH.
Bcnomuute, uto onepatop, /m (), BO3BpaliaeT BEMIECTBEHHOE YHCIIO).

Suppose you have an N point signal, and need to calculate the real DFT by means of the Com-
plex DFT (such as by using the FFT algorithm). First, move the N point signal into the real part
of the complex DFT's time domain, and then set all of the samples in the imaginary part to zero.
Calculation of the complex DFT results in a real and an imaginary signal in the frequency do-
main, each composed of N points. Samples 0 through N/2 of these signals correspond to the real
DFT's spectrum.

[Ipennonoxum, uro Bel umeeTe curHai Touku N, U JOJKHBI BBIUUCITUTDL geujecmeennoe 11D
nocpenctBoM Komnaexcroeo JI1® (tuna, ucnons3ys anroputM bBIID). Bo nmepsrix, nepemectn-
T€ CUTHAJII TOYKU /N B BELIECTBEHHYIO 4acTh JOMEHA BpeMeHU KoMIulekcHoro [I1®, u 3arem 3a-
CTaBbTE OOHYJIUTH BCE BHIOOPKH B MHUMOM YacTH. Berancnenue komruiekcHoro JAI1®D, npuBoaut
BEILIECTBCHHBI 1 MHUMBIA CUTHAJ B YaCTOTHOM JOMEHE, KaKJbli COCTABJIEHHBIA U3 TOYEK V.
Br16opku ot 0 10 N/2 3TUX CUTHAJIOB, COOTBETCTBYIOT CIIEKTpY BemecTBeHHOTro [[I1D.

As discussed in Chapter 10, the DFT's frequency domain is periodic when the negative frequen-
cies are included (see Fig. 10-9). The choice of a single period is arbitrary; it can be chosen be-
tween -1.0 and 0, -0.5 and 0.5, 0 and 1.0, or any other one unit interval referenced to the sam-
pling rate. The complex DFT's frequency spectrum includes the negative frequencies in the 0 to
1.0 arrangement. In other words, one full period stretches from sample 0 to sample N - 1, corre-
sponding with 0 to 1.0 times the sampling rate. The positive frequencies sit between sample 0
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and , corresponding with 0 to 0.5. The other samples, between N/2 + 1 and N - 1, contain the
negative frequency values (which are usually ignored).

Kaxk o6cyxneno B rmaBe 10, wactotneiii nomen JI1® nmepuogmveckuii, Korjaa OTpUIIATEIbHBIC
94acTOThI BKIIOUEHBI (cM. puc. 10-9). BbiOop ennHCTBEHHOT0(OTAEIBHOT0) IEpHO/ia IIPOU3BOJICH;
3TO MOXET ObITh BhIOpaHo Mexay -1.0 u 0, -0.5 u 0.5, 0 u 1.0, unu mr000# apyroit OAMH UHTEP-
BaJIl MOJyJIsl, YIOMSIHYTBI K yacToTe BbIOOpKU. CriekTp yacToT KomiuiekcHoro 1P Bxmoyaer
OTpHIATEIbHBIE YaCTOTHI, pacnoynoxkeHHsie oT 0 g0 1.0. JIpyrumu cioBaMu, OJMH MOJIHBIN Iie-
puoz pactaruBaercst ot BbIOopku 0, 4ToObI Mpon3BecTH BEIOOPKY N-1, cooTBeTcTBYIONIYIO € OT 0
10 1.0 pa3 gactoTsl BeIOOpKH. [1070KUTETBHBIC YaCTOTHI HAXOIATCS MEXIy BhIOOpKoi 0 U, co-
orBercTBYIOT OT 0 110 0.5. JIpyrue BeiOOpku, Mexay N/2 + 1 u N-1, cogepxaT oTpUliaTeIbHBIE
YaCTOTHBIC 3HAUYCHUS (KOTOPHIE OOBIYHO UTHOPUPYIOTCS).

Calculating a real Inverse DFT using a complex Inverse DFT is slightly harder. This is because
you need to insure that the negative frequencies are loaded in the proper format. Remember,
points 0 through in the N/2 complex DFT are the same as in the real DFT, for both the real and
the imaginary parts. For the real part, point N/2+1 is the same as point N/2-1, point N/2+2 is the
same as point N/2-2, etc. This continues to point N/2-1 being the same as point 1. The same basic
pattern is used for the imaginary part, except the sign is changed. That is, point N/2+1 is the
negative of point N/2-1, point N/2+2 is the negative of point N/2-2, etc. Notice that samples 0
and do not have a matching point in this N/2 duplication scheme. Use Fig. 10-9 as a guide to un-
derstanding this symmetry. In practice, you load the real DFT's frequency spectrum into samples
0 to of the complex DFT's arrays, and then use a subroutine to N/2 generate the negative fre-
quencies between samples N/2+1 and N-1. Table 12-1 shows such a program. To check that the
proper symmetry is present, after taking the inverse FFT, look at the imaginary part of the time
domain. It will contain all zeros if everything is correct (except for a few parts-per-million of
noise, using single precision calculations).

Beruncnenue sewecmsennoco Obpammuoeo 1D, ucnonsdys xomniexcHviii Obpamusiti 11D
clIeTKa TspKenee. JTO - To, MOTOMY 4TO Bbl omkHBI 00ecnednTh, 4ToObl OTpHUIATEIbHbIE YaCTO-
Thl OBUIM 3arpy’KeHbl B HajuiexameMm ¢opmare. [lomuure, Touku 0 yepe3 B N/2 KOMIUIEKCHOM
JIID - te xxe cample Kak B BemecTBeHHOM JII®, 1715, ¥ BEeHIECTBEHHBINM M MHUMOM YacTH. J{Jist
BEIIIECTBEHHOM yacTH, Touka, N/2+1 -, TOT ke camoe Kak Touka N/2-1, Touka N/2+2 - To ke ca-
MoO€ Kak Touka N/2-2, u T.1. DTO IpoaoiDKaeT TOUKA N/2-1, SABISIOMMNICS TOT XKE€ CaMblid Kak
touka 1. ToT ke caMblii OCHOBHOM 00pasel UCHOAb3YETCs Ui MHUMOW YacTH, KPOME TOTO, YTO
3HaK u3MeHeH. To ecTb Touka N/2+1 - HeratuB Touku N/2-1, Touka N/2+2 - HeraTuB TOUKH N/2-
2, u T.1. OOpatuTe BHUMaHUE, 4TO BEIOOPKU () ¥ HE UMEIOT TOUKU COOTBETCTBUS B 3TOM N/2 cxe-
Me nyOmupoBanusi(nmoBTopenus). Mcnonessyiite puc. 10-9 kak pykoBOACTBO K MTOHMUMAHHUIO TOU
cummMetpuu. [Ipaktudecku, Bel 3arpyxaere criektp yactoT BemiectBenHoro /I1d k Ber6opke 0 x
MaccuBoB kKoMiiekcHoro JII1®, u 3arem ucnons3yere noanporpammy kK N/2, TEHEpUPYIOT OTPH-
LaTeIbHBIE YaCTOThl MeXy BeiOOpkamu N/2+1 u N-1. Tabmuna 12-1 mokasbIBaeT Takyio mpo-
rpaMMy. UToOBI IPOBEPUTDH, YTO HaJAJIEXKAIlasi CUMMETPHUS MIPUCYTCTBYET, MOCIE B3ATUSA 00paT-
Horo BII®, cmoTpuTe Ha MHUMYIO 4acTh JOMEHa BpeMEHH. DTO OyAET colepaTh BCE HYJIH, €C-
JIY BCE MPABUIILHO (€csii ObI HE HECKOJIBKO "MIJIJTMOHHBIX J0JIeH" 1IIyMa, UCIIOJIb3YsT OJIMHAPHYIO
MPEIM3UOHHOCTH(TOYHOCTH ) BEIYUCIICHHS ).

6000 'NEGATIVE FREQUENCY GENERATION ('EHEPALIUA OTPVIL[ATEHI)HOPI YACTOTHI)
6010  'This subroutine creates the complex frequency domain from the real frequency domain.

6020  'Upon entry to this subroutine, N% contains the number of points in the signals, and

6030 'REX[ ] and IMX] ] contain the real frequency domain in samples 0 to N%/2.

6040  'On return, REX][ ] and IMX] ] contain the complex frequency domain in samples 0 to N%-1.
6050

6060 FOR K% = (N%/2+1) TO (N%-1)
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6070 REX[K%] = REX[N%-K%]
6080 IMX[K%] = -IMX[N%-K%]
6090 NEXT K%
6100
6110 RETURN
Tabmuma 12-1.

How the FFT works
Kax BII® pa6oraer

The FFT is a complicated algorithm, and its details are usually left to those that specialize in
such things. This section describes the general operation of the FFT, but skirts a key issue: the
use of complex numbers. If you have a background in complex mathematics, you can read be-
tween the lines to understand the true nature of the algorithm. Don't worry if the details elude
you; few scientists and engineers that use the FFT could write the program from scratch.

BII® - cnoxHBIN aITOPUTM, M €r0 TTOAPOOHOCTH OOBIYHO OCTABJICHBI JJISI TEX, KTO CIICIIUAIN3H-
pyercs B TaKuX Bellax. DTOT pa3fesl OMHUChIBaeT o0myto onepanuio bIID, Ho 06xoauT Kirode-
BOW BOMPOC: UCIIOJIB30BAHUE KOMNIEKCHbIX yucen. Eciin Bbl uMeeTe moAroTOBKY B KOMIUJIEKCHOM
MaTeMaThke, BBl MOXETe 4YUTaTh MEXKAY CTPOKaMH, YTOOBI TOHITh HCTUHHBIA Xapak-
tep(npupoay) anroputma. He BomHyHTECh, YKIOHAIOTCS JIM TOAPOOHOCTH OT Bac; HeMHoro y4e-
HBIX U UHXEHEPOB, KOTOPbIE UCTONb3yIoT BII®, MoryT 3anucath nmporpamMmy Ha IyCTOM MECTE.

In complex notation, the time and frequency domains each contain one signal made up of N
complex points. Each of these complex points is composed of two numbers, the real part and the
imaginary part. For example, when we talk about complex sample , it refers to the combination
of and X[42] ReX[42] . In other words, each complex variable holds two numbers. When
ImX[42] two complex variables are multiplied, the four individual components must be com-
bined to form the two components of the product (such as in Eq. 9-1). The following discussion
on "How the FFT works" uses this jargon of complex notation. That is, the singular terms: sig-
nal, point, sample, and value, refer to the combination of the real part and the imaginary part.

B xommiekcHoO# cucteme 0003HAUYCHMMA, TOMEH BPEMEHU U YACTOTHBIA TOMEH, KaXKIbI COJIEp-
JKUT OJMH CUTHAJI, COCTABJICHHbIH M3 N KOMIUIEKCHBIX TOYeK. Kaxmas u3 3THX KOMIUIEKCHBIX
TOUYEK COCTaBJICHA U3 JIBYX UHCEJ, BEIIECTBEHHOW YacTH U MHUMOM yacTtu. Hanpumep, xoraa mMbl
TOBOPHM OTHOCHTEIFHO KOMIUIEKCHOH BBIOOPKH, 3TO OTHOCHUTCS K KoMOumHammu X[42] u
ReX[42]. Ipyrumu cioBamu, Kakass KOMIUIEKCHAs IIEPEMEHHAs POBOJAUT(JIEPIKUT) JIBA YUCTIA.
Korna /mX [42] nBe KOMIIJIEKCHBIX IEPEMEHHON MYJIBTUIUIMIIMPOBAHBI(YMHOKEHBI ), UETHIPE UH-
TUBUAYaIbHBIX KOMIIOHEHTA JOJDKHBI ObITh 00beIUHEHBI, YTOOBI (HOPMUPOBATH J1Ba KOMIIOHEHTA
U3 mporpaMmsbl (Tuna B ypaBHeHuH 9-1). Cnenyromee obcyxnenue no "Kax BII® pabomaem”
UCIOJIB3YIOT 3TOT KAProH KOMIUIEKCHON cucTeMbl 0003HaueHH. To ecTh CHHTYIISIpHBIE TEPMHU-
HBL: CuUcHal, mouka, 6bl00pKa, U 3HayeHue, OTHOCATCS K KOMOUHAyuu BEIIECTBEHHON YacTu U
MHHMOM YacTH.

The FFT operates by decomposing an N point time domain signal into N time domain signals
each composed of a single point. The second step is to calculate the N frequency spectra corre-
sponding to these N time domain signals. Lastly, the N spectra are synthesized into a single fre-
quency spectrum.

BII® pabotaet, pacuieHssi CUTHAI TOYKH N, CUTHAJIa TOMEHa BpeMEHHU Ha /N CUTHAJIOB JIOMEHa
BPEMEHHU, KKl U3 KOTOPBIX COCTABIICH W3 €IWHCTBEHHOW(OTAENbHON) TOYKU. BTopoi miar
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JOJI’KEH BBIYUCIINUTH N 4JacToTHEBIE CIICKTPBbI, COOTBCTCTBYIOIINUC 3TUM N cur"anam AOMCHaA BpC-
Menn. Hakonen, N ClIEKTPBbI CHHTE3UPYIOTCS B € JMHCTBEHHBIN(OTICIBHBIN) CIIEKTP YaCTOT.

Figure 12-2 shows an example of the time domain decomposition used in the FFT. In this exam-
ple, a 16 point signal is decomposed through four separate stages. The first stage breaks the 16
point signal into two signals each consisting of 8 points. The second stage decomposes the data
into four signals of 4 points. This pattern continues until there are N signals composed of a single
point. An interlaced decomposition is used each time a signal is broken in two, that is, the sig-
nal is separated into its even and odd numbered samples. The best way to understand this is by
inspecting Fig. 12-2 until you grasp the pattern. There are Log, N stages required in this decom-
position, i.e., a 16 point signal 2% requires 4 stages, a 512 point signal (27) requires 7 stages, a
4096 point signal (2'%) requires 12 stages, etc. Remember this value, Log, N; it will be referenced
many times in this chapter.

Pucynok 12-2 noka3bpIBacT MpUMep IAEKOMIIO3ULIMU JOMEHA BpEMEHH, ucnonb3dyemoil B bIID. B
3TOM npumepe, 1 curnan u3 16 Touek pacuieHeH yepe3 YeThIpe OTAeNIbHBIX cTaauu. [lepBas cra-
s pa3ouBaeT 16 ToOUYek cMTHAlla Ha JIBa CUTHAJA COCTOSIINX U3 § TOUeK Kaxabiii. Bropas cra-
JIUsl pacuJieHsIeT JJaHHbIe Ha YeThIpe CHUTHalla COCTOSIMX M3 4 TOUeK KaxIblii. ITOT oOpaszer
MIPOJOIDKAETCS IO TeX IMOp, MOKa He OyAeT MOJy4YeH CUTHAaJl, COCTABICHHBIN M3 €IWHCTBEHHOM
Touku N. UepenyeMasi JeKOMIIO3MLMS UCIIONB3YETCs, KaX/IbI pa3 pa3OuBas cUrHaJI Ha J1Ba, TO
€CTb CUTHAJI pa3/ieJieH Ha YETHbIC U HEUYETHBIE HOMEpa ero BEIOOPOK. UTOOb! JTyUliie HOHATH 3TO -
paccMoTtpute puc. 12-2, moka Ber He «yxBaTute» obpasern. meercsa Log,N craguii, TpeOyeMbIx
B 3TOH IEKOMIIO3HIINH, TO €CTh, 16 Touek curnama (2%) TpeOyroT 4 craguii, 512 TOoUyek curHaiza
(27) tpebyror 7 crammii, 4096 Touek curnana (2'%) TpeGyer 12 crammii, u T.1. [ToMHHTE 9TO 3Ha-
4yeHue, Log,N; OyaeT ynoMsiHyTO MHOTO pa3 B 3TOil IJ1aBe.

| signal of

16 points o1 234567 89 101112131415 |
;?f,ﬁ':ﬂ_:’“ﬁ [ 0246 81012 |4!||\| 35 79 1113 15|
o /\
j::f:,?lm{ lo 4 s 12'{|1|\2 6 10 14|[1 5 9 13[[3 7 11 15]
2poms [0 EI;III‘M4 12| [2 ml|'|\b 4] 1 ﬂﬂi HIE Il'lll\? 5]

AT AT AT AT ANY AN AT A'
ot [0 [ R R

FIGURE 12-2
The FFT decomposition. An N point signal is decomposed into /N signals each containing a single point.
Each stage uses an interlace decomposition, separating the even and odd numbered samples.

PUCYHOK 12-2. lexommno3zuuust BI1O.
Curnan N To4ek pacuieHeH Ha N CUTHaNOB, K&Kl U3 KOTOPBIX COAEPKUT €IMHCTBEHHYIO TOuKy. Kaxnas craaus
HCTIOJB3YET Yepeoyiouyrocs 0eKOMNO3UYUuio, OTIEIS YeTHBIC M HEUeTHBIE IIPOHYMEPOBAaHHBIC BHIOOPKH.

Now that you understand the structure of the decomposition, it can be greatly simplified. The
decomposition is nothing more than a reordering of the samples in the signal. Figure 12-3 shows
the rearrangement pattern required. On the left, the sample numbers of the original signal are
listed along with their binary equivalents. On the right, the rearranged sample numbers are listed,
also along with their binary equivalents. The important idea is that the binary numbers are the
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reversals of each other. For example, sample 3 (0011) is exchanged with sample number 12
(1100). Likewise, sample number 14 (1110) is swapped with sample number 7 (0111), and so
forth. The FFT time domain decomposition is usually carried out by a bit reversal sorting algo-
rithm. This involves rearranging the order of the N time domain samples by counting in binary
with the bits flipped left-for-right (such as in the far right column in Fig. 12-3).

Teneps, korna Bel moHUMaeTe CTPYKTYpy ACKOMIO3HMIIMHU, 3TO MOXET OBITh OU€Hb YIPOIIEHO.
JlexkoMIio3unusi He HUYTO OOJIBIIIE YeM IMepeynopsI0ueHre BRIOOPOK B curHaie. Pucynok 12-3
NOKa3bIBaeT TpebyeMblil oOpaser nepectaHoBKU. CiieBa, epeyuciieHbl HoMepa BRIOOPOK IEepPBO-
HAYaJIbHOTO CUTHAja HapsAay ¢ MX OMHApHBIMU(IBOMYHBIMH) 3KBUBajIeHTamMu. CrpaBa, mepednc-
JIeHBI TIepeCTPOCHHbIe(IIEPErpyNIUPOBAaHHBIE) HOMEpa BHIOOPOK, TAaKXKEe HapsLy ¢ UX OMHApHBI-
MU(IBOMYHBIMU) DSKBUBaJCHTaMHU. Ba)XHOCTb HJI€M COCTOMT B TOM, 4YTO OWHApHbBIE YHC-
na(HoMepa) SIBIISIOTCS MHBEpCUsIMU IpyT apyra. Hampumep, Beioopka Homep 3 (0011), obmene-
Ha BbIOOpKOM HOMep 12 (1100). Ananorudso, BeiOopka Homep 14 (1110) MensieTcst BEIOOpPKOM
Homep 7 (0111), u T.n. BII® nexomno3uuus AOMEHa BPEMEHU OOBIYHO BBIMOJHSACTCS aITOPUT-
MOM COPTHPOBKH peBepcHPOBaHMeM(MHBePCHE) IBOMYHBIX Pa3psaa0B. DTO BKIIOYAET B Ce-
Os1(moipa3syMeBaeT) peKOHCTPYKIMIO MOpsAKa BHIOOPOK N JOMEHa BPEMEHH, pAacCUMThIBas B
JBOMYHOM KoOJie¢ OMTaMHM, 3epKajbHO OTPaXCHHBIMHU CJIEBA - HANpaBo (TUIAa B KpallHEM IPaBOM
cronbue B puc. 12-3).

Howmepa Bb160pOK Howmepa BbIOOpOK mociie
B HOPMAJIBHOM TOPSIIKE peBepcupoBaHus(MHBEPCHN )
JBOUYHBIX Pa3psIoB

Jlecamuunvie  /[souunvle Jlecamuunvle Jlsouunvle
0 0000 0 0000
1 0001 8 1000
2 0010 4 0100
4 0011 12 1100
3 0100 2 0010
5 0101 10 1010
6 o110 = 6 0100
7 0111 14 1110
8 1000 1 0001
9 1001 9 1001
10 1010 5 0101
11 1011 13 1101
12 1100 3 0011
13 1101 11 1011
14 1110 7 0111

15 1111 15 1111

FIGURE 12-3
The FFT bit reversal sorting. The FFT time domain decomposition can be implemented by sorting the samples ac-
cording to bit reversed order.

PUCYHOK 12-3. CoprupoBka peBepcupoBaHusi 1BOMUHbIX pa3psaoB BIID. Jlekomnosunus bBII® nomena Bpemenun
MOJKET OBITh OCYIIECTBICHA, COPTHPYS BEIOOPKU COTIACHO TBOMYHEBIM pa3psiiaM B IIEPEBEPHYTOM ITOPSIKE.

The next step in the FFT algorithm is to find the frequency spectra of the 1 point time domain
signals. Nothing could be easier; the frequency spectrum of a 1 point signal is equal to itself.
This means that nothing is required to do this step. Although there is no work involved, don't
forget that each of the 1 point signals is now a frequency spectrum, and not a time domain signal.
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Canenyromuii mar B anroputme bII® nosmkeH HalTH 4acTOTHBIE CIIEKTPhI CUTHasa 1 TOUKM J0-
MeHa BpeMeHH. Hu4To He Moriio ObITh TPOIIE; CIIEKTP YacTOT CUTHAIA 1 TOYKH paBeH cebe. DTo
03Hauaem, YTO HUYTO HE TPeOyeTCs, YTOOBI AeTaTh STOT IIar. XOTsd HE UMEETCs HUKaKOW BOBJIE-
YEHHOUM paboThI, HE 3a0ybTE, YTO KAKIBI M3 CUTHAJIOB | TOYKH - TENEPh CIIEKTP YacTOT, a HE
CUTHAJI IOMEHA BPEMEHU.

The last step in the FFT is to combine the N frequency spectra in the exact reverse order that the
time domain decomposition took place. This is where the algorithm gets messy. Unfortunately,
the bit reversal shortcut is not applicable, and we must go back one stage at a time. In the first
stage, 16 frequency spectra (1 point each) are synthesized into 8 frequency spectra (2 points
each). In the second stage, the 8 frequency spectra (2 points each) are synthesized into 4 fre-
quency spectra (4 points each), and so on. The last stage results in the output of the FFT, a 16
point frequency spectrum.

[Mocnenuuii mar B BII® nomkeH o0beIUHUTL N YaCTOTHBIX CIIEKTPOB B TOYHOM OOpPATHOM IIO-
psiaKe, 9TOObI IEKOMITO3UIUS JOMEHA BPEMEHH UMella MECTO. JTO - TO, TJI€ aJlTOPUTM CTaHOBUT-
cst Tpsi3HBIM(OecropsaouHbiM)). K cokanenuro, sipiplk HHBEPCHUU ABOUYHOTO paspsaa(OuTa) He
COOTBETCTBYIOIINI, U MBI JOJKHBI BO3BPATUTHCS OJHA CTagusl OQHOBpEMEHHO. B mepBoii cra-
M, 16 4acTOTHBIX CreKTpoB (1 Touka KaXKAblil) CUHTE3UpyeTcs B 8§ YaCTOTHBIX CHEKTPOB (2
TOYKH Kaxblii). Bo BTOpo#i cTaguu, 8 4acTOTHBIX CHEKTPOB (2 TOUKH KaXKIIbIil) CHHTE3UPYETCS
B 4 4aCTOTHBIX CIEKTpa (4 TOUKM Kaxabli), U Tak ganee. [locnenHss craaus NpUBOIUT K IMPO-
nykuuu(Beixoay) bII®, 16 ciekTpoB 4acTOT TOUKH.

Figure 12-4 shows how two frequency spectra, each composed of 4 points, are combined into a
single frequency spectrum of 8 points. This synthesis must undo the interlaced decomposition
done in the time domain. In other words, the frequency domain operation must correspond to the
time domain procedure of combining two 4 point signals by interlacing. Consider two time do-
main signals, abcd and efgh. An 8 point time domain signal can be formed by two steps: dilute
each 4 point signal with zeros to make it an 8 point signal, and then add the signals together.
That is, abcd becomes a0b0c0d0, and efgh becomes 0eOf0g0h. Adding these two 8 point signals
produces aebfcgdh. As shown in Fig. 12-4, diluting the time domain with zeros corresponds to a
duplication of the frequency spectrum. Therefore, the frequency spectra are combined in the FFT
by duplicating them, and then adding the duplicated spectra together.

Pucynok 12-4 nokasplBaeT, Kak /iBa 4aCTOTHBIX CIEKTpPA, KaXKIblil COCTAaBICHHBIA U3 4 TOUEK,
00BbEIMHEH B €IMHCTBEHHBIM(OTACIBHBIN) CIIEKTP YaCTOT 8 TOYEK. DTOT CHHTE3 JIOHKEH OTMeE-
HUTH YeperyeMylo IEKOMIIO3UINIO, CICTaHHYIO B JIOMEHE BpeMeHH. J[pyruMu cioBaMu, orepa-
LM YaCTOTHOTO JOMEHa JI0JDKHA MepenaTh MpOoLEeAype JOMEHa BPEMEHU 00beduHeHue IBYX
CUTHAJOB 4 TOoueKk, dYepeaysch. PaccMoTpuTe cCHUTHaibl JOMEHA JBAa CUTHAaja JOMEHA BPEMEHHU,
abcd wn efgh. 8 Touek cuUTHaNa JOMEHA BPEMEHH MOKET OBITh CPOPMUPOBAHO JABYMS IIIaraMu:
pa3zbaBbTe KaxKaple 4 TOYKU CUTHAJA HYJSMH, 4TOOBI eJaTh 3TO 8 TOYKAMH CHTHANA, U 3aTeM
npubaBbTe CUTHAIBI BMecTe. To ecTh abed ctanoButcst a0b0c0d(, u efgh cranosutcs 0e0f0g0h.
IIpu nobaBneHnu 3TU J1Ba cUrHana § Touek Npou3BoIAT aebfcgdh. Kak nokaszano Ha puc. 12-4,
pazKMWKeHHUEe JIOMEHA BPEMEHU HYJISIMH COOTBETCTBYET AyOJIMPOBaHHUIO CHEKTpa yacToT. [loaTo-
My, YaCTOTHBIE CIIEKTPhl 00beanHeHbI B bBII®D, nyOonupys ux, u 3aTeM CKIaJbiBas AyOIUpOBaH-
HBIE CIIEKTPBI BMECTE.
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Time Domain Frequency Domain
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FIGURE 12-4
The FFT synthesis.
When a time domain signal is diluted with zeros, the frequency domain is duplicated. If the time domain signal is
also shifted by one sample during the dilution, the spectrum will additionally be multiplied by a sinusoid.

PUCYHOK 12-4. Cunre3 BI1®.

Korna curnan nomena BpemeHu pa30aBiieH HYJISIMU, YaCTOTHBIA JoMeH yOimpoBaH. Eciii curHan nomeHa BpeMeH!
TaKKe CIBHHYT OJHOM BBHIOOPKOH B TeueHHe pa30aBlCHHS, CIEKTp OylIeT NOIOJHUTENEHO MYJBTHUILTHLHPO-
BaH(YMHOXCH) Ha CHHYCOU/Y.

In order to match up when added, the two time domain signals are diluted with zeros in a slightly
different way. In one signal, the odd points are zero, while in the other signal, the even points are
zero. In other words, one of the time domain signals (0eOf0g0h in Fig. 12-4) is shifted to the right
by one sample. This time domain shift corresponds to multiplying the spectrum by a sinusoid. To
see this, recall that a shift in the time domain is equivalent to convolving the signal with a shifted
delta function. This multiplies the signal's spectrum with the spectrum of the shifted delta func-
tion. The spectrum of a shifted delta function is a sinusoid (see Fig 11-2).

UtoOb1 coBnagaTh(B mopsiake Kk coOTBETCTBHUIO?), KOT/Aa JH00aBICHO, JIBa CUTHAJIa IOMEHA Bpe-
MEHM pa30aBieHbl HYJSIMM CJETKa Pa3IM4HbIM cllocoboM. B oHOM curHane, He4eTHbIE TOUKU
HYJIEBBIE, B TO BpeMs KakK B APYTrOM CHUTHAJIe, YSTHbIC TOUYKH HyJeBbIe. J[pyruMu cioBamu, OQUH
u3 curHanoB npomeHa BpeMenu (0eOf0g0h B puc. 12-4) ciBUHYT HampaBo OJHOW BbIOOpKOIi. Ha
ceil pa3 CIBMUI JIOMEHa COOTBETCTBYET YMHOXEHMIO CIIEKTpa cuHycoudou. UToObl BUAETH 3TO,
BCIIOMHUTE, YTO CJIBUT B IOMEHE BPEMEHHU 3KBHBAJICHTEH CKPYUYMBAHHUIO CUTHANA CO CABUHYTOU
nenbTa QyHKIUEeH. DTO YMHOXAET CHEKTp CHTHAJIA CO CHEKTPOM CIABHHYTOW JenbTa (PyHKIIUH.
CriexTp cABUHYTOM JenbTa GyHKUUU - cuHycouna (cm. Puc. 11-2).

Figure 12-5 shows a flow diagram for combining two 4 point spectra into a single 8 point spec-
trum. To reduce the situation even more, notice that Fig. 12- 5 is formed from the basic pattern in
Fig 12-6 repeated over and over.

Pucynok 12-5 noka3ssiBaeT 0J0K-cXeMy A1 OObEIUHEHUS BYX CIEKTPOB 4 TOUYEK B €MHCTBEH-
HBIH criekTp 8 Touek. UTOOBI MPUBOANTH TOJIOKEHUE(CUTYAINIO) Jake OoJbIe, 0OpaTuTe BHU-
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MaHwue, 4to puc. 12- 5 copmupoBan u3 ocHoBHOrO obpasua B Puc. 12-6 moBTOpEeHHOr0 MHOTO
pas.

Odd- Four Point Even- Four Point
Frequency Spectrum Fregquency Spectrum

FIGURE 12-5

FFT synthesis flow diagram. This shows the method of
combining two 4 point frequency spectra into a single 8
point frequency spectrum. The xS operation means that the
signal is multiplied by a sinusoid with an appropriately se-
lected frequency.

PUCYHOK 12-5. bnok-cxema cunte3a BIID.

OTO MOKa3bIBa€T METOJ OOBEOMHEHHUS IBYX YaCTOTHBIX
CIIEKTPOB 4 TOYEK B EIWHCTBEHHBIH CIEKTPOB YacTOT 8
TOYEeK. XS omepanus 03HA4YaeT, YTO CUTHAI MYJIbTHILTHIIH-
poBaH(YMHOKE€H) Ha CHHYCOMUAY C COOTBETCTBEHHO
O0TOOpaHHOW YaCTOTOM.

Eight Point Frequency Spectrum

FIGURE 12-6 o . . _ _ 2 point input
The FFT butterfly. This is the basic calculation element in the FFT, taking two com-

plex points and converting them into two other complex points.

PUCYHOK 12-6. IpoccenbHast 3acioHKa(COeIMHEHHE ABOHHBIM JIACTOUKUHBIM XBO-
ctom) BIT®.

OT0 - OCHOBHOW 3meMeHT BbuncieHus B BIID, Oepst 1Be KOMIUIEKCHBIX TOYKH H
npeoOpa3oBEIBast UX B JBE IPYTHX KOMIUICKCHBIX TOYKH.

2 point output

This simple flow diagram is called a butterfly due to its winged appearance. The butterfly is the
basic computational element of the FFT, transforming two complex points into two other com-
plex points.

Dta npocTas OJ0K-CXemMa Ha3bIBACTCS APOCCETIbLHOM 3aCJIOHKOM(COeIMHEHNE TBOWHBIM JIACTOY-
KHHBIM XBOCTOM) U3-3a ero winged(kpsiiaroro Buaa?) nosisieHusi(Buaa). JpoccenbHas 3acion-
Ka - OCHOBHOW BbIYMCIUTENbHBIN AneMeHT BII®, npeoOpa3oBbiBas 1Be€ KOMIUIEKCHBIX TOYKH B
JIBE€ IPYTUX KOMILJIEKCHBIX TOUKH.

Figure 12-7 shows the structure of the entire FFT. The time domain decomposition is accom-
plished with a bit reversal sorting algorithm. Transforming the decomposed data into the fre-
quency domain involves nothing and therefore does not appear in the figure.

Pucynok 12-7 noka3zbeiBaet cTpykTypy nosHoro BII®. Jlekommno3unust AOMEHa BPEMEHU BBIIIOJ-
HEHa 3aBEpIICHHON aJIrOpUTMOM COpTUpYIOIIel nHBepcuu(peBepcupoBanusi). [IpeobpasoBanue
pacwIEHEHHBIX JaHHBIX B YAaCTOTHBIM JOMEH HE BKIIIOYAET B ceOs(Iopa3yMeBaeT) HU4TO U I0-
9TOMY HE MOSBJISETCS B PUCYHKE.
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The frequency domain synthesis requires three loops. The outer loop runs through the stages
(i.e., each level in Fig. 12-2, starting from the bottom Log,N and moving to the top). The middle
loop moves through each of the individual frequency spectra in the stage being worked on (i.e.,
each of the boxes on any one level in Fig. 12-2). The innermost loop uses the butterfly to calcu-
late the points in each frequency spectra (i.e., looping through the samples inside any one box in
Fig. 12-2). The overhead boxes in Fig. 12-7 determine the beginning and ending indexes for the
loops, as well as calculating the sinusoids needed in the butterflies. Now we come to the heart of
this chapter, the actual FFT programs.

CuHTe3 4acTOTHOTO JIoMeHa TpeOyeT TpexX HUKJIOB. BHENIHMI UK BBIIOIHAETCS Yepe3 CTaluu
(TO ecTb, KAl YPOBEHb B puc. 12-2, HAUMHAIOMIMICSA ¢ OCHOBaHUS LogxN U mepeMerasich K
BepirHe). CpeqHui UK IepeMeliaeTcs yepe3 Kax/ablil 13 HHANBUIYAIbHBIX YaCTOTHBIX CIEK-
TPOB B CTAJUH, HAJl KOTOPOW pa3pabaThIBAlOT (TO €CTh, KAXKI0€ M3 TOJCH Ha T00OM YpOBHE B
puc. 12-2). CaMblii BHYTpEeHHUH IIUKIJI UCTIOIB3YET IPOCCEIBHYIO 3aCIIOHKY, YTOOBI BHIYUCIIHTH
TOYKH B KaXKIBIX YACTOTHBIX CIIEKTpax (TO €CTh, BBHIMIOJHEHHUE IHKIIA Yepe3 BHIOOPKH BHYTPH
mo0oro mois B puc. 12-2). Bepxuaue nosst B puc. 12-7 onpeaensitoT MHISKChl Havyalla 1 OKOHYa-
HUS IS IIUKJIOB, TAKXKE KaK BRIYMCIICHUS CHHYCOH/IbI, HEOOXOIUMBIC B IPOCCENBHBIX 3aCIIOHKAX.
Teneps MbI IPpUOBIBaEM B OCHOBY(CEpAIIC) ATOH Ti1aBbl, pakTuueckue nporpamMmbl BI1D.

FIGURE 12-7 Time Domain Data

Flow diagram of the FFT. This is based on three
steps: (1) decompose an N point time domain
signal into N signals each containing a single

point, (2) find the spectrum of each of the N Time
point signals (nothing required), and (3) synthe- EH RE\'ETFM Domain
size the N frequency spectra into a single. ata ortng ..
z queticy sp & Decomposition
PUCYHOK 12-7. brok-cxema BI1®.
Ot0 ocHOBaHO Ha Tpex mmarax: (1) pacuieHsoT
N TOYek curHajia oMeHa BpeMeHU Ha N curHa-
JIOB, K&KIBIA COAEpKAIIMNA €IUHCTBEHHYIO TOY- g v o
Ky, (2) HaXOIOAT CIEKTP KaXXIOTO W3 CHUTHAIOB
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FFT Programs
IMporpammel BII®

As discussed in Chapter 8, the real DFT can be calculated by correlating the time domain signal
with sine and cosine waves (see Table 8-2). Table 12-2 shows a program to calculate the com-
plex DFT by the same method. In an apples-to-apples comparison, this is the program that the
FFT improves upon.

Kak o6cyxneno B rinase 8, BemectBeHHbINH JIID MoxkeT ObITh paccUUTaH, KOPpEIUpysl CUTHAI
JIOMEHa BPEMEHHU C BOJIHAMHU CHHYyca U KocuHyca (cM. Tabnuiyy 8-2). Tabnuua 12-2 nmokasbiBaeT
porpammy, 4ToObl BBIYUCIUTL KomniekcHoe /1D tem xe cambiM MeToAoM. Jljis cpaBHEHUS
s0110Ka ¢ A0JI0KOM, 3TO - IPOrpaMMa, OTHOCUTEIbHO KoTopoit BII® ynydmaercs.

Tables 12-3 and 12-4 show two different FFT programs, one in FORTRAN and one in BASIC.
First we will look at the BASIC routine in Table 12-4. This subroutine produces exactly the same
output as the correlation technique in Table 12-2, except it does it much faster. The block dia-
gram in Fig. 12-7 can be used to identify the different sections of this program. Data are passed
to this FFT subroutine in the arrays: REX[ ] and IMX] ], each running from sample 0 to N-1.
Upon return from the subroutine, REX][ ] and IMX] ] are overwritten with the frequency domain
data. This is another way that the FFT is highly optimized; the same arrays are used for the input,
intermediate storage, and output. This efficient use of memory is important for designing fast
hardware to calculate the FFT. The term inplace computation is used to describe this memory
usage.

Ta6muuer 12-3 u 12-4 nokassiBatoT a8e pa3znudyHbiX nporpamMmel 11D, onna na POPTPAHE n
onna Ha BEUCUKE. Bo nepsbix MbI GyeM cMOTpeTh Ha moanporpammy BEVICUKA B Ta6mue
12-4. Drta nognporpamMma Mpou3BOAUT TOYHO Ty K€ CaMYIO POy KIMIO(BBIXO/), ITOCKOJIBKY Me-
TOJUKA KOppemsauuu B Tabnuie 12-2, Kpome TOro jenaer 3To HaMHoro Owictpee. biiounas nua-
rpamMma B puc. 12-7 MOXET HCIOIB30BATHCSA, YTOOBI MACHTU(DUIIMPOBATD PAa3IMYHBIC Pa3/ICIIbI
3TOi mporpammsbl. JlaHHble mpomyckatoT K 3Toil moanporpamme BII®D B maccuBax: REX[ | u
IMX] ], xaxnoe BeimosHeHHe oT BbIOOpkH O x N-1. Ilocie Bo3BpamieHus: OT MOIIPOTPAMMEL,
REX][ ] u IMX] ], nepe3anucanbl JaHHBIMH 9aCTOTHOI'O JOMEHA. JTO - IPYrod ImyTh, KOTOPBIM
BII® BBICOKO ONTHUMHM3UPOBAHO; TE JKE€ CaMbIC MACCHUBBI UCIIOJIB3YIOTCA IS BBOJA, IIPOMEXKY-
TOYHOT'O XPaHEHUs], ¥ BbIBOJA. ITO 3(h(hEeKTUBHOE UCIIOJIB30BAaHUE MaMATH Ba)KHO JJISl IPOEKTH-
poBaHUs OBICTPBIX anmmapaTHBIX CPEACTB, YTOObI BoIYUCIUTH BII®. TepMuH onepaTuBHOE BbI-
YHCJeHHe UCII0Ib3YETCs, YTOOBI OMUCATh ATO MCIIOJIb30BaHUE MAMSITH.

While all FFT programs produce the same numerical result, there are subtle variations in pro-
gramming that you need to look out for. Several of these of these differences are illustrated by
the FORTRAN program listed in Table 12-3. This program uses an algorithm called decimation
in frequency, while the previously described algorithm is called decimation in time. In a deci-
mation in frequency algorithm, the bit reversal sorting is done after the three nested loops. There
are also FFT routines that completely eliminate the bit reversal sorting. None of these variations
significantly improve the performance of the FFT, and you shouldn't worry about which one you
are using.

B T0 Bpems kak Bce nporpaMmsl JI11D npous3sBOAAT TOT K€ caMblil YUCIIOBOU pe3yJIbTaT, UMEIOT-
Csl TOHKHME Bapualuy B IPOIPaMMUPOBAHUU 3TOrO, Bl NOKHBEI BeicMaTpuBaTh. Heckonbko u3
HUX 3THUX pa3Inyuil wurocTpupoBansl B nporpamme Ha FORTRANe, npuBeneHHoi B Tabmuie
12-3. Drta mporpamMma HCIHOJIb3YET AJITOPUTM Ha3bIBa€Mblii MPOPEKUBAHUEM B 4YaCTOTE, B TO
BpeMs KaK IPEJBAPUTEIBHO OIMCAHHBIN aJTOPUTM HA3BIBACTCS MPOPEKUBAHMEM BO BPEMEHH.
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B anroputrme 4acTOTHOTO MPOPEKUBAHUM, COPTUPOBKA UHBEPCUEH TBOMYHBIX Pa3psI0B CAEIaHa
nocne TPeX BIIOKEHHBIX HUKIOB. MMeroTcsa Takxke nmoamporpaMmmbsl bBIID, koTopbie MOTHOCTHIO
YCTPaHSAKT COPTUPOBKY MHBEPCHUEHN IBOMYHBIX pa3psaaoB. Hu onHa U3 3THX Bapualui 3HaMEHa-
TeabHO He yhydmaeT 3¢ dektuBHOCTh BII®, 1 Bbl He 1OMKHBI BOJHOBATHCS, OTHOCHTEIBHO KO-
Toporo Bsl ncnions3yere.

5000 'KOMITIJIEKCHOE ITPEOBPA3OBAHUE AI1D KOPPEHHHI/IEIZ
5010 'Upon entry, N% contains the number of points in the DFT, and

5020 'XR[ Jand XI[ ] contain the real and imaginary parts of the time domain.
5030 'Upon return, REX][ ] and IMX] ] contain the frequency domain data.
5040 'All signals run from 0 to N%-1.

5050 '

5060 PI=3.14159265 'Set constants

5070 '

5080 FOR K% =0 TO N%-1 'Zero REX] ] and IMX] ], so they can be used
5090 REX[K%] =0 'as accumulators during the correlation

5100 IMX[K%] =0

5110 NEXT K%

5120

5130 FOR K% =0 TO N%-1 'Loop for each value in frequency domain
5140 FOR 1% = 0 TO N%-1 'Correlate with the complex sinusoid, SR & SI
5150

5160 SR = COS(2*PI*K%*I%/N%) 'Calculate complex sinusoid

5170 SI = -SIN(2*PI*K%*1%/N%)
5180 REX[K%] = REX[K%] + XR[1%]*SR - XI[1%]*SI
5190 IMX[K%] = IMX[K%] + XR[1%]*SI + XI[1%]*SR
5200
5210 NEXT 1%
5220 NEXT K%
5230
5240 RETURN
Tabuuma 12-2.

The important differences between FFT algorithms concern how data are passed to and from the
subroutines. In the BASIC program, data enter and leave the subroutine in the arrays REX[ ] and
IMX][ ], with the samples running from index 0 to N-1. In the FORTRAN program, data are
passed in the complex array , with the samples running from 1 to N. Since this X( ) is an array of
complex variables, each sample in X( ) consists of two numbers, a real part and an imaginary
part. The length of the DFT must also be passed to these subroutines. In the BASIC program, the
variable N% is used for this purpose. In comparison, the FORTRAN program uses the variable
M, which is defined to equal Log,N. For instance, M will be 8 for a 256 point DFT, 12 for a 4096
point DFT, etc. The point is, the programmer who writes an FFT subroutine has many options
for interfacing with the host program. Arrays that run from 1 to N, such as in the FORTRAN
program, are especially aggravating. Most of the DSP literature (including this book) explains
algorithms assuming the arrays run from sample 0 to N-1. For instance, if the arrays run from 1
to N, the symmetry in the frequency domain is around points 1 and N/2+1, rather than points 0
and N/2

Baoicnvie paznuus Mexy anropurMamu bII® kacarorcs, kak 1aHHBIE NEepeaaroT(IIPOIyCKatoT)
K noAnporpaMmaMm M oT nogmnporpamm. B mporpamme BASIC, nanHble BBOJST M OCTaBISIOT
nonanporpamMmmy B MaccuBax REX[ | u IMX] ], ¢ BeiOOpkamu, BEITOTHSIOMIUMUCS OT uHAeKca 0 K
N-1. B nporpamme FORTRAN, nanHbIe MpoIycKaroT B KOMILJIEKCHOM MAacCHBE, ¢ BbIOOpKamH,
BhINosiHsAtoIMMuUcs ot 1 1o N. Tak kak 3ToT X( ) - MacCUB KOMIUICKCHBIX TIEPEMEHHBIX, Kax/1as
BbIOOpKa B X( ) COCTOUT U3 IByX YUCEI(HOMEPOB), BEILIECTBEHHOW YaCTH U MHUMOM yacTu. [{nu-
Hy [II® HyXHO TakXke NMPOMyCTUTHh K 3TUM noxmnporpamMMmaM. B nporpamme BASIC, nepemen-
Hast N% ucnonb3yercs s 3tor nenmu. Ha cpaBuenuun, nporpamma FORTRAN ucnons3yert ne-
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peMeHHy1o M, KoTopas ornpeneneHa, yToosl paBHAThCS LogoN. Hanpumep, M Oyner 8 mist 256
touek 1D, 12 aus 4096 touek HAIID, u T.4. [TyHKT, mporpaMMHCT, KTO 3alIUCHIBAET, MOMAINPO-
rpamMmMbl BI1® umeeT MHOTO mapameTpoB JJisi CBS3HM C MOMOINBIO HHTEpdeiica ¢ BeaylIei mpo-
rpammoii. MaccuBbl, KoTopbie padotator oT 1 10 N, Tuna B mporpamme FORTRAN, ocobenHo
yxynmaoT. bomsmmHCcTBO sutepatypsl LIOC (Bkito4ast 3Ty KHUTY) OOBSCHSET alrOPUTMBL,
MIPUHUMAIOIIINE MACCUBBI, BBITTOTHEHHBIC OT BbIOOpKU 0 k N-1. Hampumep, ecim maccuBbl pado-
TatoT OT | 10 N, CHMMeTpusi B YaCTOTHOM JOMEHE - BOKpYT Touek 1 u N/2+1, ckopee 4eMm Touek

0u N/2.

SUBROUTINE FFT(X,M)
COMPLEX X(4096),U,S,T
PI=3.14159265

N=2**M

DO 20 L=1,M
LE=2#*(M+1-L)
LE2=LE/2

U=(1.0,0.0)

S=CMPLX(COS(PI/FLOAT(LE2)),-

SIN(PI/FLOAT(LE2)))
DO 20 J=1,LE2

DO 10 I=J,N,LE
IP=I+LE2
T=X(I)+X(IP)
X(IP)=(X(1)-X(IP))*U

TABLE 12-3. The Fast Fourier Transform in FORTRAN.

Data are passed to this subroutine in the variables X( ) and M. The
integer, M, is the base two logarithm of the length of the DFT, i.e., M
= 8 for a 256 point DFT, M = 12 for a 4096 point DFT, etc. The com-
plex array, X( ), holds the time domain data upon entering the DFT.
Upon return from this subroutine, X( ) is overwritten with the fre-
quency domain data. Take note: this subroutine requires that the input
and output signals run from X(1) through X(¥), rather than the cus-
tomary X(0) through X(N-1).

10 X(I)=T TABJIMIIA 12-3. Beictpoe npeobpaszosanue Oypse B DOPTPAHE.
20 U=U*S JlaHHBIE TIPOIYCKAIOT K 3TOW HMOANIPOTpaMMe B iepeMeHHBIX X( ) u M.
ND2=N/2 Lemoe wmcno, M, sBiseTCS JOTapU(PMOM C OCHOBAHHEM 2 IUTHHBI
NM1=N-1 AI®, to ectb, M = 8 ms 256 touek AIID, M = 12 gnsg 4096 Touek
J=1 JI®D, u 1.1. KomruiekcHbiit MaccuB, X( ), IpOBOAUT(AEPKUT) JaHHBIE
DO 50 I=1,NM1 JIOMEeHa BpeMeHU oTHocuTeNbHO BBoAa [I1D. Ilocne Bo3BpaieHus ot
IF(I.GE.J) GO TO 30 9TO# moamporpammsl, X( ) mepe3anicad JaHHBIMHA YaCTOTHOTO JOMe-
T=X(J) Ha. 3aMeThTe: 3Ta MOANporpamma Tpedyer, uToObl CUTHAJIbI BBOAA U
X(0)=X(I) BbIBOZIa ObuTH BhINOJIHEHB! 0T X(1) 10 X(N), a He 00LIEeNpPUHSTOrO OT
X(1)=T X(0) no X(N-1).

30 K=ND2

40 IF(K.GE.J) GO TO 50

J=J-K

K=K/2

GO TO 40

50 J=J+K

RETURN

END

1000 'THE FAST FOURIER TRANSFORM

1010 'Upon entry, N% contains the number of points in the DFT, REX] ] and

1020 'IMX] ] contain the real and imaginary parts of the input. Upon return,

1030 'REX] ] and IMX] ] contain the DFT output. All signals run from 0 to N%-1.

1040 '

1050 PI =3.14159265 'Set constants

1060 NM1% = N%-1
1070 ND2% = N%/2

1080 M% = CINT(LOG(N%)/LOG(2))

1090 J% = ND2%
1100
1110 FOR 1% =1 TO N%-2

1120 IF 1% >=J% THEN GOTO 1190

1130 TR = REX[J%]
1140 TI = IMX[J%]

'Bit reversal sorting
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1150 REX[J%] = REX[1%]

1160 IMX[J%] = IMX[1%]

1170 REX[1%] = TR

1180 IMX[1%] =TI

1190 K% = ND2%

1200 IF K% > J% THEN GOTO 1240

1210 1% = 1%-K%

1220 K% = K%/2

1230 GOTO 1200

1240 J% = 1%+K%

1250 NEXT 1%

1260

1270 FOR L% =1 TO M% 'Loop for each stage
1280 LE% = CINT(2"L%)

1290 LE2% = LE%/2

1300 UR =1

1310 UI=0

1320 SR = COS(PI/LE2%) 'Calculate sine & cosine values
1330 SI = -SIN(PI/LE2%)

1340 FOR J% =1 TO LE2% 'Loop for each sub DFT
1350 IM1% = J%-1

1360 FOR 1% = IM1% TO NM1% STEP LE% 'Loop for each butterfly
1370 IP% = 1%+LE2%

1380 TR = REX[IP%]*UR - IMX[IP%]*UI '‘Butterfly calculation
1390 TI = REX[IP%]*UI + IMX[IP%]*UR

1400 REX[IP%)] = REX[1%]-TR

1410 IMX[IP%] = IMX[1%]-TI

1420 REX[1%] = REX[I%]+TR

1430 IMX[1%] = IMX[1%]+TI

1440 NEXT 1%

1450 TR = UR

1460 UR = TR*SR - UI*SI

1470 Ul = TR*SI + UI*SR

1480 NEXT J%

1490 NEXT L%

1500

1510 RETURN

TABLE 12-4
The Fast Fourier Transform in BASIC. .
Tabmuna 12-4. Beictpoe IIpeobpazoBarne @ypre Ha BEVCHKe

Using the complex DFT to calculate the real DFT has another interesting advantage. The com-
plex DFT is more symmetrical between the time and frequency domains than the real DFT. That
is, the duality is stronger. Among other things, this means that the Inverse DFT is nearly identi-
cal to the Forward DFT. In fact, the easiest way to calculate an Inverse FFT is to calculate a
Forward FFT, and then adjust the data. Table 12-5 shows a subroutine for calculating the In-
verse FFT in this manner.

Hcnonp3oBanne xomruiekcHoro JII®, utoOwr BeruucauTh BemiectBeHHoe 1D mmeer npyroe
uHTepecHoe mnpeumyinectBo. KommiekcHoe /11D Gonee cuMMmeTpuueckoe MEXIy JOMEHOM
BpEeMEHHM H 4acToThl 4eM BemecTtBeHHoe [[[1D. To ecth ayajabHocTh Oonee cmibHass. Cpenn
JpyTux Bellel, 3To o3Havaet, 4yro Oopamuvui /{11 noutn uaentuueH lpamomy JIID. Oaxtu-
YEeCKH, CaMblil mpocToi crocod BeraucasaTh O0paTHOoe BII®D cocrout B TOM, YTOOB!I BEIYHCIUTH
[Tpsimoe BII®D, u 3aTem KoppeKTHpoBaTh NaHHbIe. Tabnuna 12-5 moka3siBaeT MOANPOTrpaMMy AJIst
BerauciieHust O6patHoro BI1® stum ciocobom.
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Suppose you copy one of these FFT algorithms into your computer program and start it running.
How do you know if it is operating properly? Two tricks are commonly used for debugging.
First, start with some arbitrary time domain signal, such as from a random number generator, and
run it through the FFT. Next, run the resultant frequency spectrum through the Inverse FFT and
compare the result with the original signal. They should be identical, except round-off noise (a
few parts-per-million for single precision).

[Ipennonoxkum, uro Bel konupyere oguH U3 3TUX aIroputMoB BII® B Balry KOMIBIOTEPHYIO
MporpaMMy U 3amyckaere 3To BeimoiHeHHe. Kak Bbl y3HaeTe, paboTaer U 3TO HOJKHBIM 00pa-
30M? JIBe yJIOBKM OOBIYHO HCIOJIB3YIOTCA ISl OTJIaAKH. Bo mepBbIX, Hayano(cTapT) ¢ HEKOTO-
PBIM IPOU3BOJIBHBIM CUTHAJIOM JOMEHA BPEMEHU, THUIA OT F'€HepaTopa CIy4alHOro YKcia, U Bbl-
nostHseT 310 yepe3 BIID. 3areM, BHIMOTHUTE PE3YyIBTUPYIOMIUNA CIIEKTP YacToT yepe3 OOpaTtHOe
BII®, u cpaBHUTE pe3yinbTaT C MEPBOHAYAIBHBIM CHUTHAJIOM. OHU JOJDKHBI OBITH UOEHMUUHbL,
KpOMe OKpYKalolero myma (HeCKOJbKO "Moe Ha MIJITHOH" NJIsi OJWHAPHOM MPEIH3UOHHO-
CTU(TOYHOCTH).

The second test of proper operation is that the signals have the correct symmetry. When the
imaginary part of the time domain signal is composed of all zeros (the normal case), the fre-
quency domain of the complex DFT will be symmetrical around samples 0 and , as previously
described. N/2

Bropoe ucnbiTanne Haanexailel onepanuy - TO, YTO CUTHAJIbl UMEIOT MPaBUIbHYIO CUMMET-
puto. Koria MHHMMast 4acTh CUTHaja JJOMEHA BPEMEHHU COCTaBJIEHA M3 BCEX HYJeW (HOpMabHBII
CiTy4ai), 4acTOTHBIN qoMeH KoMruiekcHoro JII1d Oymer cumMmeTpudeckuii, BOKpYT BeIOOpkH 0 1
N/2, xak npeaBapUTEIbHO OMUCAHO.

2000 'INVERSE FAST FOURIER TRANSFORM SUBROUTINE

2010 'Upon entry, N% contains the number of points in the IDFT, REX[ ] and

2020 'IMX] ] contain the real and imaginary parts of the complex frequency domain.
2030 'Upon return, REX][ ] and IMX] ] contain the complex time domain.

2040 'All signals run from 0 to N%-1.

2050

2060 FOR K% = 0 TO N%-1 'Change the sign of IMX] ]
2070 IMX[K%] = -IMX[K%]

2080 NEXT K%

2090

2100 GOSUB 1000 'Calculate forward FFT (Table 12-3)
2110

2120 FOR 1% = 0 TO N%-1 'Divide the time domain by N% and

2130 REX[1%] = REX[1%]/N% 'change the sign of IMX] ]
2140 IMX[1%] = -IMX[1%]/N%
2150 NEXT 1%
2160
2170 RETURN
Tabnwma 12-5

Likewise, when this correct symmetry is present in the frequency domain, the Inverse DFT will
produce a time domain that has an imaginary part composes of all zeros (plus round-off noise).
These debugging techniques are essential for using the FFT; become familiar with them.

AHaJIOrMYHO, KOTJla 3Ta MpaBWIbHASI CUMMETPHUsS MPUCYTCTBYET B 4aCTOTHOM Jomene, OOpart-
Hb1 JIII®D npoussBeneT 10MEH BpEMEHHU, KOTOPbIA UMEET MHUMYIO 4aCTbh, COCTAaBIECHHYIO U3 BCEX
HyJeH (IUTI0C OKPYIKAIOIIMK 1IyM). DTH METOJIbI OTIAJAKH CYIIeCTBEHHBI(HEOOXOAMMBI) ISl HC-
nonb3oBanus bII®; ctaHeM 3HaKOMbBI C HUMH.
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Speed and Precision Comparisons

CpaBHenne boicTponeiictBus u Illpeun3nonHocTn

When the DFT is calculated by correlation (as in Table 12-2), the program uses two nested
loops, each running through N points. This means that the total number of operations is propor-
tional to N times N. The time to complete the program is thus given by:

Korga JITI® paccuutan xoppemnsinuein (kak B Tabnuie 12-2), mporpaMma HCTOIB3YET ABa BIIO-
KEHHBIX LMKJIA, KaXable mpoberaromue yepe3 Toukd N. ITo 03Hayaer, 4To olIiee KOJIUIEeCTBO
orepanuii MponopuuoHanbHO K N BpemeHu N. Bpemst, 4TOOBI 3aKOHYHUTH MPOrpaMMy TaKUM 00-
pa3oM J1aeTCsl ypaBHEHUEM:

EQUATION 12-1. DFT execution time. : ; -
The time required to calculate a DFT by correlation is proportional to the ExecutionTime Ai}'”
length of the DFT squared.

."‘Ilr'r 2

YPABHEHUE 12-1. Bpewms pemonaenus JAI1O.
Bpewms, Tpebyemoe, uto0Ob! Beraucauts AI1P kopperns-
uuen nponopuroHaibHo anuHe 1P Bo3BegeHHOU B
KBaJpar.

Execution Time = kynoe N

where N is the number of points in the DFT and ADFT is a constant of proportionality. If the sine
and cosine values are calculated within the nested loops, kADFT is equal to about 25 microseconds
on a Pentium at 100 MHz. If you recalculate the sine and cosine values and store them in a look-
up-table, kKDFT drops to about 7 microseconds. For example, a 1024 point DFT will require
about 25 seconds, or nearly 25 milliseconds per point. That's slow!

I'me N - gucno touek B JAI1D, u kppr - KOIPPUITUESHT MPOMOPIHOHATBHOCTH. Eciiu 3HaYeHUS CH-
Hyca U KOCHHYCa PaCCUUTAHbI B npedenax(enympu) BIOKEHHBIX LUKIOB, kppr paBEH MPUOIU3U-
TeNbHO 25 MUKpoceKyH1 Ha komnbiotepe Pentium 100 MI'u. Eciniu Bel nepecuumeigaeme 3naue-
HUSI CHHYCa U KOCHHYCa U COXpaHseTe UX B Tabiule npeodpa3oBaHMs, Appr MOHMKACTCS MPH-
Onmu3uTensHO K 7 MukpocekyHnam. Hampumep, 1024 touku [AIID Oyxayt TpeboBath mpuOimm3m-
TEJBHO 25 CEeKyHJ, WX MOYTH 25 MUJUTMCEKYH]T HA TOUKY. DTO MEJJIEHHO!

Using this same strategy we can derive the execution time for the FFT. The time required for the
bit reversal is negligible. In each of the stages Log,N there are butterfly computations. This
means the execution time for the N/2 program is approximated by:

[Tpu ncroNIb30BaHUN ATOM K€ CaMOMl CTpaTETMy Mbl MOKEM IOJYUUTh BPEMsI BBIIIOJIHEHUS AJIS
BII®. Bpewms, Tpebyemoe aJii MHBEPCUM JABOUYHBIX Pa3psAI0B HE3HAUMTEIbHO. B kaxmoill u3
cranuii LogoN UMEIOTCS BBIUUCIICHHS JPOCCEIbHONW 3aCIOHKHA. DTO O3HAYAET, YTO BpPEMs BBI-
TIOJTHEHUS IS IPOTpaMMBbl N/2 anmpOKCUMHUPOBAHO:

EQUATION 12-2
FFT execution time. The time required to calculate a DFT using the FFT is ) ) i i
proportional to N multiplied by the logarithm of N. ExecutionTime = k FFT N |0g3*\'

YPABHEHUE 12-2. Bpewms BemonaeHus BI1OD.

Bpewms, tpebyemoe, utoOsl Berumciauth JIID, ucnoms3ys BIID . . _
MPOTOPIHOHATBHO K N, yYMHOKEHHOMY Jorapudmom N. Execution Time kBH(D LngN

The value of AFFT is about 10 microseconds on a 100 MHz Pentium system. A 1024 point FFT
requires about 70 milliseconds to execute, or 70 microseconds per point. This is more than 300
times faster than the DFT calculated by correlation!
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3Hadenue kppr - mpubausuTenbHo 10 MukpocekyHa Ha cucteme Pentium 100 MI't. 1024 touku
BII® tpebyror npubauzutenbHo 70 MIJUTMCEKYH]T YTOOBI BHIIOTHHUTD, UK 70 MUKPOCEKYH] Ha
TOUKy. D70 - 607ee uem 300 pa3 OvicTpee yem JAI1D, paccunTaHHbIi KOppesIueii!

Not only NLog,N is less than NV,, it increases much more slowly as becomes larger. For example,
a 32 point FFT is about fen times faster than the correlation method. However, a 4096 point FFT
is one-thousand times faster. For small values of N (say, 32 to 128), the FFT is important. For
large values of N (1024 and above), the FFT is absolutely critical. Figure 12-8 compares the exe-
cution times of the two algorithms in a graphical form.

He Tonmbko LogyN - MmeHbIne 4eM N,, 3TO yBEIMYUBACTCS HAMHOTO 00Jiee MEJICHHO, TTOCKOJIBKY
craHoBHUTCcs OonbmM. st npumepa, 32 Touku BII® — npubnusuTensHO B JecaTh pa3 ObicTpee
yeM Mmetoj koppemsiiuu. Ognako, 4096 touek BII® - B omHy Thicsdy pa3 Owvictpee. [J[ns ma-
JeHbKuX 3HaueHui N (ckaxem, oT 32 no 128), BII® Baxuo. s Gonpmux 3nauenuid N (1024 u
Boime), bII® abcomoTHO BakHO. PrcyHOK 12-8 cpaBHMBaeT BpeMeHa BBITTOJIHEHHS ITHUX IBYX
QJITOPUTMOB B rpaduieckoil popme.

Ty

FIGURE 12-8. Execution times for calculating the

DFT. —
] " fryy
The correlation method refers to the algorithm de- IL'TI"EE““

scribed in Table 12-2. This method can be made faster

2

by precalculating the sine and cosine values and stor- 10
ing them in a look-up table (LUT). The FFT (Table 12- correlation
3) is the fastest algorithm when the DFT is greater than . L)
16 points long. The times shown are for a Pentium

o

processor at 100 MHz.

Execution hme {seconds)

nenus JI1D.
Memoo koppenayuu OTHOCUTCS K aITOPUTMY, OITUCAH- 001 T I T T T
HOMY B Tabmume 12-2. DToT MeTon MoXeT OBITh cre- 8 16 32 64 128 236 312 1024 2048 409
naH OpICTpee MePEeBBIUNCIIAA 3HAYCHUS CHHYCA U KOCH- Number points in DFT

Hyca M COXpaHssi UX B Tabmuie mouncka(mpeodpazoBanus, nepexonuposku) (LUT). BII® (Tabmuma 12-3) - camsrit
ObICTpBIN anroput™, koraa JI1®D Gosnbir yem 16 Touyek anunHOM. [loka3zaHHBIE BpeMeHa - I mporeccopa Pentium
100 MI'w.

PUCYHOK 12-8. BpeMeHa BBITIONHEHHS JUTS BBIYHC- 0.1 /
0,001

The FFT has another advantage besides raw speed. The FFT is calculated more precisely because
the fewer number of calculations results in less round-off error. This can be demonstrated by tak-
ing the FFT of an arbitrary signal, and then running the frequency spectrum through an Inverse
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FFT. This reconstructs the original time domain signal, except for the addition of round-off noise
from the calculations. A single number characterizing this noise can be obtained by calculating
the standard deviation of the difference between the two signals. For comparison, this same pro-
cedure can be repeated using a DFT calculated by correlation, and a corresponding Inverse DFT.
How does the round-off noise of the FFT compare to the DFT by correlation? See for yourself in
Fig. 12-9.

BII® umeeT npyroe mpernMyIecTBO MOMUMO HeoOpaboTaHHOTO(ChIporo) OsicTpoaeiicTBus. bITD
paccuutano 6osiee TOYHO, TOTOMY YTO MEHbIIEE KOJIMYECTBO YMCIIA BBHIYMCICHUH MPUBOAUT K
MEHBIIIEMY KOJIMYECTBY OINMUOKH OKPYTJICHHS. DTO MOXKET JACMOHCTpupoBaThes, Oepsi BIID
IPOM3BOJILHOTO CUTHANA, U 3aTEM BBIMIOJHsIS CrIeKTp dacToT yepe3 O6parnoe BIID. Oto BoccTa-
HaBJIMBAET NEPBOHAYANILHBIN CUTHAT JOMEHA BPEMEHHU, eciu Obl HE JOOABJICHHE IIyMa OKpYyTJie-
HUS OT BBIYMCIICHUN. ENMHCTBEHHBIN HOMEP(YHCIIO0), XapaKTepU3yIoliee 3TOT IIyM MOXET OBbITh
MOJIyYEHO, BBIYUCIAS CPEIHEKBAJAPATUYHOE OTKJIOHEHHE PAa3HOCTH MEXAY JBYMs CUTHAJIAMHU.
st cpaBHEHUS, 3TO Ta K€ camasl MpoLeaypa MOXKeT ObITh MOBTOpeHa, ucnoib3ys AP, pac-
CUMTAHHBIA Koppesiiueit, u coorBeTcTByIomuM O6patasiM 1D, Kak mym oxpyrienus bBITD
cpaBuuBaetcs ¢ 1D koppensauueit? Jlnuno yoeaurecs B puc. 12-9.

Further Speed Increases

HanbHeiiee YBeaunuenusi boicrpoaeiictBust

There are several techniques for making the FFT even faster; however, the improvements are
only about 20-40%. In one of these methods, the time domain decomposition is stopped two
stages early, when each signals is composed of only four points. Instead of calculating the last
two stages, highly optimized code is used to jump directly into the frequency domain, using the
simplicity of four point sine and cosine waves.

HMeroTcst HeCKOJIbKO MeTOooB i co3fanus BIID naxke ObicTpee; 0JHAKO, YTOUHEHHE - MPH-
Omm3uTenbHO TONBKO 20-40 %. B 0JHOM M3 3TUX METOMOB, IEKOMITO3HITUS IOMEHA BPEMEHH OC-
TAHOBJICHA HA J[BE CTA/IUW paHbIIE, KOTJIa KK/ M3 CUTHAJIOB COCTABIICH TOJILKO M3 YETHIPEX
TOYCK. BMGCTO BBIYHCIICHUA ITOCJIICAHUX ABYX CTa[[I/Ifl, I/ICHOJ'[I)SyeTCﬂ BBICOKO OHTI/IMI/IBI/IpOBaH-
Hasl TIPOrpaMMa, 4ToObl MEPEUTH HETOCPEACTBEHHO B YaCTOTHBIM JIOMEH, UCTIONB3Ys MPOCTOTY
I-IeTBIpCX TOYCK BOJIH CI/IHyca 1 BOJIH KOCI/IHyca.

FIGURE 12-9 o

DFT precision. Since the FFT calculates the DFT faster than

the correlation method, it also calculates it with less round-off
error.

PUCYHOK 12-9. [Ipeunsnonnocts AI1D.

Tak kak BI1® Beramcnser 1D OvicTpee ueM mMeTom Koppe-
JSIOUH, 3TO TAaKKe BBIYHCIAET 3TO ¢ MEHBIIMM KOJMYECTBOM
OIIUOKH OKPYTIICHUS.

Error (parts per mullion)

| correlation [~

3
i
1] 32 4 128 256 512 o4

MNumber of points in DFT

Another popular algorithm eliminates the wasted
calculations associated with the imaginary part of the time domain being zero, and the frequency
spectrum being symmetrical. In other words, the FFT is modified to calculate the real DFT, in-
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stead of the complex DFT. These algorithms are called the real FFT and the real Inverse FFT
(or similar names). Expect them to be about 30% faster than the conventional FFT routines. Ta-
bles 12-6 and 12-7 show programs for these algorithms.

Jlpyroii momyJsipHbII alrOpUTM yCTpPaHSAET NMOTPAYECHHBIE BITYCTYIO BBIYMCIICHUS, CBSI3aHHBIE C
MHHMOM 4YacThi0 JIOMEHa BPEMEHH, SBIIAIOLIECTOCS HYJIEM, U CIIEKTPOM YacTOT, SBJISIOIIUMCS
cummerpudeckuM. Jpyrumu crnoBamu, BII® wm3aMmensiercs, uyToObl BBIYHCIUTD GeuyecimeeHHoe
1D, BmecTo komnaekcnozo JIIP. ITn anropuT™Mbl Ha3bIBalOTCs BemecTBeHHbIM BII® u Be-
mecTBeHHBIM O0paTHbiM BII® (1nu nogo6Hble Ha3BaHus). Oxunaite, 4To OHU OyIyT MpH-
onusurensHo B 30 % ObicTpee, ueM oObruHbIe oanporpaMmMbl BIID. Tabnuusr 12-6 u 12-7 no-
Ka3bIBAIOT IPOTrPAMMMPOBAHUE JUISl 3TUX AJITOPUTMOB.

There are two small disadvantages in using the real FFT. First, the code is about twice as long.
While your computer doesn't care, you must take the time to convert someone else's program to
run on your computer. Second, debugging these programs is slightly harder because you cannot
use symmetry as a check for proper operation. These algorithms force the imaginary part of the
time domain to be zero, and the frequency domain to have left-right symmetry. For debugging,
check that these programs produce the same output as the conventional FFT algorithms.

HNmerotcs 1Ba MajeHbKUX HEOCTATKa B UCIOJIb30BaHUU gewjecmaeenno2o bII®. Bo nepBbIX, KOJ
- OTHOCHUTEJIBHO BIIBOE JJUHHEE. B TO Bpems Kak Ball KOMIBIOTEp HE 3a00TUTCS, BBl JOMKHBI
TpPaTUTh BpeMs, 4TOOBI MpeoOpa3oBaTh KOTO-TO €IlIe B IIporpamMme, 4YToO0bl padoTaTh Ha BalleM
KOMIIbIOTEpE. BO BTOpBIX, OTJIaXXMBATh 3TU MPOTpaMMBbI ClIeTKa TsKesee, MOoToMYy 4To Bel He
MO>KETE HCIOJIb30BaTh CUMMETPHIO KaK MPOBEPKY I HaJIeKaIIeH onepaiuu. DTH allfOPUTMbI
8bIHYIHCOAIOM MHUMYIO 4acTh JJOMEHA BPEMEHH OBITh HYJEBBIMH, U YACTOTHOTO JIOMEHA, YTOOBI
HMETH JIEBO - NIPaBYI0 CUMMETPHIO. J{JIs OTiIaiKu, MPOBEPHTE, YTOOBI 3TH MPOTrpaMMbl TPOU3BEIU
Ty e CaMyI0 IPOAYKIHUIO(BBIX0) KaKk 0ObIYHBIE anropuTMbl bITO.

Figures 12-10 and 12-11 illustrate how the real FFT works. In Fig. 12-10, (a) and (b) show a
time domain signal that consists of a pulse in the real part, and all zeros in the imaginary part.
Figures (c) and (d) show the corresponding frequency spectrum. As previously described, the
frequency domain's real part has an even symmetry around sample 0 and sample N/2, while the
imaginary part has an odd symmetry around these same points.

Pucynku 12-10 u 12-11 wmroctpupyroT, kak BemectBenHoe BII® pabdoraet. B puc. 12-10, (a) u
(b) moka3pIBalOT CHTHAJ JOMEHA BPEMEHHU, KOTOPBIA COCTOMT W3 MMITYJIbca B BEIIECTBEHHOU
4acTH, W BCEX HYJSAX B MHHUMOW yacTH. PucyHku (c) u (d) mokas3pIBalOT COOTBETCTBYIOIIUIN
cnekTp yactoT. Kak mpenBapuTeNbHO ONMHUCAaHO, BEIIECTBEHHAs! YaCTh YaCTOTHOTO JOMEHA UMEET
YyemHy0 CAMMETPHIO, BOKPYT BbIOOpKH O 1 BEIOOpKHU /2, B TO BpeMsi KaK MHUMasi 4aCTh UMEET
HeyemHyl0 CAMMETPUIO BOKPYT HUX TEX K€ CAMBIX TOUYEK.

4000 'INVERSE FFT FOR REAL SIGNALS

4010 'Upon entry, N% contains the number of points in the IDFT, REX[ ] and
4020 'IMX] ] contain the real and imaginary parts of the frequency domain running from
4030 'index 0 to N%/2. The remaining samples in REX[ ] and IMX] ] are ignored.
4040 'Upon return, REX] ] contains the real time domain, IMX] ] contains zeros.
4050 '

4060 '

4070 FOR K% = (N%/2+1) TO (N%-1)  'Make frequency domain symmetrical

4080 REX[K%] = REX[N%-K%] '(as in Table 12-1)

4090 IMX[K%] = -IMX[N%-K%]

4100 NEXT K%

4110
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4120 FOR K% =0 TO N%-1 'Add real and imaginary parts together
4130 REX[K%] = REX[K%]+IMX[K%]
4140 NEXT K%
4150
4160 GOSUB 3000 'Calculate forward real DFT (TABLE 12-6)
4170 '
4180 FOR 1% = 0 TO N%-1 'Add real and imaginary parts together
4190 REX[1%] = (REX[I%]+IMX[1%])/N% 'and divide the time domain by N%
4200 IMX[1%] =0
4210 NEXT 1%
4220
4230 RETURN
Tabnuna 12-6.
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FIGURE 12-10. Real part symmetry of the DFT.
PUCYHOK 12-10. Cummetpus Bemectsennoi gyactu JA11D.

Now consider Fig. 12-11, where the pulse is in the imaginary part of the time domain, and the
real part is all zeros. The symmetry in the frequency domain is reversed; the real part is odd,
while the imaginary part is even. This situation will be discussed in Chapter 29. For now, take it
for granted that this is how the complex DFT behaves.

Teneps paccmorpute puc. 12-11, e UMIyabC HAXOAUTCS B MHUMOM 4acTH JOMEHA BPEMEHHU, U
BEIIIECTBEHHAs] YacTh - Bce HyJau. CHUMMETpHUsi B YaCTOTHOM JIOMEHE PEBEPCHUPOBaHA; BEIIECT-
BEHHAs 4acTh HEYETHA, B TO BPEMs KaK MHUMas 9acTh YeTHAsl. DTO MOJoKeHue(curyarus) Oyner
obcyxaena B riase 29. [loka, mpuMHUTEe KaKk OYEBHUIHOE, YTO ATO - TO, Kak kKomruiekcHoe JITD
BeJIET ceOsl.

What if there is a signal in both parts of the time domain? By additivity, the frequency domain
will be the sum of the two frequency spectra. Now the key element: a frequency spectrum com-
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posed of these two types of symmetry can be perfectly separated into the two component signals.
This is achieved by the even/odd decomposition discussed in Chapter 6. In other words, two real
DFT's can be calculated for the price of single FFT. One of the signals is placed in the real part
of the time domain, and the other signal is placed in the imaginary part. After calculating the
complex DFT (via the FFT, of course), the spectra are separated using the even/odd decomposi-
tion. When two or more signals need to be passed through the FFT, this technique reduces the
execution time by about 40%. The improvement isn't a full factor of two because of the calcula-
tion time required for the even/odd decomposition. This is a relatively simple technique with few
pitfalls, nothing like writing an FFT routine from scratch.

UYro, ecim UMeeTCsl CUTHall B obeux uacmsax JIOMEHa BpeMeHH? AIJUTHBHOCTHIO, YACTOTHBIN
JIOMEH OyJIeT CyMMa M3 JIBYX YaCTOTHBIX CIIEKTPOB. Terneps KIFOYEBOM JIEMEHT: CIIEKTP 4acToT,
COCTaBIICHHBINA W3 3TUX JBYX THIIOB CHMMETPHH, MOKET OBITh COBEPIIEHHO OT/AETCH B JBa CO-
CTaBJSIIOIIMX CUTHAJIA. DTO JOCTUTHYTO YETHOW/HEUETHON IEKOMIO3UIIMEH, OO0CYXICHHOW B
riase 6. J[pyrumu crnoBamu, 1aBa BemiecTBEHHBIX /1D MoxkeT OBITh pacCUMTAHO 3a LIEHY €IUH-
ctBeHHOTO BII®. OuH 13 CUTHAJIOB MOMEIIIEH B BEMIECTBEHHYIO YaCTh JOMEHA BPEMEHHU, U JIPY-
roil CUrHaj NOMEIEH B MHUMYIO 4yacTb. [locne Beruncnenus komiiekcHoro 11D (uepes BIID,
KOHEUYHO), CIIEKTPBI OTIIECJICHBI, UCTIOJb3Ysl YETHYIO/HEUETHYIO NeKoMro3unuio. Korga nea wim
0O0JIbIlIe CUTHANA JTOJDKHBI TPOXOAHUTh depe3 bIID, sta MeToanka MPUBOIUT BPEMS BBITIOTHEHUS
npumepHo A0 40 %. YTouHeHue He MONHBIN K0dpuuueHT(PpakTop) ABa U3-32 BHIYUCICHUS
BpeMeHH, TpeOyeMOoro sl YeTHOW/HEYETHON IEKOMIO3UIIMHI. JTO - OTHOCUTEIBHO MPOCTast Me-
TOJMKA C HEMHOTHMH JIOBYIIIKAMH, HIYTO(ITyCTOE MECTO) Bpoje 3anucu noanporpamMmmsl BI1® na
myctoM mecte (u3 paboueit).

The next step is to modify the algorithm to calculate a single DFT faster. It's ugly, but here is
how it is done. The input signal is broken in half by using an interlaced decomposition. The even
N/2 points are placed into the real part of the time domain signal, while the N/2 odd points go
into the imaginary part. An N/2 point FFT is then calculated, requiring about one-half the time as
an N point FFT. The resulting frequency domain is then separated by the even/odd decomposi-
tion, resulting in the frequency spectra of the two interlaced time domain signals. These two fre-
quency spectra are then combined into a single spectrum, just as in the last synthesis stage of the
FFT.

Crnenyrouuii mar A0KEH U3MEHUTh aIrOPUTM, YTOObI BBIUUCIUTD e0uHCmEeHHbI(OTAETbHBIN)
JII® ObicTpee. DTO YpOUIMBO, HO HMEETCs, Kak 3TO cienaHo. BxonxHoil curhan cio-
MaH(HapyIleH, pa30UT) B MOJOBUHY, HCIOIb3Ys YepeayeMylo AEKOMIIO3ULIMI0. UeTHbIE TOUKU
N/2 moMelieHbl B BEIIECTBEHHYIO YacTh CUTHAjJa JOMEHA BPEMEHHM, B TO BpEMS KaK HEUETHbIC
TOYKHU N/2 BXOIAT B MHUMYIO YacTh. Touka N/2 BII® torma paccunrtana, TpeOys OTHOCUTEIHHO
II0JIOBUHBI BpeMEHHM, Kak Touka N BII®. 3akaHuuBaromuiicss JOMEH 4acTOTHl TOI/la OTIEJIEH
YETHON/HEYETHOMN JeKOMIIO3UIIMEN, TPUBO/IA K YACTOTHBIM CIEKTPaM M3 JBYX UYepeIyEeMbIX CHUT-
HAJIOB JIOMEHAa BPEMEHH. OJTH [IBa YaCTOTHBIX CIIEKTpa TOr/a OOBEIUHEHbI B E€IMHCTBEH-
HBIN(OTIEIBHBIN) CIIEKTP, TAK)Ke, KaK B TTOCJIeIHEN cTaquu cuaTe3a bI1d.
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FIGURE 12-11. Imaginary part symmetry of the DFT.
PUCYHOK 12-11. Cummerpuu manMoi gactu JAI1D.

To close this chapter, consider that the FFT is to Digital Signal Processing what the transistor is
to electronics. It is a foundation of the technology; everyone in the field knows its characteristics
and how to use it. However, only a small number of specialists really understand the details of

the internal workings.

UroObl 3aKkpbIBaTh 3Ty IaBy, nonaraite, yto BII® k Ludposoit O6paboTke CHUrHAIOB, YTO
TPAH3UCTOP K DJIEKTPOHUKE. DTO - OCHOBA TEXHOJIOTHH, KaXIbIH B T0JIe(00JIacTH) 3HAET ee Xa-
PaKTEepUCTUKH M KaK MCIIOJIb30BaTh 3T0. OHAKO, TOJIBKO MaJCHHKOE YUCIIO CIEIHATNCTOB JICH-
CTBHUTEJIBHO IIOHMMAET MOAPOOHOCTH BHYTPEHHHUX PaOOT.

3000 'FFT FOR REAL SIGNALS

3010 'Upon entry, N% contains the number of points in the DFT, REX] ] contains
3020 'the real input signal, while values in IMX] ] are ignored. Upon return,

3030 'REX[ ] and IMX] ] contain the DFT output. All signals run from 0 to N%-1.
3040 '

3050 NH% = N%/2-1 'Separate even and odd points

3060 FOR 1% = 0 TO NH%
3070 REX(1%) = REX(2*1%)
3080 IMX(1%) = REX(2*1%+1)
3090 NEXT 1%

3100 '
3110 N% = N%/2 'Calculate N%/2 point FFT

3120 GOSUB 1000 '(GOSUB 1000 is the FFT in Table 12-3)
3130 N% = N%*2

3140

3150 NM1% = N%-1 'Even/odd frequency domain decomposition
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3160 ND2% = N%/2

3170 N4% = N%/4-1

3180 FOR 1% = 1 TO N4%

3190 IM% = ND2%-1%

3200 IP2% = 1%+ND2%

3210 IPM% = IM%+ND2%

3220 REX(IP2%) = (IMX(1%) + IMX(IM%))/2
3230 REX(IPM%) = REX(IP2%)

3240 IMX(IP2%) = -(REX(1%) - REX(IM%))/2
3250 IMX(IPM%) = -IMX(IP2%)

3260 REX(1%) = (REX(1%) + REX(IM%))/2
3270 REX(IM%) = REX(1%)

3280 IMX(1%) = (IMX(1%) - IMX(IM%))/2
3290 IMX(IM%) = -IMX(1%)

3300 NEXT 1%

3310 REX(N%*3/4) = IMX(N%/4)

3320 REX(ND2%) = IMX(0)

3330 IMX(N%*3/4) =0

3340 IMX(ND2%) = 0

3350 IMX(N%/4) =0

3360 IMX(0) = 0

3370

3380 PI =3.14159265 'Complete the last FFT stage

3390 L% = CINT(LOG(N%)/LOG(2))
3400 LE% = CINT(2"L%)

3410 LE2% = LE%/2

3420 UR = 1

3430 UI=0

3440 SR = COS(PI/LE2%)

3450 SI = -SIN(PI/LE2%)

3460 FOR J% = 1 TO LE2%

3470 IM1% = 1%-1

3480 FOR 1% = JM1% TO NM1% STEP LE%
3490 1P% = 1%+LE2%

3500 TR = REX[IP%]*UR - IMX[IP%]*UI
3510 TI = REX[IP%]*UI + IMX[IP%]*UR
3520 REX[IP%] = REX[1%]-TR

3530 IMX[IP%] = IMX[1%]-TI

3540 REX[1%] = REX[1%]+TR

3550 IMX[1%] = IMX[1%]+TI

3560 NEXT 1%

3570 TR = UR

3580 UR = TR*SR - UI*SI

3590 UI = TR*SI + UI*SR

3600 NEXT 1%

3610 RETURN
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