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Digital Signal Processors

Hudposbie CUrHajibHbIE POLECCOPI

2 8 [Ipu pemakTHpOBaHUH 3TOH U MOCIACAYIOMINX TJIaB, CICAyeT oOpamaTh 0c000e BHU-

MaHH€e Ha UCIoJib30BaHue TepmuHa DSP: B ojiHOM ciiydae peus uaet o DSP kak o
Hudposoit O6padotke Curnanos (LOC) a B npyrom o DSP kak Hudposom Cur-
naigsHOM [Ipoueccope (LICII)!

CHAPTER

Digital Signal Processing is carried out by mathematical operations. In comparison, word proc-
essing and similar programs merely rearrange stored data. This means that computers designed
for business and other general applications are not optimized for algorithms such as digital filter-
ing and Fourier analysis. Digital Signal Processors are microprocessors specifically designed to
handle Digital Signal Processing tasks. These devices have seen tremendous growth in the last
decade, finding use in everything from cellular telephones to advanced scientific instruments. In
fact, hardware engineers use "DSP" to mean Digital Signal Processor, just as algorithm develop-
ers use "DSP" to mean Digital Signal Processing. This chapter looks at how DSPs are different
from other types of microprocessors, how to decide if a DSP is right for your application, and
how to get started in this exciting new field. In the next chapter we will take a more detailed look
at one of these sophisticated products: the Analog Devices SHARC® family.

Hudposas O6paboTKa CUTHATIOB BBIMOJHEHA MAaTEMaTHUYECKUMHU omnepanusMu. [l cpaBHEHHS,
00paboTKa cj0Ba M MOJ00HBIC MPOTPAMMBI MTPOCTO MEPECTPANBAET COXPAHEHHBIC JaHHBIC. DTO
O3HayaeT, YTO KOMIbIOTEPHI, IPeAHa3HaYCHHbIE I Ou3Heca U IpYrux OOIIMX MPUIIOKEHUH, He
ONTUMU3UPOBAHBI JJIsl AITOPUTMOB THMA UG poBoi punpTpanuu u aHanuza Oypwe. L{ugposvie
Cuenanvhule IIpoyeccopsi - MUKPOIIPOLIECCOPHI, OMPEICIIEHHO MpeAHa3HaYeHHbIe, YTOOBI 00pa-
6ortatp 3amaun [{udporoit O6paboTkn CUTHAIOB. DTH YCTPOMCTBA BUICIH OTPOMHBIM POCT B
NOCJIETHEM JECSTUIICTUH, HAXOs UCIIOJIb30BAHKE BO BCEM OT SUEUCTHIX TeIe(hOHOB NPOIBUHYThH
Hay4HbIC TPUOOPHI. DAaKTUUECKH, anmapaTHbie HHKeHephl Henoab3yoT "[LIOC", uToOb! 03HaYaTH
Lugposou Cuenanvuwiti npoyeccop(11CII), Tak ke, Kak pa3padOTUUKU AITOPUTMA HCIIOJIB3YIOT
"HOC", utoOb1 o3Hauath [{ugposyio OQbpabomky cucHanog. ITa TiaBa pacCMaTPUBAET, KaK
HOC oranuarores OT APyrUX TUIIOB MUKPOIIPOLIECCOPOB, Kak pemnTh, npas au [{IOC nis Bame-
ro MPUJIOKEHHUS, U KaK HadaTh B 3TOM 3aXBaTbhIBAIOLIEM HOBOM moJje. B crnexyromieil rinaBe mMbl
Oynem OpaTh Oojiee NeTaNbHBIN, CMOTPIT Ha OJHO W3 3TUX CIIOXKHBIX H3AETUi(Iporpamm): ce-
MeicTBO AHanoroBeix YcrpoiictB SHARC®.

How DSPs are Different from Other Microprocessors
Kaxk HOC Otanuarwrces ot Apyrux Muxkponpoueccopon

In the 1960s it was predicted that artificial intelligence would revolutionize the way humans in-
teract with computers and other machines. It was believed that by the end of the century we
would have robots cleaning our houses, computers driving our cars, and voice interfaces control-
ling the storage and retrieval of information. This hasn't happened; these abstract tasks are far
more complicated than expected, and very difficult to carry out with the step-by-step logic pro-
vided by digital computers.

B 1960-b1x 06610 TIpeCcKa3aHo, YTO UCKYCCTBEHHBIN MHTEIUIEKT OYJeT pEeKOHCTPYUPOBATh Iy Th,
KOTOPBIM JIFOJM B3aMMOAEHCTBYIOT ¢ KOMIIBIOTEPAMHU U APYIrMMH MaminHamu. [lomaranocs, 4yTo k
KOHILYy CTOJIETUSI MBI OyJIeM UMETb pOoOOTHI, OUMIIAIONINE HAILIH 3[JaHUs, KOMIIBIOTEPHI, BEAYIINE
HAallli aBTOMOOMIIN, U UHTEepQEIChI rojioca, yIpapisioliie XpaHEeHUEM U TOUCKOM MH(OpMaIUH.
OTO HE CIIy4MJIOCh; 3TU a0CTPaKTHBIC 3aJla4ul TOPA30 YCIOKHEHBI OOJbIIE YeM OXKHIAeMbId, U
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OYCHb TPYJHBIN BBIMOJHUTH C MOCTENIEHHOM JIOTUKOW, 00ecrieueHHON MU(PPOBBIMU KOMIIbIOTE-
pamu.

However, the last forty years have shown that computers are extremely capable in two broad ar-
eas, (1) data manipulation, such as word processing and database management, and (2)
mathematical calculation, used in science, engineering, and Digital Signal Processing. All mi-
croprocessors can perform both tasks; however, it is difficult (expensive) to make a device that is
optimized for both. There are technical tradeoffs in the hardware design, such as the size of the
instruction set and how interrupts are handled. Even more important, there are marketing issues
involved: development and manufacturing cost, competitive position, product lifetime, and so
on. As a broad generalization, these factors have made traditional microprocessors, such as the
Pentium®, primarily directed at data manipulation. Similarly, DSPs are designed to perform the
mathematical calculations needed in Digital Signal Processing.

OnHako, TOCIETHUE COPOK JIET MOKAa3ald, YTO KOMIIBIOTEPHI SBISIOTCS YpPE3BbIUAHO CIIOCO0-
HBIMH B JBYX MIUPOKUX 0OJacTsx, (1) MAHMNyJsIMUM JAHHBIX, TUTIA 00paOOTKH TEKCTOB U
ynpaBieHusi 0a3bl JTaHHBIX, U (2) MATeMATH4Y€CKOr0 BbIYMCJIEHHUSI, UCIOJIB3YEMBIX B HayKe,
paspabotke, u [ludposoit Ob6paboTke curHasoB. Bece MuKpomporieccopbl MOTYT HCTIOTHATE 00e-
UX 33/1a4M; OJJHAKO, 3TO TPYAHO (IOpOTro) NesaTh YCTPOHCTBO, KOTOPOE ONMUMUSUPOBAHO IS
o0oux. MMeroTcs TeXHUYeCKUe CACNKH B allllapaTHOM IMPOEKTE, TUIAa pa3Mepa CUCTEMbI KOMaH]
U Kak npepeiBaHusi oOpaboTanbl. Jlaxe 4Tto Oojiee BaXKHO, UMEIOTCS BOBIICUEHHBIEC MPOOIEMBI
MapKeTHHra: pa3BUTUE M MPOU3BOMAALIUN CTOMMOCTb, KOHKYPEHTOCIOCOOHYIO MO3UIIHIO, CPOK
CITyKOBI(POIOIKUTENILHOCTD KU3HU) U3AeTUs(IporpamMmbl), U Tak ganee. Kak mmpokoe 0000-
HIeHHE, 3TH (aKTOPBI CAENAIN TPAAUIIMOHHBIMU MUKpOMpoIieccopsl, Thna Pentium ®, nanpas-
JICHHBIE, TIPEXKJIE BCET0 HA MaHUMYJAIMIO NaHHBIMH. TouyHo Tak sxe LIOC(LICII) pazpabortansi,
9TOOBI UCIIOJHUTh MaTeMAaTHUYECKUE BhIUMUCIEHU, HeoOxoaumeie B [ludposoit O6paboTke cur-
HAJIOB.

Typical
Applications

Main
Operations

Data Manipulation

Math Calculation

Word processing, database
management, spread sheets,
operating sytems, eic.

data movement (4 =% B)
value testing (ff A=8 then ...)

Digital Signal Processing,
motion control, scientific and
engineering simulations, etc.

addibion {A+8=(")
multiplication (A =8=(")

FIGURE 28-1

Data manipulation versus mathematical calculation. Digital computers are useful for two general tasks: data ma-
nipulation and mathematical calculation. Data manipulation is based on moving data and testing inequalities, while
mathematical calculation uses multiplication and addition.

PUCYHOK 28-1

MaHMHyHHHMH ﬂaHHbIMI/I MPOTUB MATEMATHUYCCKOI'O BBIYUCIICHUA. Ilmbpomﬂe KOMIBIOTEPHI MOJIC3HBI JIsI ABYX
06U_ll/IX 3ajaq: MAaHUnyaAyus OQHHBIMU W MAMEMAMUYECKUe BbIYUCTICHUSL. MaHl/IHyJ'ISIIJ,l/IH }laHHbIMl/I OCHOBaHa Ha
NEepEeMCIICHNN JaHHBIX U TeCTI/IpOBaHI/Iﬂ(HpOBepKI/I) HCpaBCHCTB(HCCOOTBCTCTBI/IFI), B TO BpEMs KakK MaTeMaTu4de-
CKO€ BbIYMCJICHUEC UCIIOJIb3YCT YMHOXKCHHNUEC U CIIOKCHUC.
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Figure 28-1 lists the most important differences between these two categories. Data manipulation
involves storing and sorting information. For instance, consider a word processing program. The
basic task is to store the information (typed in by the operator), organize the information (cut and
paste, spell checking, page layout, etc.), and then retrieve the information (such as saving the
document on a floppy disk or printing it with a laser printer). These tasks are accomplished by
moving data from one location to another, and testing for inequalities (4=B, A<B, etc.). As an
example, imagine sorting a list of words into alphabetical order. Each word is represented by an
8 bit number, the ASCII value of the first letter in the word. Alphabetizing involved rearranging
the order of the words until the ASCII values continually increase from the beginning to the end
of the list. This can be accomplished by repeating two steps over-and-over until the alphabetiza-
tion is complete. First, test two adjacent entries for being in alphabetical order (IF A>B THEN
...). Second, if the two entries are not in alphabetical order, switch them so that they are (AWB).
When this two step process is repeated many times on all adjacent pairs, the list will eventually
become alphabetized.

Pucynok 28-1 cnrcok Hanbosee BaKHBIX Pa3uYUid MEXIY 3TUMH JABYMsS KaTeropusMu. MaHu-
MyJSIIAS TaHHBIMU BKJIIOYAET B ce0s1(T0Ipa3yMeBaeT) COPTUPOBKY U COXpaHEHUE MH(POPMAIIUH.
Hanpumep, paccmorpure nmporpammy o0paboTKu TekcToB. OCHOBHas 3aja4a COCTOMT B TOM,
9TOOBI COXPaHUTH HHGOPMAIIHIO (HANEYaTaHHYIO OMEepaTOpOM), OPTaHU30BBIBATH HH(OPMAITHIO
("BBIpE3aTh M BCTABJATH'", MPOBEPKY NMPABHILHOCTH HAMKUCAHUS, pa3MEIeHHe CTPaHULBL, U T.1I.),
M 3aT€M BOCCTaHABIIMBATh(OTHICKMBATh) HH(POPMAIHMIO (THIA COXPAHEHHS JTOKYMEHTa OTHOCH-
TEJIbHO TMOKOTO TUCKa WM BBIBOJA HA IeYaTh Ha Ja3epHOM IpPUHTEpe). DTH 3aJlaud BBIIOJIHE-
HBI, TepeMellias JaHHbIe OT OJTHOTO PACIIOIOKEHUS B APYTOE, U MPOBEpsisl Ha HEPaBEHCTBO (A =
B, A <B, u 1.1.). Kak npumep, BooOpasute copTUpoBaTh CIHUCOK CIOB B ai(haBUTHOM TMOPSJIKE.
Kaxnoe cioBo mpeacTaBieHO HOMEpOM 8§ ABOMYHBIX pa3psiaoB, 3HaueHuss ASCII nepBoro cum-
BoJia B cioBe. [Ipu ynopsimounBanuu no andaBUTy BOBJICUEHA PEKOHCTPYKIIHS MOPSIKA CIIOB,
noka 3HadueHusi ASCII HenpepbIBHO HE YBEIMYMBAIOTCA C Hayajla K KOHILy CIUCKA. DTO MOXKET
OBITH BBINIOJIHEHO, TMOBTOPSISA ABa Iara over-and-over(OBTOPHOTO BBIYMTAHUS), TIOKA yIOPSIO-
YeHHIo 1Mo andaBUTy HE 3aBepuIieHO. Bo mepBhIX, MPOBEphTE /IBa CMEXKHBIX BXOJ/la HAa HaXOXKe-
Hue B andasutHoM nopsake IF A > B THEN ... (ECJI1 A > B TOI'IA ...). Bo BropsIx, ecnu
9TH JIBa BX0J1a HE B aja(daBUTHOM TOPSJIKE, IEPEKITIOYAIOT UX TakK, 4ToObl o OblTu (A=B). Ko-
IJla 3TU J[Ba I1ara rporecca MOBTOPEHBI MHOTO Pa3 Ha BCEX CMEKHBIX Iapax, CIHCOK, B KOHEY-
HOM CYETE CTaHEeT YIOPSAI0UYEHHBIM M0 aa(aBUTY.

As another example, consider how a document is printed from a word processor. The computer
continually tests the input device (mouse or keyboard) for the binary code that indicates "print
the document." When this code is detected, the program moves the data from the computer's
memory to the printer. Here we have the same two basic operations: moving data and inequality
testing. While mathematics is occasionally used in this type of application, it is infrequent and
does not significantly affect the overall execution speed.

Kax apyroit npumep, paccMOTpuTe, Kak JOKYMEHT HalledaTaH B TEKCTOBOM Ipoueccope. Kom-
IBIOTEP HEMPEPBIBHO MIPOBEPSET YCTPOMCTBO BBOAA AAHHBIX (MBIIIb WM KJIaBHATypa) AJs JIBO-
UYHOTO KOJIa, KOTOPBIH yKa3bIBaeT "meuaTth qokyMeHT." Korzia 3ToT ko1 0OHapy»KeH, mporpaMmma
HepeMeIlaeT JaHHbIe U3 MaMATH KOMIbIOTEpAa Ha MPUHTEpP. 3/1€Ch MBI UIMEEM T€ XK€ caMble JIBE
OCHOBHBIX OIl€palluy: IEPEMELICHUE JaHHBIX U POBEPKAa HEPABEHCTBA. B TO BpeMs Kak MaTema-
THKa WHOT/Ia UCHOJIb3YETCSl B 3TOM THIIE IPUIIOKEHHUS, ITO HEYaCTO U 3HAMEHATENIbHO HE 3aTpa-
I'MBAET MOJIHOE OBICTPOAECHCTBUE BHIIOIHEHUS.
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In comparison, the execution speed of most DSP algorithms is limited almost completely by the
number of multiplications and additions required. For example, Fig. 28-2 shows the implementa-
tion of an FIR digital filter, the most common DSP technique. Using the standard notation, the
input signal is referred to by x[ ], while the output signal is denoted by y[ ]. Our task is to calcu-
late the sample at location 7 in the output signal, i.e., y[n]. An FIR filter performs this calculation
by multiplying appropriate samples from the input signal by a group of coefficients, denoted by:
a0,al,a2,a3,... and then adding the products. In equation form, is found by:

Jlnst cpaBHEHUS, OBICTPOJCUCTBUE BBIMOJHEHUS OonbImmHCTBA anroputmoB [[OC orpanudeHo
MIOYTH TOJIHOCTBIO YHCIIOM TPpeOYyeMBbIX YMHOXKEHHUHI U ciiokeHuil. Hanpumep, puc. 28-2 nokasbl-
BaeT BhINoHeHUE 1UdpoBoi pubrpanuu ¢ KX, nanbonee o6sranoit metomuku 1[OC. Uc-
MOJIb3YSl CTAHIAPTHYIO CUCTEMY O00O3HAueHUH, BXOIHOW CUTHAN YIOMSIHYT X[ |, B TO BpeMs Kak
CUTHaJ BbIXoJla o0o3HaueH [ | Hamna 3agaya BEIYMCIUTD BHIOOPKY B PACIONIOKEHUU /1 B CUTHAJIE
BbIX0J1a, TO €CTh, y[n]. KUX-OUJIbTP ucnonHseT 3T0 BHIYUCIEHUE, YMHOXasi COOTBETCTBYIO-
1ye BBIOOPKH OT BXOJHOTO CHUTHAJIA TPyNmoi ko3¢ duinenToB, ooo3HaueHubIx: al , al , a2 , a3
, ... ¥ 3aTeM CKJIaJbIBasi NpOAyKTHL. B ¢popme ypaBHeHuUs, y[n] HalineH:

y[n] = apx[n] + aix[n-1] + axx[n-2] + asx[n-3] + ax[n-4] + ...

This is simply saying that the input signal has been convolved with a filter kernel (i.e., an im-
pulse response) consisting of: a 0,a1,a2,a3, ... Depending on the application, there may
only be a few coefficients in the filter kernel, or many thousands. While there is some data trans-
fer and inequality evaluation in this algorithm, such as to keep track of the intermediate results
and control the loops, the math operations dominate the execution time.

DTO MPOCTO TOBOPHUT, YTO BXOJHON CHUTHAJ OB CBEPHYT C SIAPOM (UIBTpa (TO €CTh, UMITYJIbC-
HO mepenaroynoit pyukuueit) cocrosimer uz: a 0,al,a2,a3, ... . B 3aBUCUMOCTH OT TIpH-
JIO’KEHHUSI, MOTYT UMETHCS TOJIBKO HECKOJIBKO KO3(PDHUIIMEHTOB B siape GUIbTPa, MM MHOTHE ThI-
csiuu. B To BpeMs kak uMeeTcsl HeKoTopas nepeaada(repeMenieHne) JaHHbIX U OIIeHKa HepaBEH-
CTBa B 3TOM aJTOPUTME, TUTA CJICAUTH 3a MPOMEKYTOUHBIMU PE3yJIbTaTaMU U YIPABIAThH ITUK-
JaMU, MaTEMaTUYECKUE ONEpaIii JOMUHUPYIOT HaJl BPEMEHEM BBITIOJHEHUS.

FIGURE 28-2 . . . Input Signal, x| | shtl T
FIR digital filter. In FIR filtering, each sample in the output signal, y[n], x[n-2|

is found by multiplying samples from the input signal, x[n], x[n-1], x[n- s H ”"ll LI
2], ..., by the filter kernel coefficients, ay, a;, a,, a3 ..., and summing the '
products.

PUCYHOK 28-2

Hudposas pmstparus ¢ KUX. B punsrpammmu ¢ KUX, xaxxgast BBIOOp-
Ka B CHTHaJIe BBIXOJa, y[n], HalineHa, yMHOXasl BEIOOPKH OT BXOTHOTO
cuTHana, X [n], x [n-1], X [n-2], ..., koaddunmenTamu sapa GUILTPa, 2,
ay, ay, a3 ..., 1 CyMMUPYS IPOJYKTHI.

Qutput signal, v[ ]

¥
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In addition to performing mathematical calculations very rapidly, DSPs must also have a pre-
dictable execution time. Suppose you launch your desktop computer on some task, say, convert-
ing a word-processing document from one form to another. It doesn't matter if the processing
takes ten milliseconds or ten seconds; you simply wait for the action to be completed before you
give the computer its next assignment.

B nomonHeHue K BBITIOJIHEHHIO MAaTEMAaTHYECKUX BBIYMCIEHHH o4eHb ObicTpo, LICIT momkHBI
TAaK)XXC HMCTh MPCACKA3yCMOC€ BpPCMA BbIIIOJIHCHUAA. HpennonomnM, yro Bwl HauwmHae-
Te(3aycKaeTe) Balll HACTOJIBHBIH KOMITBIOTEP HAa HEKOTOPOH 3a/1aue, CKakeM, MpeoOpa3oBbIBas
JOKYMEHT 00pabOTKH TEKCTOB OT OJHOU (hOPMBI B IpyTyI0. DTO HE UMEET 3HAYCHHUE, eCIIN 00pa-
0oTka OepeT NecsaTh MIWUIMCEKYH/ WIH JeCATh CEKyHI; BBl mpocTo xaere aeicTBhe, KOTOpoe
OyeT 3aKOHUEHO MpeXk/e, YeM BbI qaeTe KOMIBIOTEpY €ro Cleayolee 3aJaHue.

In comparison, most DSPs are used in applications where the processing is continuous, not hav-
ing a defined start or end. For instance, consider an engineer designing a DSP system for an au-
dio signal, such as a hearing aid. If the digital signal is being received at 20,000 samples per sec-
ond, the DSP must be able to maintain a sustained throughput of 20,000 samples per second.
However, there are important reasons not to make it any faster than necessary. As the speed in-
creases, so does the cost, the power consumption, the design difficulty, and so on. This makes an
accurate knowledge of the execution time critical for selecting the proper device, as well as the
algorithms that can be applied.

s cpaBaenus, 6onpmmHCTBO [ICIT Hcnonb3yercs B MPUIIOKEHUSX, T/1e 00padoTKa HEMpephIB-
Ha, HE UMes OTIPEeJICICHHOE Havaja Wik KoHia. Hampumep, paccMoTpuTe HHKEHEPa, pa3padaThi-
Batomero cucremy LIOC st ayamo-curnana, Tuna ciyxoBoro ammapara. Ecnu nudpoBoit cur-
Han mosydaetcs npu 20000 BeiOopkax B cexyHmy, LICII momxen ObITH crocoOeH o0cCiy-
KUTH(TOAIEPKaTh) AMUTENbHYI0 Tpou3BoautenabHocTh 20000 BBIOOpPOK B cekyHAy. OmHako,
MMEIOTCSl BaXKHBIE MPUYMHBI HE JIeNIaTh 3TO JII0O0N ObicTpee yem HeoOxoaumbiid. Kak yBemnue-
HUSl OBICTPOACHUCTBUS, TaK YTO JEJAaeT CTOUMOCTbD, MOTPEOISIEMYI0 MOIIHOCTh, TPYIHOCTD IMPO-
€KTa, ¥ TaK jJajiee. ITO JeJIaeT TOYHOE 3HAHHE U3 BPEMEHU BBINOIHEHUS, KPUTHUECKOTO ISl OT-
0opa HaJJIeKallero yCTpoiCTBa, TAK)Ke KaK allTOPUTMOB, KOTOPbIE MOTYT MIPUMEHSITHCSI.

Circular Buffering
Koabuepasi(llnkanueckasn) bypepuzanus

Digital Signal Processors are designed to quickly carry out FIR filters and similar techniques. To
understand the hardware, we must first understand the algorithms. In this section we will make a
detailed list of the steps needed to implement an FIR filter. In the next section we will see how
DSPs are designed to perform these steps as efficiently as possible.

[MudpoBon cuUTHANBHBIN Tpoleccop pa3padoTaH (MpeaHa3HaueH), YTOObI OBICTPO BBIMTOIHUTH
KUX-dunprpsl 1 nogobHsie MeToAbl. YTOOBI MOHUMATh annapamHvle cpeocmad, Mbl TOJIKHBI
CHauaJsa MOHATh aneopummyl. B 3ToM paszene mMbl OysieM JenaTh AeTalbHbIM CIMCOK U3 IIaroB,
HEOOX0MMBIX, 4T00bI ocymecTBuTh KUX-punbstp. B cnemyromem pasnene Mbr OyZeM BHICTD,
kak [[CII pa3zpaGoranbl, 4TOObl MCIOJHUTH 3TH IIArd HACTOJIBKO 3(PPEKTUBHO HACKOJIBKO BO3-
MOYHO.
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To start, we need to distinguish between off-line processing and real-time processing. In oft-
line processing, the entire input signal resides in the computer at the same time. For example, a
geophysicist might use a seismometer to record the ground movement during an earthquake. Af-
ter the shaking is over, the information may be read into a computer and analyzed in some way.
Another example of off-line processing is medical imaging, such as computed tomography and
MRI. The data set is acquired while the patient is inside the machine, but the image reconstruc-
tion may be delayed until a later time. The key point is that a// of the information is simultane-
ously available to the processing program. This is common in scientific research and engineer-
ing, but not in consumer products. Off-line processing is the realm of personal computers and
mainframes.

UtoObI HauaTh, MbI JTIOJDKHBI TIOHMMATh pa3Inuue MEXIy aBTOHOMHOW 00paldoTkoii 1 obpa-
00TKO#i B peajibHOM BpeMeHHU. B aBTOHOMHOI 00paboTKe, noaHblli(yerocmHblii) BXOJHON CUT-
HaJl MOCTOSTHHO HaXOJMTCSA B KOMITbIOTEpE B TO ke camoe Bpems. Hanpumep, reodpusux mMor Ob1
UCTOJIb30BATh CEHCMOMETp, YTOOBI A€NaTh 3aluCh HA3€MHOTO JABIDKEHHS B TEUCHHUE 3eMIIETpS-
cenus. [locne Toro, kak kKonebaHue 3aKOHYEHO, MHPOPMAIIHSI MOXKET YATATHCS B KOMITBIOTED, U
MIpOaHATN3UPOBAHA HEKOTOPHIM criocoboM. [Ipyroil mpumep aBTOHOMHOW 0OpabOTKH - MeTu-
IIMHCKOE 0TOOpa)keHue, ThIa BerauciaeHHor Tomorpaduu 1 MRI. Habop nanHbIX mpuoOpeTeH, B
TO BpeMsl KakK MAIMEeHT - BHYTPHU MAIIUHBI, HO PEKOHCTPYKIHS M300paKEHUS MOXKET OBITh OT-
cpodeHa 110 Oonee mozaHero BpemeHH. KiroueBoit MyHKT - TO, 4TO 6css MHGOpMalus SBISETCS
OJTHOBPEMEHHO JIOCTYITHOW MporpamMmme oOpabOTKH. DTO OOBIYHO B HAYYHOM HCCIICIOBAHUH U
pa3paboTke, HO He B mM3Aenusx(mporpammax) morpeourens. ABTOHOMHass o0paboTka - 001acTh
IIEPCOHANIBHBIX KOMIIBIOTEPOB U YHUBEPCAIbHBIX DBM.

In real-time processing, the output signal is produced at the same time that the input signal is be-
ing acquired. For example, this is needed in telephone communication, hearing aids, and radar.
These applications must have the information immediately available, although it can be delayed
by a short amount. For instance, a 10 millisecond delay in a telephone call cannot be detected by
the speaker or listener. Likewise, it makes no difference if a radar signal is delayed by a few sec-
onds before being displayed to the operator. Real-time applications input a sample, perform the
algorithm, and output a sample, over-and-over. Alternatively, they may input a group of samples,
perform the algorithm, and output a group of samples. This is the world of Digital Signal Proces-
SOrS.

B 00paboTke B peasbHOM BPEMEHH, CUTHAJ BBIXOJla MPOU3BENIEH B TO KE CaMOE€ BPEMsl, YTO
BXOJHOW cUTHaN mpuoOpetaetcs. Hanpumep, 310 HeoOX0auMo B Tele(OHHON CBSI3H, CITYXOBBIX
ammaparax, U pajaape. JTH MPHIOXKEHHUS IODKHBI UMETh MH(POPMALUIO, HEMEIJICHHO JIOCTYTI-
HYI0, XOTSI 3TO MOXET OBITh OTCPOYCHO KOPOTKUM KosimdecTBOM. Hampumep, 3aaepxka 10 mu-
JHMCEKYH/I B TeIe()OHHOM 3BOHKE HE MOXKET ObITh OOHApYXKEHAa JAWHAMHKOM MJIM CIIyIIATeJIeM.
AHaJIOTMYHO, 3TO HE JeNaeT HUKAKyI0 Pa3HOCThb, €CIIM PaJapHbI CUTHAI OTCPOYEH K HECKOJb-
KHM CEKYHJIaM Tepell 0ToOpakeHueM K omeparopy. [lpunokeHuss aHuManuu B pealbHOM Mac-
mTabe BPEeMEHH BBOASAT BBIOOPKY, MCIIOJHSIOT aJlTOPUTM, M BBIBOJAT BBIOOPKY, "MHOTO pa3'.
ANBTEpHATUBHO, OHU MOTYT BBOAMTH TPYIY BHIOOPOK, WMCHOJHATH AJITOPUTM, W BBIBOJHUTH
rpytiny BeIOOpok. I1o - mup [udposeix Curnanbusix [Iporeccopos.

Now look back at Fig. 28-2 and imagine that this is an FIR filter being implemented in real-time.
To calculate the output sample, we must have access to a certain number of the most recent sam-
ples from the input. For example, suppose we use eight coefficients in this filter, a¢ , a; , ...a7.
This means we must know the value of the eight most recent samples from the input signal, x[#x],
x[n - 1], ... x[n - 7]. These eight samples must be stored in memory and continually updated as
new samples are acquired. What is the best way to manage these stored samples? The answer is
circular buffering.
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Teneps ornmsHeMcs Ha3aa B puc. 28-2 u BooOpa3um, uto 310 - KUX-buiasTp, ocyiecTBiseMblit
B aHUMAIUU B pealbHOM MaciiTabe BpeMeHU. UTOObI BBIYUCIIATH BHIOOPKY BBIXO0J1A, MBI TOJIKHBI
UMETh JTOCTYII K HEKOTOPOMY YHMCITy CaMbIX COBPEMEHHBIX BHIOOpPOK OT BBoja. Hampumep, npesn-
MOJIOXKHTE, YTO MBI UCIIOJIb3YEM BOCEMb KOA(P(PHUIIMEHTOB B 3TOM (pUIIbTpE, do, a1, ... A7. ITO 03-
HAYaeT, YTO MBI JIOJDKHBI 3HATh 3HAYCHHE O BOCBMHU CaMBIX COBPEMEHHBIX BBIOOPKAaX OT BXOJIHO-
ro curHaina, x[n], x[n-1], ... x[n-7]. DT BoceMb BBIOOPOK JOIKHBI OBITH COXPAHEHBI B MAMATH U
HETIPEPHIBHO MOAUMDUIIMPOBAHBI, TTOCKOJIBKY HOBBIE BBIOOPKH MpHOOpeTeHbl. Kakoii sryumimii
MyTh COCTOUT B TOM, YTOOBI YNPABJISTh dTUMH COXPAHEHHBIMH BbIOOpKaMu? OTBET - KOJIbIIE-
Basi(IUKIMIecKas) Oydepuzarusi.

MEMORY  STORED MEMORY  STORED
ADDRESS VALUE ADDRESS VALUE

20040 20040

20041 A.22576T | - x[n-3| 20041 0228767 | = x|n-4]

20042 | 0269847 | == x[n-2] 20042 | 0269847 | == x[n-3]

20043 00228918 | = x[n-1] 20043 | 0228018 | = x[n-2]

2044 113940 | =8 x[n| REWest satiple 20044 | 0113040 - x[n-1]

20045 0.048679 | == x[n-T| oldess sample 20045 | 0062222 = x| newest sample

20044 (0.222977 | == x[n-6] 20046 0222977 = x[0n-7] oddesi sample

20047 | 0.371370 | =% x[n-5] 20047 | 0.371370 | = xIn-6] b

0048 | 0d62791 | == xin-d) 20048 | D.462791 | = x[n-5]

200449 20045

a. Circular buffer at some instant b. Circular buffer after next sample

FIGURE 28-3

Circular buffer operation. Circular buffers are used to store the most recent values of a continually updated signal.
This illustration shows how an eight sample circular buffer might appear at some instant in time (a), and how it
would appear one sample later (b).

PUCYHOK 28-3

Koumprepas (L{uxnnueckas) Oydepnas onepauus. Konbuessie Oydepbl MCIONB3yIOTCS, YTOOBI COXPAaHUTh CaMble
COBpPEMEHHBIE 3HAYCHUS] HEMPEPHIBHO MOAM(HUIMPYEMOr0 CHTHaja. DTa MUIIOCTpPALUsS ITOKa3bIBAET, KaK BOCEMb
BBIOOPOK IIMKIIMYECKOro Oy(epa MOTiIH ObI MOSIBISITECS B HEKOTOPHIH MOMEHT BO BpeMEHH (@), M Kak 3To OyJeT 1mo-
SBIISITHCS HA OAHY BBIOOPKY 103Xke (b).

Figure 28-3 illustrates an eight sample circular buffer. We have placed this circular buffer in
eight consecutive memory locations, 20041 to 20048. Figure (a) shows how the eight samples
from the input might be stored at one particular instant in time, while (b) shows the changes after
the next sample is acquired. The idea of circular buffering is that the end of this linear array is
connected to its beginning; memory location 20041 is viewed as being next to 20048, just as
20044 is next to 20045. You keep track of the array by a pointer (a variable whose value is an
address) that indicates where the most recent sample resides. For instance, in (a) the pointer con-
tains the address 20044, while in (b) it contains 20045. When a new sample is acquired, it re-
places the oldest sample in the array, and the pointer is moved one address ahead. Circular buff-
ers are efficient because only one value needs to be changed when a new sample is acquired.

Pucynok 28-3 wnmocTpupyeTr BoceMb BBIOOPOK KOJIBIIEBOTO(IMKIMYECKOro) Oydepa. Mbl mo-
MECTHIIA TOT KPyTOBOW(LIMKINYECKHii) Oydep B BOCBMH MOCIIEIOBATEIBHBIX SYCHKAX MAMSTH,
ot 20041 no 20048. PucyHok (a) mokaspIBaeT, Kak BOCEMb BHIOOPOK OT BBOJIa MOTJIM ObI OBITH
COXpaHEHbI B OIMH CIIEIM(PHUECKUIl MOMEHT BpeMeHH, B TO BpeMs Kak (b) mokas3piBaeT n3MeHe-
HUsA(3aMEHBI) TIOCIIe TOTO, KaK ClIenytomas Beioopka mpruodpeteHa. Mmes konbiieBoit Oydepusa-
IIUU COCTOUT B TOM, YTO KOHEIl 3TOTO JMHEHHOr0 MacCHBa CBsI3aH C €r0 HAYaJIoM; sueiika rmams-
(c) ABTOKC, Canxr-IlerepOypr, http://www.autex.spb.ru, e-mail: info@autex.spb.ru
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1 20041 npocmoTpeHa kak HaxoxxaeHue psagoM ¢ 20048, tak ke, kak 20044 - psgom ¢ 20045.
Bbl cnenute 3a ykazarenem MaccuBa (IIepeMEHHAsl, UYb€ 3HAUCHUE - a/Ipec) KOTOPBIA YKa3bIBAET,
IZie camasi COBpeMeHHas BBIOOpKa MOCTOSIHHO HaxoauTcs. Hanpumep, B (a) ykazaTenb COOCPKHUT
anpec 20044, B To Bpemst kak B (b) aTo comepkut 20045. Korma HoBast BEIOOpKa MpUOOpETeHa,
9TO 3aMEHsIET CaMyIO CTapylo BRIOOPKY B MAacCUBE, M yKa3aTellb epeMeIleH OJ1H aJpec BIEepes.
Konbuessie 0ydepsl 3pPeKTUBHBI, TOTOMY YTO TOJIHKO OJHO 3HAYECHHE JODKHO OBITh M3MEHE-
HO(3aMEHEHO), KOT1a HOBasi BHIOOpKa MpHOOpeTeHa.

Four parameters are needed to manage a circular buffer. First, there must be a pointer that indi-
cates the start of the circular buffer in memory (in this example, 20041). Second, there must be a
pointer indicating the end of the array (e.g., 20048), or a variable that holds its length (e.g., 8).
Third, the step size of the memory addressing must be specified. In Fig. 28-3 the step size is one,
for example: address 20043 contains one sample, address 20044 contains the next sample, and so
on. This is frequently not the case. For instance, the addressing may refer to bytes, and each
sample may require two or four bytes to hold its value. In these cases, the step size would need to
be two or four, respectively.

UYeTtsipe nmapaMeTpa HEOOXOAUMBI, UTOOBI YIIPABIATH KOJbIIEBbIM Oydepom. Bo mepBrIx, m10mkeH
UMETbCA YKa3aTelb, KOTOPBIH yKa3bIBaeT HaualIo0 KoJbLEeBOro Oydepa B naMsTH (B 3TOM IpuMe-
pe, 20041). Bo BTOpBIX, TOHKEH UMETHCS YKa3aTelb, YKa3bIBAIOIIWM KOHEI] MacCHBa (HarpuMmep,
20048), umu nepeMeHHON, KOTopasi MPOBOAUT(AEPIKUT) ee ATUHY (Hanmpumep, 8). Tperbe, pazmep
miara aJipecoBaHus MaMsITH JOJDKEH ObITh ompeneneH. B puc. 28-3 pasmep mara oouw, Hanpwu-
Mmep: aapec 20043 comepkut onHy BBIOOPKY, ampec 20044 comepKUT CIEAYIONIYI0 BEIOOPKY, U
Tak najgee. OTo - 4acto He ciywai(peructp). Hampumep, ampecoBanne MOXET OOpaTUTh-
csi(OTHOCUTBCS) K OaiiTaM, M Kakaasi BBIOOpKa MOXKET TpeOOBaTh, YTOOBI JABa MM YeThIpe Oaiita
MIPOBENH(IEPKANIN) €€ 3HaUYeHHE. B 3THX ciyuasx, pa3Mep mara Obut Obl TOHKEH OBITh JBA WIIH
YeThIpe, COOTBETCTBEHHO.

These three values define the size and configuration of the circular buffer, and will not change
during the program operation. The fourth value, the pointer to the most recent sample, must be
modified as each new sample is acquired. In other words, there must be program logic that con-
trols how this fourth value is updated based on the value of the first three values. While this logic
is quite simple, it must be very fast. This is the whole point of this discussion; DSPs should be
optimized at managing circular buffers to achieve the highest possible execution speed.

OTH TPH 3HAYCHHS ONPEACIIAIOT pa3Mep W KOH(PUTYPAIUIO KOJIbIIEBOro Oydepa, u He OyayT u3-
MEHSTHCS B TEUCHHUE ONEpalliy MporpaMMbl. UeTBepTOe 3HaUCHHUE, YKa3aTelb Ha CaMYyI0 COBpE-
MEHHYIO BBIOOPKY, TOJDKHO M3MEHHUTHCS, MOCKOJIBKY Kaxkias HOBas BhIOOpKa mpuoOpereHa.
Jpyrumu clioBaMu, JOJKHA UMETHCS JIOTUKA MPOTPaMMbI, KOTOpasi YIPaBISIET, KaK 3TO YeTBEp-
TO€ 3HaYCHHE MOAM(DUIIMPOBAHO OCHOBAHO HA 3HAYCHHU IEPBBIX TPEX 3HAYCHHW. B TO Bpems
KaK 3Ta JIOTHKa BEChMa MPOCTa, 3TO JOHKHO OBITh OY€Hb OBICTPO. DTO - LENBIH MyHKT ATOTO 00-
cyxnenus; [{CI1 qomxHbI OBITH ONITUMHU3UPOBAHBI B PYKOBOJISIIIUX KOJBIEBBIX Oydepax, 4ToObI
JOCTUYH CAMOTO BHICOKOTO BO3MOKHOTO OBICTPOICHCTBUS BBITIOTHEHHS.
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As an aside, circular buffering is also useful in off-/ine processing. Consider a program where
both the input and the output signals are completely contained in memory. Circular buffering is-
n't needed for a convolution calculation, because every sample can be immediately accessed.
However, many algorithms are implemented in stages, with an intermediate signal being created
between each stage. For instance, a recursive filter carried out as a series of biquads operates in
this way. The brute force method is to store the entire length of each intermediate signal in
memory. Circular buffering provides another option: store only those intermediate samples
needed for the calculation at hand. This reduces the required amount of memory, at the expense
of a more complicated algorithm. The important idea is that circular buffers are useful for oft-
line processing, but critical for real-time applications.

Kak B cTropone, komblieBas Oydepusanms TakxKe Mojae3Ha B agmoHOMHOU obpabomke. PaccMoT-
puTe MporpaMmy, e U CUTHAIBI BBOAA U BHIXOJa MOJTHOCTHIO coaepkarcs B mamsTH. Kombie-
Basg Oydepuzarus He HEOOX0AUMA I BBIUMCICHUS CBEPTKH, MOTOMY UYTO K Ka)KJO0W BBIOOpKE
MOXHO oOparaTtbcst HemeuieHHO. OHako, MHOTO aJIrOPUTMOB OCYIIECTBIICHBI IOCTENIEHHO, C
MIPOMEKYTOYHBIM CUTHAJIOM, CO3/IaBaeMbIM MEXIY Kaxaou cmadueti. Harpumep, peKypCHUBHBIN
GUIBTP, BBHIIOTHEHHBINA KaK psii OMKBAJAPATHBIX ONepanuii Takum obpazom. Meton perienus "B
700" COCTOUT B TOM, YTOOBI COXPAaHUTh MOJHYIO JJIMHY Ka)J0Tro MPOMEXYTOYHOI'O CHUTHAja B
namstu. KonbueBoit Oydep obecrieunBaeT Ipyryro OMIUIO: COXPAHUTE TOJIBKO T€ MPOMEKYTOU-
HbIE BBIOOPKH, HEOOXOJMMBIC /I BBIUMUCICHUS TOJI PYKOH. DTO MPUBOIUT TpeOyemblid 00BbeM
namsITH, 3a cueT Oosiee CI0KHOTO anropurMa. BaxkHas unes - To KosbleBble 0ydepsl, nonesHvl
JUIsl aBTOHOMHOM 00pabOTKH, HO Kpumuyeckut ISl PUIIOKEHUH aHMMAlluu B peajbHOM Mac-
mrade BpeMEHHU.

Now we can look at the steps needed to implement an FIR filter using circular buffers for both
the input signal and the coefficients. This list may seem trivial and overexamined- it's not! The
efficient handling of these individual tasks is what separates a DSP from a traditional microproc-
essor. For each new sample, all the following steps need to be taken:

Teneps MBI MOXEM CMOTPETh Ha IIIard, HEOOXOoauMBbIe, YTOOKI ocymecTBuTh KUX-punbp, wc-
HOJIB3YSI KOJIbIIEBBIE Oy(ephl, U ISl BXOJAHOTO CUTHaNA U KO3 PHUIHUEHTOB. DTOT CIIUCOK MOXKET
Ka3aThCs TPUBUAIBHBIM M BO30YKIAIOIMUM-, 3TO He Tak! DddexTuBHas 00pabOTKa STUX HHIH-
BUIyaJIbHBIX 33J1a4 - TO, uTo otnensieT LICII ot TpaauronHoro Mukporpoieccopa. s kaxmaon
HOBOM BBIOOPKH, BCE CIEAYIOLINE Aru JOKHBI ObITh MPUHSTHI:

Obtain a sample with the ADC; generate an interrupt
Detect and manage the interrupt

Move the sample into the input signal's circular buffer
Update the pointer for the input signal's circular buffer
Zero the accumulator

Control the loop through each of the coefficients

Fetch the coefficient from the coefficient's circular buffer
Update the pointer for the coefficient's circular buffer

. Fetch the sample from the input signal's circular buffer
10.  Update the pointer for the input signal's circular buffer

11.  Multiply the coefficient by the sample

12.  Add the product to the accumulator

13.  Move the output sample (accumulator) to a holding buffer
14. Move the output sample from the holding buffer to the DAC

e A i

ITocne mepeBosia crenatbh KAPTUHKY, TaM TJi€ epeMbluka ¢ 12 Ha 6 MOCTaBUTh CTPEIIKH!
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Ta6muua 28-1
FIR filter steps.
Hlarn KUX-dunbrpa.

The goal is to make these steps execute quickly. Since steps 6-12 will be repeated many times
(once for each coefficient in the filter), special attention must be given to these operations. Tradi-
tional microprocessors must generally carry out these 14 steps in serial (one after another), while
DSPs are designed to perform them in parallel. In some cases, all of the operations within the
loop (steps 6-12) can be completed in a single clock cycle. Let's look at the internal architecture
that allows this magnificent performance.

Ienb cocTOUT B TOM, YTOOBI 3aCTABUTh 3TH LIATU BBIMOIHUTHCS OblcTpo. Tak kak maru 6-12 Oy-
IyT MOBTOPEHBI MHOTO pa3 (OJHAXIBI I KaKI0ro KO3 QUIMeHTa B GUIBTPE), ClieluaIbHOS
BHUMAaHHE HY)KHO YAEIUTb 3TUM omnepauusM. TpalulioHHble MUKPOIPOIECCOPHI TOJKHBI BO-
oO11e BBINOJIHATH 3TU 14 1maroB B nociredosamenvhusiti (OAUH 3a IPYTUM), B TO BpeMs Kak LuQ-
posbie MuKkporpoueccopsl(LIMI]) paspaboransi(nipenHa3HayeHbl), YTOObl UCHOIHUTH UX B Na-
pannervHom. B HEKOTOPBIX coyyasiX, BCE ONEpaluy B Mpeenax nukia (maru 6-12) Moryt ObITh
3aKOHYEHBI B €IMHCTBEHHOM TaKTOBOM IIMKJIe. JlaBaliTe pacCMOTPUM Ha BHYTPEHHIOI apXUTEK-
TYpY, KOTOpasi MO3BOJISIET 3Ty BEIUKOJIETHYIO 3(pPEKTUBHOCTD.

Architecture of the Digital Signal Processor
Apxutexktypa Hudposoro CuraajabHoOro npoueccopa

One of the biggest bottlenecks in executing DSP algorithms is transferring information to and
from memory. This includes data, such as samples from the input signal and the filter coeffi-
cients, as well as program instructions, the binary codes that go into the program sequencer. For
example, suppose we need to multiply two numbers that reside somewhere in memory. To do
this, we must fetch three binary values from memory, the numbers to be multiplied, plus the pro-
gram instruction describing what to do.

OnHO U3 caMbIX OONBIIMX y3KHUX MeCT B BhInodHstomuxcs anropurmax LIOC nepenaer undop-
MAIHMIO K ¥ OT MaMsTH. DTO BKIIOYAET OaHHble, THIIA BEIOOPOK OT BXOJHOTO CUTHANA U KO HH-
LIUEHTOB (PUIIBTPA, TAKXKE KaK KOMAHO NPOSPAMMbl, TBOMUHBIE KOJbI, KOTOPbIE BXOAST B IpO-
rpaMMy yrHopsaoueHusi mporpammel. Hanpumep, npeanonoxure, 4To Mbl JOHKHBI YMHOXKHUTH
7IBa 4KClia, KOTOPbIE MOCTOSIHHO HAXOAATCsA TIIe-HuOyAb B maMsATH. YToObl AenaTbh 3TO, MBI
JOJDKHBI BbIOpaTh TPU JBOMYHBIX 3HAUYEHHUS OT MaMATU - YKCIA, KOTOpble OyIyT YMHOKEHBI,
IUTIOC KOMaH/1a POTrPaMMBl, OITUMCHIBAIONIAS, YTO JIEJIATh.

Figure 28-4a shows how this seemingly simple task is done in a traditional microprocessor. This
is often called a Von Neumann architecture, after the brilliant American mathematician John
Von Neumann (1903-1957). Von Neumann guided the mathematics of many important discover-
ies of the early twentieth century. His many achievements include: developing the concept of a
stored program computer, formalizing the mathematics of quantum mechanics, and work on the
atomic bomb. If it was new and exciting, Von Neumann was there!

PucyHnok 28-4a noka3spIBaeT, Kak 3Ta MO-BUAMMOMY IIPOCTas 3ajada CejlaHa B TPaJAULMOHHOM
MHKpOIporieccope. ITo 4acto HaszpiBaeTcss HeliMaHOBOM apXMTEKTYpoOi, mocie OJecTsIero
amepukanckoro matematuka J>xona Heiimana (Von Neumann) (1903-1957). Heliman Ben ma-
TEMaTHUKy MHOTUX BaXXHBIX OTKPBITUI paHHETO ABAALIATOrO crojieTus. Ero MHOTHE HOCTHKEHUs
BKJIIOYAIOT: pa3pab0TKa KOHLEMIMU COXPAHEHHOI'0 KOMIBbIOTEpa MpPOTrpaMMbl, (opMaau3aius
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MaTeMaTHKH KBAaHTOBOM MEXaHUKHU, U paboThI 1o aToMHOK OomOe. Eciu 310 OBLIO HOBO, U BO3-
Oyxnatome, Hetiman Obu1 Tam!

4. Von Neumann Architecture { single meniory )

Memory adriss bus CPU

data and
Instructions

|

b, Harvard Architecture ( dual memory )

Program PV audress bus CPU DM address bus Data
Memory <|I: :D‘ Memory

¢. Super Harvard Architecture ( dual memory, instruction cache, 'O controller )

Program Data
= PM address bus ‘PU DM address bus

Memory — CPL —— Memory

instructions and .
A Instruction data anly
secondary dara Cache

FIGURL 28-4 140y
Microprocessor architeciure, The Von Neumann architeciure Controller
uses a single memory to hold both data and instruetions.  In
comparison, the Harvard architecture uses separate memories
for data and instructions, providing higher speed. The Super @
Harvard Architecture improves upon the Harvard design by data
adding an mstruction cache and a dedicated /0 controller.

FIGURE 28-4

Microprocessor architecture. The Von Neumann architecture uses a single memory to hold both data and instruc-
tions. In comparison, the Harvard architecture uses separate memories for data and instructions, providing higher
speed. The Super Harvard Architecture improves upon the Harvard design by adding an instruction cache and a
dedicated I/O controller.

PUCYHOK 28-4. Apxutektrypa Mukportporeccopa.

HeiimaHoBa apXHTEKTypa HCIIONIb3YeT EOUMHCTBEHHYIO NaMATh, YTOOBI IIPOBECTH(JEPKAaTh), U JAHHBIE U KOMAaHJIBI.
st cpaBHEeHUs, HCIIONb30BaHMS apXUTEKTyphl ['apBapia oTAeNbHbIe OJOKM NaMATH IS JaHHBIX M KOMaHJ, obec-
neyrBast BEIIIE YCKOpsIoTcs. Apxutektypa ["apBapaa Bricuiero kagecTsa yimy4miaeTcsi OTHOCUTENIBHO MpoekTa ['ap-
Bap/a, MpuOaBIss KA KOMaHAbI U CIIEIMAIM3UPOBaHHbIH KOHTpoJuiep BBoja - BeIBO1a.

As shown in (a), a Von Neumann architecture contains a single memory and a single bus for
transferring data into and out of the central processing unit (CPU). Multiplying two numbers re-
quires at least three clock cycles, one to transfer each of the three numbers over the bus from the
memory to the CPU. We don't count the time to transfer the result back to memory, because we
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assume that it remains in the CPU for additional manipulation (such as the sum of products in an
FIR filter). The Von Neumann design is quite satisfactory when you are content to execute all of
the required tasks in serial. In fact, most computers today are of the Von Neumann design. We
only need other architectures when very fast processing is required, and we are willing to pay the
price of increased complexity.

Kak nokasano B (a), HelimaHoBa apXuUTEKTypa COIEPKUT €AMHCTBEHHYIO NaMAITh U €JUHCTBEH-
HYIO IIMHY IS TIEpelavd TaHHBIX B M U3 LeHTpanbHoro nporeccopa (LITY). YMHoxeHne aByx
gyucen TpeOdyeT Mo KpaiHeH Mepe TpexX TaKTOBBIX IIMKJIOB, OJHOrO, YTOOBI Tepe-
naTh(IEPEMECTUTh) KKI0€ U3 ITUX TPeX Yucen 1o muHe oT mamsaTu 10 LITY. Msr He cuntaem
BpeMsi, YTOOBI IepeiaTh(IIepeMecTUTh) Pe3yIbTaT Ha3al B IaMTh, IOTOMY YTO Mbl IIpE/roiara-
eM, 4To 910 octaercs B LIIIY mins monosHUTETsHON MaHUIYJSIUN (THUIAa CYMMBI TIPOAYKTOB B
KUX-dpunprpe). HeliMaHOB MpOEKT BechMa YIOBJIETBOPUTENIEH, KOraa Bbl JOBOIBHBI, 4TOOBI
BBITIOJTHUTH Bce TpeOyemble 3a/1auil B rocienoBareabHoM. DakTruuecku, G0IBIIMHCTBO KOMITBIO-
TEepOB ceroHs umeeT HeliMaHoB nmpoekT. MBI TOJIBKO HYKJaeMCs B IPYIOM apXUTEKType, KOraa
OYeHb OBICTPO 00paboTKa TpeOyeTCs, M MBI KEJIaeM OIUIaYMBaTh 1IEHY YBEJIMUYCHHON CII0KHOCTH.

This leads us to the Harvard architecture, shown in (b). This is named for the work done at
Harvard University in the 1940s under the leadership of Howard Aiken (1900-1973). As shown
in this illustration, Aiken insisted on separate memories for data and program instructions, with
separate buses for each. Since the buses operate independently, program instructions and data
can be fetched at the same time, improving the speed over the single bus design. Most present
day DSPs use this dual bus architecture.

Oto BeneT Hac K apxuTekType I'apBapaa, mokaszanHoii B (b). 9To Ha3BaHO 1O UMEHH PAOOTHI,
cnemanHon B yHuUBepcuteTe ['apBapna B 1940-b1x mon pykoBoactBoMm ['oBapna Awmkena (1900-
1973). Kak noka3aHo B 3TOH WUIIOCTpanuu, AUKEH HacTauBaJl HA OTICIBHBIX OJIOKAaX MaMsTh
JUIS JAHHBIX M KOMaHJ IIPOrPaMMBI, C OTAEIbHBIMU IIMHAMU JUIA KaXA0ro. Tak Kak MIMHBI OIle-
PUPYIOT HE3aBUCHMO, IIPOTPAMMHUPYIOT KOMaH/bI, U TaHHBIE MOTYT OBITh BHIOPAHBI B TO XK€ ca-
MoO€ BpeMsl, yiydiuas ObICTpOJEeHCTBUE IO €UHCTBEHHOMY MPOEKTY IIWHBI. BOJBIIMHCTBO Cy-
miectBytomiero aus LICIT ucnonb3yer 3Ty JBOMHYIO apXUTEKTYPY LINHBIL.

Figure (c) illustrates the next level of sophistication, the Super Harvard Architecture. This
term was coined by Analog Devices to describe the internal operation of their ADSP-2106x and
new ADSP-211xx families of Digital Signal Processors. These are called SHARC® DSPs, a
contraction of the longer term, Super Harvard ARChitecture. The idea is to build upon the Har-
vard architecture by adding features to improve the throughput. While the SHARC DSPs are op-
timized in dozens of ways, two areas are important enough to be included in Fig. 28-4c: an in-
struction cache, and an /0 controller.

PucyHok (c) wirocTpupyer ciaeayroluil ypoBeHb ciaokHocTH(u3ompenHoctr), Cynmep Apxu-
Tektypa I'apBapaa(Briciiero kauectsa). 3ToT TepMuH ObuT chabprkoBaH(coBmamaer) AHamo-
TOBBIMH Y CTPOHCTBaMHM, YTOOBI ONMHUCATh BHYTpEeHHIOW omepaunio ux ADSP-2106-X U HOBBIX
ADSP-211xx cemeiictB [{udposix Curnansubix [IporeccopoB. Onu HazwsBatoTcs SHARC®
DSPs (LICII), cokpamenue 6onee mmmHHOro TepmuHa, Cynep Apxutektypsl ['apBapna. Unes
COCTOUT B TOM, 4TOOBI (hOopMHUpOBaTh apxXuTeKTypy ['apBapna, mpubaBisisi 0COOCHHOCTH, YTOOBI
YIYUYIIATh TPOoU3BOAUTENbHOCTh. B TOo Bpems kak SHARC I[CII ontumusupoBaHsl criocobamu
myTeH, 1B 00JaCTH TOCTATOYHO BaKHBI OBITh BKIFOUCHHBIMH B pUC. 28-4C: KO KOMaH/bBI, U
KOHTpoJuiep Beoza - BeIBOJA.

First, let's look at how the instruction cache improves the performance of the Harvard architec-
ture. A handicap of the basic Harvard design is that the data memory bus is busier than the pro-
(c) ABTOKC, Cankr-IletepOypr, http://www.autex.spb.ru, e-mail: info@autex.spb.ru
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gram memory bus. When two numbers are multiplied, two binary values (the numbers) must be
passed over the data memory bus, while only one binary value (the program instruction) is
passed over the program memory bus. To improve upon this situation, we start by relocating part
of the "data" to program memory. For instance, we might place the filter coefficients in program
memory, while keeping the input signal in data memory. (This relocated data is called "secon-
dary data" in the illustration). At first glance, this doesn't seem to help the situation; now we
must transfer one value over the data memory bus (the input signal sample), but two values over
the program memory bus (the program instruction and the coefficient). In fact, if we were exe-
cuting random instructions, this situation would be no better at all.

Bo mepBbIx, maBaiiTe MOCMOTPHUM, KaK K3II KOMaHABI yiydiiaeT 3QPEeKTUBHOCTh apXUTEKTYPHI
["apBapna. [IpensTcTBre ocHOBHOTrO npoekTa ["apBapaa - To, 4TO HIMHA NaMSTH JAHHBIX SIBISET-
cst OoJiee 3aHATOM, YeM IIMHA MaMsITH mporpamMmmbl. Korna qBa ynciia yMHOMKEHBI, 1B TBOMYHBIX
3HAYEHMs YMcia JAOKHBI ObITh MPOMYIIEHBl IMUHOW MaMATH JaHHBIX, B TO BpeMs, KaK TOJBKO
OJTHO JIBOMYHOE 3HAaUYeHHUE (KOMaHJa MpOrpaMMbl) IPOMYCKAETCs MO IIWHE MaMSITH IPOTrPaMMBI.
UToOBl yIy4dIUTh 3Ty CUTYAIMIO, MBI 3allycKacM(Ha4MHAEM), TIepeMelas 4acTh "MaHHBIX" K
namsTd nporpaMmel. Hanpumep, Mbl Moriu Ob1 pazmemaTh KO3GGUIMEHTH GHIBTPa B MaMATh
IIPOrpaMMbl, IPU XPAaHEHUH BXOJHOTO CUTHANA B MAMSTU JaHHBIX. (DTH NepeMelleHHbIE JaHHbIe
B WIIIOCTPALIMK Ha3bIBalOTCS "BTOpUYHBbIE AaHHbIE"). Ha mepBblil B3I, 3TO KaXKeTcs, HE IO-
MOTAET IMOJI0KEHUIO(CUTYAIIUN ); TeTIePh MBI JIOJDKHBI TIepeIaTh(IIEPEMECTUTD) OJHO 3HAYCHHE 110
[IMHE MaMsATH JaHHBIX (BBIOOpKAa BXOJHOTO CHUTHAJA), HO JIBA 3HAYCHUS MO IIWHE MaMSITH IMPO-
rpamMmbl (KoMaHaa mporpaMMbl U K03 duimenTt). DakTudecku, ecii Obl Mbl BBITIOTHSIIN CITY-
YaifHbple KOMaH/IbI, 3TO MOJIOKEHHUE(CUTYyalus1) ObUT0 ObI BOOOIIE HE JTydlIle.

However, DSP algorithms generally spend most of their execution time in loops, such as instruc-
tions 6-12 of Table 28-1. This means that the same set of program instructions will continually
pass from program memory to the CPU. The Super Harvard architecture takes advantage of this
situation by including an instruction cache in the CPU. This is a small memory that contains
about 32 of the most recent program instructions. The first time through a loop, the program in-
structions must be passed over the program memory bus. This results in slower operation be-
cause of the conflict with the coefficients that must also be fetched along this path. However, on
additional executions of the loop, the program instructions can be pulled from the instruction
cache. This means that all of the memory to CPU information transfers can be accomplished in a
single cycle: the sample from the input signal comes over the data memory bus, the coefficient
comes over the program memory bus, and the program instruction comes from the instruction
cache. In the jargon of the field, this efficient transfer of data is called a high memory-access
bandwidth.

Opnaxo, anroputMbl [JOC BooOmIe TpaTaT OONBITMHCTBO UX BPEMEHH BBIMOJHECHUS B ITMKIAX,
THTa KoMaH[ 6-12 B Tabnuie 28-1. DTo 03Ha4YaeT, 4TO TOT XK€ CaMblii HA0OP KOMaH]I IPOrpam-
MBI OyZIeT HEeNpepbIBHO MPOXOIUTH OT mamsaTH nporpammsl 10 LITY. Cynep Apxutektypa 'ap-
Bap/ia BOCIIOJIb3YETCS MPEUMYIIECTBOM ATOrO TMOJOXKEHUSI(CUTYyallMi) BKIIOYCHHEM KOMAHH
xoma B [{ITY. Oto - maneHbpKas nmamsTh, KOTOpask CONEPKUT MPUOTUZUTENHHO 32 U3 CaMBIX CO-
BPEMEHHBIX KOMaH/]I TporpaMMsbl. [lepBblil pa3 uepe3 UK, KOMaH bl IPOrpaMMbl JOJIKHBI OBITH
MPOMYIIEHBI MIMHOW MAMSITH MPOTPaMMbl. DTO MPHUBOIUT K OoJiee MEJICHHOW ONepanuy u3-3a
KoH(pMKTa ¢ K03 dUIIMEHTaMH, KOTOPBIE JOJIKHBI TakKe OBITh BBIOpaHbI M0 3ToMy ImyTH. Og-
HAKO, Ha JIOMOJHUTEILHBIX BBIMOJTHEHUN ITUKJIA, KOMAHIBI MPOTPaAaMMBbl MOTYT OBITh MEepeMeIlIe-
HBbl OT Kd3IIa KOMaHJIbl. JTO O3HA4aeT, YTO BCS mamsaTh nepefaun wHGopmamuu LIITY moxer
OBITH BBITIOJIHEHA B €IMHCTBEHHOM IMKJE: BBHIOOpKa OT BXOIHOTO CUTHANA CIYTHHUK MO IIIHHE
naMsATH JaHHBIX, KO3()PHUIMEHT CIIyTHUK 110 HIMHE NaMsATH IPOrpaMMbl, U KOMaH/1a MporpamMmbl
CIYTHHUK OT K3111a KoMaHbl. Ha skaproune nons, 3ta a¢dexkTrBHas nepeaya JaHHBIX Ha3bIBACTCS
WUPUHOLL NOJIOCHL Yacmom 00CMyna K 001acmu 8epxuell namsamu.
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Figure 28-5 presents a more detailed view of the SHARC architecture, showing the I/O control-
ler connected to data memory. This is how the signals enter and exit the system. For instance,
the SHARC DSPs provides both serial and parallel communications ports. These are extremely
high speed connections. For example, at a 40 MHz clock speed, there are two serial ports that
operate at 40 Mbits/second each, while six parallel ports each provide a 40 Mbytes/second data
transfer. When all six parallel ports are used together, the data transfer rate is an incredible 240
Mbytes/second.

Pucynok 28-5 npencrasnser 6onee aetanpHoe npeactaBiearne SHARC apXutekTypsbl, mokas3bi-
Basi KOHTpoJiep BBoga-BbiBoaa cBsI3aHHBIN C MAMSITHIO JAHHBIX. DTO - TO, KAK CUTHAJIBI BBOJST
u BbIXogaT u3 cucreMbl. Hanpumep, SHARC [[CII oGecrieunBaroT, u 1mMocienoBaTelbHbIC U TMa-
pasuienbHble TOPTHI CBsi3U. OHU - Ype3BbIYAHHO BBICOKOCKOPOCTHBIEC MOAKIIOueHusA(cBs3u). Ha-
npumep, B 40 MHz takToBas yacTtoTa, MMEIOTCS JBa MOCIEIOBATEIbHBIX MOPTA, KOTOPHIE OIle-
pupyior B 40 Mbits/second kaxplif, B TO BpeMs KaK LIECTh MapajUICIbHBIX MOPTOB KaXIbIi
obecrieunBaroT nepenady naHHeix 40 MerabaiT B cekyHay. Korma Bce mecTs mapayuienbHBIX
MIOPTOB UCIOJIB3YIOTCS BMECTE, CKOPOCTh Mepejaun JaHHbIX — HeBeposTHA, 240 Meralaiit B ce-

KyHZY.

This is fast enough to transfer the entire text of this book in only 2 milliseconds! Just as impor-
tant, dedicated hardware allows these data streams to be transferred directly into memory (Direct
Memory Access, or DMA), without having to pass through the CPU's registers. In other words,
tasks 1 & 14 on our list happen independently and simultaneously with the other tasks; no cycles
are stolen from the CPU. The main buses (program memory bus and data memory bus) are also
accessible from outside the chip, providing an additional interface to off-chip memory and pe-
ripherals. This allows the SHARC DSPs to use a four Gigaword (16 Gbyte) memory, accessible
at 40 Mwords/second (160 Mbytes/second), for 32 bit data. Wow!

DTO IOCTAaTOYHO OBICTPO, YTOOBI TIEPEIATh TEKCT IEJION ATOM KHUTH BCETO 3a 2 MIJITUCEKYH/IbI!
Taxxke, Kak BaxXHBIH, CICUATH3UPOBAHHBIC(BBIICICHHBIC) allllapaTHBIE CPEJICTBA MO3BOJSIOT
3TUM TMOTOKaM JIaHHBIX OBITH TMEepPEAaHHBIMU HEMOCPEACTBEeHHO B amsaTh (IIpsimMoii moctyn k ma-
MaTh un (DMA), 6e3 Toro, 4To0bl UMETh HEOOXOIUMOCTh MPOXOAUTH Yepe3 peructpsl LITY.
Hpyrumu cioBamu, 3a1a4uu 1 u 14 Ha HaIIEM CIUCKE CIIy4YarOTCsl HE3aBUCUMO U OJJHOBPEMEHHO C
JIpYTUMH 3a/ladaMH; HUKaKue MUKIbl He 3axBaueHbl oT L[ITY. OcHOBHbIE MIMHBI (IIMHA MAMSATH
MPOrpaMMEbI U [ITUHA TTAMSTH JaHHBIX ) TAK)KE JOCTYITHBI CHApY KM YHITa, 00CCIICYNBas TOTIOTHH-
TeNbHBIN UHTEpQEiic K MaMATH BHE KPHUCTAUIa U NepUPEpUiHbIM yCTPOMCTBAM. ITO MO3BOJISET
SHARC IICIT wucronp3oBate dethipe Gigaword (16 Gbyte) mamsars, moctymayio B 40
Mwords/second (160 MeraGaiiT B cekyHy), 7Sl JaHHBIX 32 ABOUYHBIX pa3psnoB. Huyero cebe!

This type of high speed I/O is a key characteristic of DSPs. The overriding goal is to move the
data in, perform the math, and move the data out before the next sample is available. Everything
else is secondary. Some DSPs have on-board analog-to-digital and digital-to-analog converters, a
feature called mixed signal. However, all DSPs can interface with external converters through
serial or parallel ports.

DTOT THUII BBICOKOCKOPOCTHOTO BBoa - BeIBOMa - KitoueBas xapakrepuctuka L[CII. I'maBHas 3a-
Jada COCTOUT B TOM, YTOOBI NEPEMECTUTL AAHHBIC B, BBIIIOJIHUTH MAaTCMATUKY, U IICPEMCCTUTDH
JTaHHBIE U3, MPEXIE, YeM clieAyromas BeIOOpKa qoctymnHa. Bee ocranbHOe BTOpuyHO. Hekoro-
peie [ICIT mMer0OT aBTOHOMHBIC aHAIOTO-IM(PPOBBIC U MU(PO-aHATOTOBEIE MPEOOPa30BATEIH,
0COOCHHOCTh Ha3blBaeMasi CMelIaHHbIM curHajom. Onnako, Bce L[CII MoryT cBsS3bIBaThCA C
MOMOIIBI0 MHTEep(delica CO BHEINIHMMH KOHBEPTEpaMHU dYepe3 TOCICIOBATSIBHBIC WM Tapa-
JIENbHBIE TOPTHI.
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Now let's look inside the CPU. At the top of the diagram are two blocks labeled Data Address
Generator (DAG), one for each of the two memories. These control the addresses sent to the
program and data memories, specifying where the information is to be read from or written to. In
simpler microprocessors this task is handled as an inherent part of the program sequencer, and is
quite transparent to the programmer. However, DSPs are designed to operate with circular buff-
ers, and benefit from the extra hardware to manage them efficiently. This avoids needing to use
precious CPU clock cycles to keep track of how the data are stored. For instance, in the SHARC
DSPs, each of the two DAGs can control eight circular buffers. This means that each DAG holds
32 variables (4 per buffer), plus the required logic.

Teneps naBaiite 3arnsHeM BHYTpb LIITY. HaBepxy nuarpammel - 1Ba 6;10ka momeueHubie I'ene-
patop Anpeca Jlannbix (DAG), oguH 1715 KaXKAO0TO U3 3THX ABYX OJIOKOB MaMsATH(TIAMSITH TIPO-
rpammbi(PM) u namsatu ganaeix(DM)). OHu ynpaBisioT aapecaMu, OCIaHHBIMU TIPOTPaMMe H
OJIOKaM MaMATH TaHHBIX, OTPEeIiss, TAe HHPOpMAIUs TOJKHA YHTATHCSA OT WM 3alucaHa B. B
0oJiee MPOCTHIX MUKPOTIPOIIECCOpax ATa 3a/1ada 00paboTaHa Kak COOCTBEHHAsI 4YacTh MPOTPaMMBbI
YCTaHOBJICHHSI TTOCJIEIOBATEILHOCTH BBITIOJHEHHS MPOTpaMMbl U BeChMa MpO3payHa Jjs Mpo-
rpammucta. Onnako, L{IIC pa3paboTanbi(peqHa3HadyeHbl), 4TOOBI ONEPUPOBATH C KOJBIIEBBIMU
Oydepamu, ¥ BBITOAOH OT JOMOJHHUTENBHBIX allapaTHBIX CPEACTB, YTOOBI YNPaBIATH UMH (-
dekTrBHO. DTO M30eraeT HyK/IaThCs UCIIOIL30BaTh AparoleHHble TakToBbIe MUKIBI LITY, uTo-
OBl cenTh, Kak naHHble coxpaneHbl. Hampumep, B SHARC [[CII, xaxaprit u3 nsyx DAGs mo-
JKET yNPaBJISATh BOCHBMBIO KOJIBIIEBBIMH Oydepamu. D10 03HauaeT, uto Kaxaeli DAG mpoBo-
mut(aepxut) 32 nepeMeHHbIX (4 B Oydepe), itoc TpedyemMoii JIOTUKOM.
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Gienerator Generator
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FIGURE 28-5

Typical DSP architecture. Digital Signal Processors are designed to implement tasks in parallel. This simplified dia-
gram is of the Analog Devices SHARC DSP. Compare this architecture with the tasks needed to implement an FIR
filter, as listed in Table 28-1. All of the steps within the loop can be executed in a single clock cycle.
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PUCYHOK 28-5

Tunuunas apxurextypa LICII. [{udpoBoii curHanbHBIA Mpoieccop paspadboTaH(IpeaHa3HAUYEH), YTOOBI OCYIIECT-
BUTH 33/1a4M B NMapajuleIbHOM. DTa yNpolleHHas auarpamMa nmeetr Axanorossle Ycrpoiictea SHARC IICII. Cpag-
HUTE 3Ty apXUTEKTYpy C 3a/lauaMH, HEOOXOJUMBIMH, 4TOOBI ocymecTBUTh KIX-QuibTp, Kak nepeducieHo B 1ad-
snne 28-1. Bee mary B npesenax IUKiIa MOTYT OBITH BBIIIOIHEHbI B €IMHCTBEHHOM TaKTOBOM IIHKJIE.

Why so many circular buffers? Some DSP algorithms are best carried out in stages. For instance,
IIR filters are more stable if implemented as a cascade of biquads (a stage containing two poles
and up to two zeros). Multiple stages require multiple circular buffers for the fastest operation.
The DAGs in the SHARC DSPs are also designed to efficiently carry out the Fast Fourier trans-
form. In this mode, the DAGs are configured to generate bit-reversed addresses into the circu-
lar buffers, a necessary part of the FFT algorithm. In addition, an abundance of circular buffers
greatly simplifies DSP code generation- both for the human programmer as well as high-level
language compilers, such as C.

[Touemy Tak mMHOrO KOsbleBbIX Oydepo? Hekoropsie anroputmsl [IOC mydinie BBITOTHEHBI
noctenenHo. Hampumep, BUX-punbtper 6osiee yCTOWUYMBEI, €CIIM OCYIIECTBIECHO KaK OWMKBAJI-
paTHbIN(OUKBaM) Kackad (cTamusi(Kackamd), Coaepikaiias aBa Moaca U 10 IByX Hylel). MHOxe-
CTBEHHBIE CTaJuu TPeOYIOT MHOXKECTBEHHBIX KOJBIEBBIX OydepoB st camoil ObICTpoi omepa-
. DAGs B SHARC ILCG Taxke npenHazHadyeHbl, 4T00bI 3()()eKTUBHO BBINOJHUTH BhICTpyIO
tpanchopmanTy Oypre. B atom pexxume, DAGs koHbUTYpHUpOBaHBI, YTOOBI TEHEPUPOBATH ABO-
HYHbIe NepeBepHYThIE aJpeca B KOJbIEBBIX Oydepax, HeoOxonumas yacTh anroputma BIID.
Kpome Toro, pacrpocTpaHeHHOCTh KOJIBIIEBBIX Oy(epoB OYEHb YMPOIIAECT TeHEpPalui0 00BEKT-
Horo koja [{OC - 06a 1y yenoBeueckoro NporpaMMHUCTa TakKe KaK MHTEHCUBHBIX KOMITUIISITO-
poB s3bIka, Tuna C.

The data register section of the CPU is used in the same way as in traditional microprocessors. In
the ADSP-2106x SHARC DSPs, there are 16 general purpose registers of 40 bits each. These
can hold intermediate calculations, prepare data for the math processor, serve as a buffer for data
transfer, hold flags for program control, and so on. If needed, these registers can also be used to
control loops and counters; however, the SHARC DSPs have extra hardware registers to carry
out many of these functions.

Paznen peructpa gannsix LIITY ucnons3yercs TakuM ke 00pa3oM Kak B TPaJAUIIMOHHBIX MHKPO-
npoueccopax. B ADSP-2106x SHARC [ICII-oB, umerotca 16 yHHUBepCaabHBIX PErUCTPATOPOB
40 6utoB Kaxablii. OHM MOTYT MPOBOAMUTH(AEPKATH) MPOMEKYTOUHBIC BBIYUCICHHS, TOTOBUTD
JAHHBIE JUIsI MATEMaTHYECKOTO MPOLEccopa, CIyX HUTh Kak Oydep A nepeaauu JaHHBIX, uiax-
KU XpaHEeHHUs JJIsl IPOTrPaMMHOTO yIpaBlIeHUs, U Tak jnanee. Ecian Heo0XoauMo, 3TH perucrpa-
TOPBl MOTYT TaKX€ HCIOJIb30BATHCSA, YTOOBI YIPABIATh LUKIAMH M CUYETYMKAMM; OJIHAKO,
SHARC LICII umeroT nOmOoJHUTEIbHBIC aNapaTHble PEruCTPhl, YTOOB! BHIMOJIHUTH MHOTHE U3
3TUX YHKITUH.

The math processing is broken into three sections, a multiplier, an arithmetic logic unit (ALU),
and a barrel shifter. The multiplier takes the values from two registers, multiplies them, and
places the result into another register. The ALU performs addition, subtraction, absolute value,
logical operations (AND, OR, XOR, NOT), conversion between fixed and floating point formats,
and similar functions. Elementary binary operations are carried out by the barrel shifter, such as
shifting, rotating, extracting and depositing segments, and so on. A powerful feature of the
SHARC family is that the multiplier and the ALU can be accessed in parallel. In a single clock
cycle, data from registers 0-7 can be passed to the multiplier, data from registers 8-15 can be
passed to the ALU, and the two results returned to any of the 16 registers.
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Marematnueckass o0paboTka pa3OuTa Ha Tpu pasfena, YMHOKHTeAb, apH(MeTHKO-
Joruyeckoe ycrpoicTtso (AJIY), 1 MHOroperucTpoBasi cxeMa HMKJIMYECKOro caABUra. MHo-
KHUTEIb OEpeT 3HAUYEHUS OT JIBYX PETMCTPOB, YMHOXKAET MX, M pa3MeIlacT pe3yJbTaT B JPyrou
peructp. AJIY UCNONHSIET CIOXKE€HHE, BhIUMTAHHUE, aOCOMIOTHOE 3HAYCHHE, JIOTHYECKUE Olepa-
i (AND, OR, XOR, NOT), npeobpa3zoBaHue MexAy YCTaHOBJIEHHBIMU M (opMaTaMu Ijia-
BalolleH 3amAToM, U MOJ0OHBIMU QYHKIUSAMU. DJIeMEHTapHbIE JBOMYHBIE ONEPALIUN BHITIOIHEHBI
MHOTOPErMCTPOBOM CXEMOW LUKINYECKOTO CIIBUTra, THIIA CMELIEHUs, BPALEHUs, U3BICUYEHUS U
BHECEHUS CETMEHTOB, U Tak nayee. Moinas ocooeHHocTh ceMmelictBa SHARC - To, 4To K MHO-
xureno u AJIY MoxHO oOpamarbes nmapajuieabHo. B eIMHCTBEHHOM TakTOBOM IIMKIIE, JTaHHbIE
OT perucTpoB 0-7 MOXKHO MPOMYCKATh K MHOXKHUTENIO, TAHHBIE OT PETUCTPOB 8-15 MOXKHO Mpo-
nyckats K AJIY, u 1ByM pe3ynbTataM, BO3BpAIIEHHBIM JIF0OOMY U3 16 perucTpos.

There are also many important features of the SHARC family architecture that aren't shown in
this simplified illustration. For instance, an 80 bit accumulator is built into the multiplier to re-
duce the round-off error associated with multiple fixed-point math operations. Another interest-
ing feature is the use of shadow registers for all the CPU's key registers. These are duplicate
registers that can be switched with their counterparts in a single clock cycle. They are used for
fast context switching, the ability to handle interrupts quickly. When an interrupt occurs in tradi-
tional microprocessors, all the internal data must be saved before the interrupt can be handled.
This usually involves pushing all of the occupied registers onto the stack, one at a time. In com-
parison, an interrupt in the SHARC family is handled by moving the internal data into the
shadow registers in a single clock cycle. When the interrupt routine is completed, the registers
are just as quickly restored. This feature allows step 4 on our list (managing the sample-ready
interrupt) to be handled very quickly and efficiently.

HNmeroTcst Takyke MHOTO BaKHBIX O0coOeHHOCTel cemericTBa apxuTekTypsl SHARC, kotopsie He
NIOKA3bIBAIOTCS B ATON YIpOUIEHHON WiuttocTpanuu. Hanpumep, cymmarop 80 1BOMYHBIX pa3ps-
0B c(hopMHpOBaH B MHOXKHUTEJIb, YTOOBI MIPUBECTH OIIMOKY OKPYTJIEHHS, CBA3AHHYIO C MHOXe-
CTBEHHBIMM MaTE€MaTHYECKUMH OIepauusiMu ¢ (uxkcupoBaHHOW Toukoil. Jlpyras mHTEpecHas
O0COOEHHOCTb - UCIIOJIb30BaHUE TEHEBbIX PErHCTPOB TS BcexX KitoueBbIX peructpos LITY. Onun
- DyOJIMKaThl PETUCTPOB, KOTOPbIE MOTYT OBITh MEPEKIIOUEHBI ¢ UX TyOIMKaTaMu B €IMHCTBEH-
HOM TakTOBOM ILMKiIe. OHU HCTIONB3YIOTCS ISl ObICMPO20 Nepexiiodenus KonmeKkcma, crocoo-
HOCTh 00paboTarh mpepbiBaHus ObicTpo. Korma mpepbiBaHME MPOUCXOIUT B TPATUIIMOHHBIX
MHUKPOIIPOIIECCOPaX, BCE BHYTPEHHUE JAHHBIE JOJKHBI ObITh COXPAHEHBI MPEeXae, YeM IpPephl-
BaHHE MOXET OBbITh 00paboTaHO. DTO OOBIYHO BKIIOYAET B ce0sl BHITAIKMBAHUE BCEX 3aHSTHIX
pPErucTpoB Ha CTeK, o ogHomy. Jliis cpaBHeHuu, npepriBanue B cemeilictBe SHARC oGpabora-
HO, IepeMellas BHYTPEHHHUE JaHHBIE B TEHEBBIX PETUCTPAX B €OUHCHGEHHOM MAKMOBOM YUKIe.
Korna nognporpamma npepbIiBaHUSI 3aKOHUEHA, PETHCTPHI TaK K€, KaK ObICTPO BOCCTAaHOBJICHBI.
Ota 0cOOEHHOCTDH MO3BOJSET miary 4 B HamieM crnucke (yrpasieHue sample-ready nmpepbiBaHu-
eM) ObITh 00pabOTaHHBIM OYEHB OBICTPO U F(HPEKTHUBHO.

Now we come to the critical performance of the architecture, how many of the operations within
the loop (steps 6-12 of Table 28-1) can be carried out at the same time. Because of its highly
parallel nature, the SHARC DSP can simultaneously carry out all of these tasks. Specifically,
within a single clock cycle, it can perform a multiply (step 11), an addition (step 12), two data
moves (steps 7 and 9), update two circular buffer pointers (steps 8 and 10), and control the loop
(step 6). There will be extra clock cycles associated with beginning and ending the loop (steps 3,
4, 5 and 13, plus moving initial values into place); however, these tasks are also handled very
efficiently. If the loop is executed more than a few times, this overhead will be negligible. As an
example, suppose you write an efficient FIR filter program using 100 coefficients. You can ex-
pect it to require about 105 to 110 clock cycles per sample to execute (i.e., 100 coefficient loops
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plus overhead). This is very impressive; a traditional microprocessor requires many thousands of
clock cycles for this algorithm.

Teneprs MbI mpuObIBaeM B KpUTHYECKYIO 3(P(HEKTUBHOCTh apXUTEKTYPbI, CKOJIBKO U3 ONepaluii B
npenenax nukia (maru 6-12 tadbmuiel 28-1) MOXKET OBITh BHIMIOTHEHO OJTHOBPEMEHHO. M3-3a ero
BBICOKO TapajuienasHoro xapakrepa(mpupoabl), SHARC [ICIT moxkeT 0HOBPEMEHHO BBITIOIHSATH
Bce 3TH 3aaa4yn. OrpeneneHHo, B Mpejaeiax eAMHCTBEHHOTO TaKTOBOTO IMKJIA, 3TO MOXKET HC-
MOJTHATH YMHOXKatomuiicst (mar 11), cmoxxkenue (mar 12), na mara gaHHbIX (mmard 7 u 9), mo-
TGUIMPOBATH /1Ba KOJbLEBbIX OydepHbix ykazatens (maru 8§ u 10), u ynpaBisTh HUKIOM (mIar
6). BynyT umeTbcsi JOMOJIHUTENbHBIE TAKTOBBIE IIUKJIbI, CBSI3aHHBIE C HAYaJOM M OKOHYAaHUEM
uukia (maru 3, 4, 5 u 13, mwoc, nepeMelieHre NepBoHavyaaIbHbIX 3HAY€HUN Ha MECTO); OJIHAKO,
9TH 3aJlayu Takke oOpaboTaHbl odeHb d(PpdekTuBHO. ECam MUK BBINOIHEH, OOJbIIE YeM He-
CKOJIBKO pa3, TOT BEpXHUI OyayT He3HAUUTENbHBI. Kak mpumMep, IpeanoaokuTe, 9To Bel 3amu-
ceiBaete A dextuBHyto porpammy KUX dunstpa, ncnonszys 100 koaddunmerToB. Ber moxe-
T€ OXKUIATh, YTO 3TO OyJeT TpeOOoBaTh BHIMOIHEHUS NpuOIM3uTenbHo oT 105 1o 110 TakToBBIX
IIUKJIOB Ha BBIOOPKY (TO ecTh, 100 k03(pPHUIIMEHTOB HHUKIOB IUIIOC CIIyX)eOHBIC). DTO OUYEHBb
BHYIIUTEIHHO; TPAIUIIMOHHBIA MUKPOIPOIIECCOP TPEOyeT MHOTHX THICSY TAKTOBBIX ITUKJIOB JJIs
3TOTO aJroOpUTMa.

Fixed versus Floating Point

®uxcupoBannbiii nporus IliaBarwmei 3anaroi

Digital Signal Processing can be divided into two categories, fixed point and floating point.
These refer to the format used to store and manipulate numbers within the devices. Fixed point
DSPs usually represent each number with a minimum of 16 bits, although a different length can
be used. For instance, Motorola manufactures a family of fixed point DSPs that use 24 bits.
There are four common ways that these 2'® = 65,536 possible bit patterns can represent a num-
ber. In unsigned integer, the stored number can take on any integer value from 0 to 65,535.
Similarly, signed integer uses two's complement to make the range include negative numbers,
from -32,768 to 32,767. With unsigned fraction notation, the 65,536 levels are spread uniformly
between 0 and 1. Lastly, the signed fraction format allows negative numbers, equally spaced
between -1 and 1.

Hudposas O6pabOTKa CUTHAJIOB MOXET OBbITH pa3lelieHa Ha JIBE KaTeropuu, (pUKCHUPOBAHHOU
TOYKOW M ¢ IJ1aBaroIiei 3amnsaroil. OHu oOpamaroTcs(oTHOCATCS ) K hopMary, uMel OOBIKHOBEHUE
COXpaHATh M YNPaBIATh YUCIAMH B Ipeaenax ycrpoiictB. @ukcuposannas Touka [{OC o6braHO
MPEJCTABISAIOT KaKA0€ YUCIO MUHMUMYMOM 16-10 OMTaMu, XOTsS pasjvdHas AJUHA MOXET HC-
nonp3oBarbes. Hampumep, @upma Motorola npousBogut cemeiictso LICII ¢ ¢uxcupoBanHOiM
TOYKOM MCToNb3ys 24 6uta. IMeroTcst 4eThIpe OOBIYHBIX MYTH, KOTOPBIMH ITH 2% = 65,536 Bo3-
MO>KHBIX JIBOMYHBIX KOJIOB(OMTOBBIX KOMOMHAIMIT) MOTYT MPEACTABIATh YMCo. B nesom yncie
0e3 3HaKa, COXPaHEHHOE YHUCII0O MOXET NMPUHHUMATh J1000€ LeJo4YrcIeHHoe 3HayeHue ot 0 no
65,535. TouHo Tak *e 1eJ0e YHUCJI0 CO 3HAKOM HCIOJIb3YEeT JOMOJIHEHUE 10 JIBYX, YTOOBI 3a-
CTaBUTH JMAMA30H BKIIOYUTH OTPUIIATEIbHBIE Yucia, oT -32,768 no 32,767. C cucremoir 060-
3HaueHuil apodm 0e3 3HaKa, 65,536 ypoBHel pacnpocTpaHeHbl paBHOMepHO Mexay O u 1. Ha-
KOHell, (popMaT MOANMCAHHONH APOOM TO3BOJISIET OTPULATENbHbBIE YNCIA, OJUHAKOBO pa3feib-
Hble Mexay -1 u 1.

In comparison, floating point DSPs typically use a minimum of 32 bits to store each value. This
results in many more bit patterns than for fixed point, 2°% = 4,294,967,296 to be exact. A key fea-
ture of floating point notation 1is that the represented numbers are not uniformly spaced. In the
most common format (ANSI/IEEE Std. 754-1985), the largest and smallest numbers are
+3.4x10°® and +£1.2x107% respectively. The represented values are unequally spaced between
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these two extremes, such that the gap between any two numbers is about ten-million times
smaller than the value of the numbers. This is important because it places large gaps between
large numbers, but small gaps between small numbers. Floating point notation is discussed in
more detail in Chapter 4.

Hns cpaBHeHwus, muiaBatomas 3amstas [[CII TunmuaHO MCTONB3YIOT MHHUMYM 32 OWTa, 4TOOBI
COXPAaHHUTh KaxJ0€ 3HaueHHE. DTO MPUBOJUT HAMHOTO OOJBIIE K JBOMYHBIM KOAam(OHUTOBBIM
KOMOMHALHSIM) 4eM [1isi (QPHKCHPOBAHHOMN TOUKH, 2°° = 4,294,967,296 GbiTh TOUHBIM. | 1aBHAS
0COOEHHOCTh CHCTEMbl 0003HAUEHUH IJIaBaroIiell 3amsTod - TO, YTO IMPEJICTABICHHBIC YHCIIA
paBHOMepHO He pacnojaratorcsa. B naunbomee oosraHOoM opmare (ANSI/IEEE Std. 754-1985),
caMble GOJIBIIHE U caMble MaTeHbKHE drcia sBisoTes +3.4x10% n+1.2x107* coorsercrBenHo.
[IpencraBieHHble 3HAUYEHUS HEPABHOIICHHO pa3lieibHbIE MEXKIY ATHUMH ABYMsI KpaWHOCTSMHU,
TaKOH, 4TO MPOMEKYTOK MEXKIY JIOOBIMH JBYMsI YHCJIAMH SIBJSIETCS B JECSTh MUJUTHOHOB pa3
MEHBIIIE YeM 3HAUY€HHE YHCeT. DTO BaXXHO, IOTOMY YTO 3TO pa3MellaeT OoyblIne MpOMEXYTKU
MEXIy OONBIIMMHU YHCIAMHU, HO MAJICHBKHUMH MPOMEXKYTKAMU MEXIy MalCHbKUMU YUCIIAMHU.
Cucrema 0003HaYEHUH TUTABAIOIIEH 3aMsTOW 00CY KIeHa OoJiee ToApoOHO B TIIaBe 4.

All floating point DSPs can also handle fixed point numbers, a necessity to implement counters,
loops, and signals coming from the ADC and going to the DAC. However, this doesn't mean that
fixed point math will be carried out as quickly as the floating point operations; it depends on the
internal architecture. For instance, the SHARC DSPs are optimized for both floating point and
fixed point operations, and executes them with equal efficiency. For this reason, the SHARC de-
vices are often referred to as "32-bit DSPs," rather than just "Floating Point."

Bcee LICII ¢ mnaBaromieil 3ansToil MOTyTT Takke oOpabaThiBaTh 4ncia ¢ (UKCHPOBAHHON TOY-
KO, MOTPEOHOCTh, YTOOBI OCYIIECTBUTh CUCTUMKH, IUKJIBI, U CUTHAMBI, ucxomsmue u3 ALl u
unymue Ha LIAIL. Oxnako, 3TO He MOApa3yMeBaeT, 4YTo MaTeMaTHKa (PUKCUPOBAHHOM TOUKH Oy-
JIET BBIIIOJHEHA TaK OBICTPO KaK ONEpally C IUIABAIOIIEH 3alsITOoi; 3TO 3aBUCUT OT BHYTPEHHEH
apxutekTypbl. Hanmpumep, SHARC LICII onTuMH3MpoBaHbl U JUIsl ONEpaLUii ¢ IUIaBAIOIIEH 3a-
MATOM W omneparuii ¢ PUKCUPOBAHHON TOYKOM, M BBITIOJIHAET X C paBHOU 3¢ dekTuBHOCTHIO. [1o
stoii mpuunHe, SHARC ycrpoiicTBa yacto ynomuHarorcs kak " 32-paspsaansie LICII, " ckopee
yeM Toabko " ITnaBaromas 3amnsaras. "

Figure 28-6 illustrates the primary trade-offs between fixed and floating point DSPs. In Chapter
3 we stressed that fixed point arithmetic is much faster than floating point in general purpose
computers. However, with DSPs the speed is about the same, a result of the hardware being
highly optimized for math operations. The internal architecture of a floating point DSP is more
complicated than for a fixed point device. All the registers and data buses must be 32 bits wide
instead of only 16; the multiplier and ALU must be able to quickly perform floating point arith-
metic, the instruction set must be larger (so that they can handle both floating and fixed point
numbers), and so on. Floating point (32 bit) has better precision and a higher dynamic range than
fixed point (16 bit) . In addition, floating point programs often have a shorter development cycle,
since the programmer doesn't generally need to worry about issues such as overflow, underflow,
and round-off error.

Pucynoxk 28-6 wimtoctpupyert nepBudHbie KomMmnpoMuccHbie pemenus mexay LICIT ¢ dukcupo-
BaHHOHM TOYKOM U C IIaBaroleil 3ansaToi. B rimaBe 3 Mbl moq4epKHYIH, YTO apupMeTUKa GPUKCH-
POBAaHHOW TOYKH - HAMHOT'O OBICTpEE, YeM IUIABAOLIAs 3aIlsiTasi B KOMIBIOTEpax OOIIero Ha3Ha-
yenus. Oxnako, ¢ LICII ObicTponeiicTBUE - OTHOCUTEIBHO TOT )K€ CaMblii, pe3yJIbTaT anmnapar-
HBIX CPEICTB, BBICOKO ONTHMMM3UPYEMBIX IUII MaTEMaTU4YECKUX onepauni. BHyTpeHHsAA apxu-
TekTypa rutaBatouieit 3ansaras LICII Gosblue ycrnokHeHa, yeM i yCTPOUCTB ¢ (PMKCHPOBAHHOM
TOUKON. Bce perucTpbl M MIKMHBI JaHHBIX JAOJDKHBI ObITh IIUPUHON 32 OUTa BMECTO TOJBKO 16;
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MHOXUTETh U AJIY H0KHBI OBITH CIOCOOHBI OBICTPO MCHOIHHUTH apu(METHUKY IIaBaroIIei 3a-
MATOM, CHCTEMa KOMaH/I J0JKHA OBITh O0JbIas (Tak, 4TOOBl OHU MOTJIM 00padaThIBaTh YHCIa U
C IJIaBaroIlell 3amiaToil u ¢ (GUKCHpOBaHHOM TOUKOM), M Tak ganee. IlmaBaromras 3amsrtas (32
JIBOMYHBIX pa3psizia) UMeEeT JyUllylo PELU3UNOHHOCTh U OoJsiee BHICOKUN TUHAMUYECKUH auana-
30H ueM (HUKCHpoBaHHas Touka (16 ABOMUYHBIX pa3psaoB). KpoMe Toro, mporpaMmsl miiaBaroniei
3alATOW 4acTO MMEIT Oosiee KOPOTKUH NMEpHOA Pa3BUTHUA, TaK KaK IMPOrPAMMUCT BOOOILE HE
JIOJDKEH BOJIHOBATbCS OTHOCHUTENBHO MPOOJEM TUIA MEPENOSHEHHS, AHTUICPENOIHEHUs, U
OIMOKHM OKPYTJICHHS.

FIGURE 28-6 L

Fixed versus floating point. Fixed point DSPs are gen- lel:gt"_f_::.l::ﬁ E'_':“ o Product Cost

erally cheaper, while floating point devices have better .. "~ . =
0 : . Development Time

precision, higher dynamic range, and a shorter devel-

opment cycle.

PUCYHOK 28-6

OuKcHpoBaHHBIN MPOTUB TuTaBatomiei 3amsatoit. LICII ¢ : :

(UKCHPOBaHHOH TOUKOH sBIsIOTCH BooOme Gomee | Iloating Point

JIe1IeBBIMU, B TO BPEMsI KaK yCTPOWCTBA C IUIABAIOIIEH

3amMATOW WMEIOT JYYINyI0 HpPEHU3NOHHOCTh, OOjee BBICOKMN TUHAMHUYECKHN [Iuama3oH, W 0Ooiee KOPOTKUit

UKJI(IIEPUOT) PA3BUTHUS.

Fixed Point

On the other hand, fixed point DSPs have traditionally been cheaper than floating point devices.
Nothing changes more rapidly than the price of electronics; anything you find in a book will be
out-of-date before it is printed. Nevertheless, cost is a key factor in understanding how DSPs are
evolving, and we need to give you a general idea. When this book was completed in 1999, fixed
point DSPs sold for between $5 and $100, while floating point devices were in the range of $10
to $300. This difference in cost can be viewed as a measure of the relative complexity between
the devices. If you want to find out what the prices are foday, you need to look today.

C npyroit croponsl, LICII ¢ dpukcupoBaHHO TOUKON TPaAWIIMOHHO OBLIM OoJiee JenIeBbIe, YeM
YCTpOMCTBA ¢ TuIaBaroniei 3amsatoi. Huuro He n3mensiercs: 6osiee ObICTPO, YEM II€Ha ICKTPOHH-
KW, 4TO — HU Oyib, 4TO BBl HaXoauTe B KHUTE, yCTapeeT MPeke, 4eM 3To Haredarano. OaHako,
CTOMMOCTbH - TVIaBHBIM Kputepuil B moHuManuu, kak L[CII pa3BuBaroTcsi, © Mbl JOJOKHBI J1aTh
Bawm o6mryto uaero. Korga sta kaura O0bi1a 3akondeHa B 1999, I[CII ¢ ¢pukcupoBaHHON TOYKOI,
npoxanHbie 3a Mexay $ 5 u $ 100, B TO BpeMsi Kak yCTpOWCTBa ¢ TUIABAIONICH 3amsTON OBLIN B
muanazone $ 10 mo $ 300. DTa pa3HOCTH B CTOMMOCTH MOKET OBITH MPOCMOTPEHA KaK Mepa OT-
HOCUTEJIFHOM CIIOKHOCTH MEXAy ycTpoiicTBamMu. Eciu Bbl XOTHUTE BBISICHUTH TO, YEM IICHBI SIB-
JSIIOTCSL ce200Hs1, BBl JOKHBI CMOTPETh Ce200Hs.

Now let's turn our attention to performance; what can a 32-bit floating point system do that a 16-
bit fixed point can't? The answer to this question is signal-to-noise ratio. Suppose we store a
number in a 32 bit floating point format. As previously mentioned, the gap between this number
and its adjacent neighbor is about one ten-millionth of the value of the number. To store the
number, it must be round up or down by a maximum of one-half the gap size. In other words,
each time we store a number in floating point notation, we add noise to the signal.

Tenepp naBaiiTe TOBEpHEM Halle BHUMaHUE K d¢hgexmusHocmu; 9TO MOXKET JenaTh 32-
paspsiiHas CHCTeMa C IUIaBaloIIeH 3amsToi, a 16-pa3psaHas cucremMa ¢ pUKCUPOBAHHON TOYKON
sToro He aenaer? OTBET Ha ATOT BONPOC - OTHOIIEHHEe CUTHAM-IIYM. [Ipeamonoxum, 9To MeI
COXpaHseM YHCIIO0 B pOopMaTe ¢ TUIaBarouield 3ansaToi 32 nBonyHbIMH paspsaamu. Kak npensapu-
TEJIbHO YTIOMSIHYTO, TIPOMEXYTOK MEXTy STHM YHCIOM M €r0 CMEXHBIM COCEIOM TNPHOIH3H-
TENBHO OJHA JIECATH MHJUIMOHHAs M3 3Ha4YCHHUS 4ucia. YTOObI COXpPaHUTH YHCIO, 3TO JOJDKHA
OBITh OKpYTJICHHE B OOJIBIYIO CTOPOHY HJIM B MEHBIIYIO CTOPOHY MaKCHMYMOM ITOJIOBHHBI pa3-
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Mepa MPOMEKyTKa. J{pyruMu ciioBaMu, Kaxablid pa3, Kak Mbl COXPaHSIEM YUCIIO B CUCTEME 3alu-
CH C TUTaBAIOIIEH 3arsITOM, MBI IPUOABIISIEM U(yM K CUTHAITY.

The same thing happens when a number is stored as a 16-bit fixed point value, except that the
added noise is much worse. This is because the gaps between adjacent numbers are much larger.
For instance, suppose we store the number 10,000 as a signed integer (running from -32,768 to
32,767). The gap between numbers is one ten-thousandth of the value of the number we are stor-
ing. If we want to store the number 1000, the gap between numbers is only one one-thousandth
of the value.

Ta ke caMas BeIllb CITy4aeTcs, KOT/Ia YUCIIO COXPAHEHO Kak 16-pa3psiaHoe 3HaueHue ¢ GUKCUPO-
BaHHOW TOYKOM, 3a UCKIFOYECHUEM TOTO, YTO JT0OABICHHBIA IITyM - HAMHOTO XyXe. DTO - TO, TO-
TOMY YTO MPOMEXYTKH MEXIYy CMEKHBIMH YHCIIaMU HaMHOTO Oonbive. Hanmpumep, mpemnosno-
JKUTE, 9TO0 MBI coxpanseM yucio 10000 kak 1e10e 4uciao ¢O 3HAKOM (BBITTOIHSIONIEECS OT -
32,768 no 32,767). IIpoMekyTOK MEXKy YUCIAMH - OJIHA JAECSITUTBICAYHAS 3HAYEHUS YUCTIa, KO-
TOpo€ MbI coxpansieM. Eciii Mbl XO0TUM coxpaHuTh yncio 1000, mpoMeKyTOK MEXKIy YHUCIaMH -
TOJbKO 1 (eauHUIIA) OJTHA THICSYHASI 3HAUYCHMUSL.

Noise in signals is usually represented by its standard deviation. This was discussed in detail in
Chapter 2. For here, the important fact is that the standard deviation of this quantization noise is
about one-third of the gap size. This means that the signal-to-noise ratio for storing a floating
point number is about 30 million to one, while for a fixed point number it is only about ten-
thousand to one. In other words, floating point has roughly 30,000 times less quantization noise
than fixed point.

[IIym B curHamax oOBIYHO MPEACTABISETCS €r0 CPEIHEKBAIPATHYHBIM OTKJIOHEHHEM. DTO OBLIO
o0cyxaeHo nmoapoOHo B riaBe 2. st 3mech, BaxHBIA (PAKT TO, YTO CPEIHEKBAIAPATHYHOE OT-
KJIOHEHUE ATOTO IIyMa KBAHTOBAHMSI SBIICTCS MPUOIU3UTEIIBHO OJHOW TPEThEH YacThIO pas-
Mepa HpOMe)KyTKa. 9TO O3Ha4acT, 4TO OTHOLICHUC CI/IFHaH-IJ_IyM JJIs COXpaHeHI/IH qyuciia ¢ 1jia-
BaOIICH 3amsaToi - mpubau3uTenbHo 30 MHUUTMOHOB K OJTHOMY, B TO BpeMsl Kak JUIsl 4ucia ¢
(UKCHUPOBAHHOM TOUKOH 3TO - TOJBKO JIECATH THICSY K OJHOMY. J[pyruMu ciioBamH, IjIaBaromias
3amsiTas umeeT rpy6o B 30000 pa3 MeHbIIee KOJTMYECTBO IIIyMa KBaHTOBaHUS 4yeM (PUKCHUPOBAH-
Has TOYKa.

This brings up an important way that DSPs are different from traditional microprocessors. Sup-
pose we implement an FIR filter in fixed point. To do this, we loop through each coefficient,
multiply it by the appropriate sample from the input signal, and add the product to an accumula-
tor. Here's the problem. In traditional microprocessors, this accumulator is just another 16 bit
fixed point variable. To avoid overflow, we need to scale the values being added, and will corre-
spondingly add quantization noise on each step. In the worst case, this quantization noise will
simply add, greatly lowering the signal-to-noise ratio of the system. For instance, in a 500 coef-
ficient FIR filter, the noise on each output sample may be 500 times the noise on each input
sample. The signal-to-noise ratio of ten-thousand to one has dropped to a ghastly twenty to one.
Although this is an extreme case, it illustrates the main point: when many operations are carried
out on each sample, it's bad, really bad. See Chapter 3 for more details.

DT0 MOJHUMAET BaXHBIN MyTh, KOTOPEIM LICIT oTinHuaroTcss OT TpagUIIMOHHBIX MUKPOMPOIIEC-
copos. [Ipeanonoxwure, uto Mbl ocymectBisieM KUX-pubtp ¢ puxcupoBanHoit Toukoi. UToOBI
JIeNaTh 3TO, MBI, IIUKI Yepe3 KKl KOAPOUIIUEHT, YMHOKAET 3TO HA COOTBETCTBYIONIYIO BbI-
OOpKY OT BXOJIHOTO CHTHaJIa, U IPHOAaBIISIET MPOAYKT K cyMMmaropy. Mimeercs npobiema. B Tpa-
TUIIMOHHBIX MUKPOIIPOIIECCOPAX, 3TOT CyMMATOp - TOJIBKO MEpeMeHHas (PMKCUPOBAaHHOW TOYKa
npyroi 16 nBoMYHBIX pa3psioB. UToObI H30eraTh MEPETIOTHEHHUS, MBI IOJDKHBI MacIITaOupOBaTh
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no0aBisieMble 3HAUEHUS, 1 COOTBETCTBEHHO MPUOaBUM IIyM KBAaHTOBaHHUS Ha KaXaoM Iare. B
CaMOM ILJIOXOM ClTydae, 3TOT IIyM KBaHTOBaHHUS MPOCTO J00ABUTCS, OYEHb MMOHUXKAsi OTHOILIEHUE
curHas-irym cucremsl. Hampumep, B 500 xoadpdunmenre KUX-punprp, mym Ha Kaxaoil Bbl-
O0opke BbIX0/1a MOKET ObITh B S00 pa3 BbINIE ITymMa Ha KaKJI0M BXOIHOU BeIOOpKEe. OTHOIIEHKE
CUTHAJI-IIIYM Oecsimb mviciay K 00HOMY(eOunuye) TIOHU3WICSI K YKACHOMY 08a0yamsv K 0OHOMY.
XOTs 3TO - KPUTHYECKUH ClTy4ai, 3T0 WITIOCTPUPYET OCHOBHOM MyHKT: Korjga MHOro onepanmii
BBITIOJTHEHO Ha KAXKJOW BBIOOPKE, 3TO TUIOXO, ACUCTBUTEIHHO M10X0. CM. riaBy 3 ajst 60JIbIIEro
KOJIMYECTBA TTOAPOOHOCTEH.

DSPs handle this problem by using an extended precision accumulator. This is a special regis-
ter that has 2-3 times as many bits as the other memory locations. For example, in a 16 bit DSP it
may have 32 to 40 bits, while in the SHARC DSPs it contains 80 bits for fixed point use. This
extended range virtually eliminates round-off noise while the accumulation is in progress. The
only round-off error suffered is when the accumulator is scaled and stored in the 16 bit memory.
This strategy works very well, although it does limit how some algorithms must be carried out.
In comparison, floating point has such low quantization noise that these techniques are usually
not necessary.

LICIT oGpabatbIBatoT 3Ty mpodieMy, HCHOIb3YsS PACHIMPEHHBIH CyMMAaTOp MPEIM3MOHHOCTH.
DTO - CHeNHAIBbHBIA PETUCTpP, KOTOPHI MMeeT 2-3 paza Tak MHOTO OMTOB Kak JIPyTHe SYCHKH
namsatu. Hanpumep, B LICIT 16 1BOMYHBIX pa3psioB 3TO MokeT umerb 32 1o 40 GUTOB, B TO
BpeMms kak B SHARC IICII ato conepskut 80 OUTOB 17151 UCTIOJIB30BAHUS (PUKCHPOBAHHON TOUKH.
OTOT paclIMpeHHbIN Jrana3oH (aKTUUYECKH YCTpaHsET IIyM OKPYIJICHHs, B TO BpeMs KaK HaKo-
IJIEHHE MPOUCXOoauT. EnnHcTBeHHAs nepeHeceHHas omrlOKka OKpPYIJIEHUS - TO, KOTrJla CyMMAaTop
MaciuTabupyeTcst U COXpaHeH B aMATH 16 IBOMYHBIX pa3psaoB. DTa cTparerus padboTaeT O4eHb
XOpOIIO, XOTSl 3TO OTPAHUYUBAET, KaK HEKOTOPbIE AJITOPUTMbI JOJKHBI ObITh BBIMOJHEHBI. JlJist
CpaBHEHMsI, TUIABAIOIIAs 3aIsATasi UMEET TaKOM HU3KUM IIyM KBaHTOBAHUS, YTO 3TU METOJBI SB-
JISIFOTCSA OOBIYHO HE HEOOXOIVMMBIMHU.

In addition to having lower quantization noise, floating point systems are also easier to develop
algorithms for. Most DSP techniques are based on repeated multiplications and additions. In
fixed point, the possibility of an overflow or underflow needs to be considered after each opera-
tion. The programmer needs to continually understand the amplitude of the numbers, how the
quantization errors are accumulating, and what scaling needs to take place. In comparison, these
issues do not arise in floating point; the numbers take care of themselves (except in rare cases).

B nononuenune k Hanuuuio 0oJiee HU3KOTO IIyMa KBAaHTOBAHUS, CUCTEMEBI C TUIABAIONICH 3amsaTON
TakKe IMpoIie, 9To0bl pazpadborarh anropuTMsbl 1ist. boasmuHcTBO MeTo0B [IOC ocHOBaHO Ha
MMOBTOPHBIX YMHOKCHHSX U CIIOKECHUAX. B (hUKcHpoBaHHON TOUYKE, BOZMOKHOCTh TIEPEIIOIHEHUS
WM aHTUIIEPETIONHEHUS JODKHA PACCMOTPEThCA Mociie Kaxaou onepanuu. [Iporpammuct no:i-
JKEH HETIPEPHIBHO MOHATH AMILTUTY/Iy YHCEI, KaK OIMMMOKH KBAaHTOBAaHWS HAKAIUIMBAIOTCS, M Ka-
KHe MacITaOupyromue NoTpeOHOCTH UMeTh MecTo. Ha cpaBHeHHH, 3TH TTpo0JIeMbl HE BO3HUKA-
10T B TUTABAIOIICH 3aIsITOM; Yncia 3a00TATCs 0 cebe (KpoMe PeIKUX CIIy4aeB).

To give you a better understanding of this issue, Fig. 28-7 shows a table from the SHARC user
manual. This describes the ways that multiplication can be carried out for both fixed and floating
point formats. First, look at how floating point numbers can be multiplied; there is only one way!
That is, Fn = Fx * Fy, where Fn, Fx, and Fy are any of the 16 data registers. It could not be any
simpler. In comparison, look at all the possible commands for fixed point multiplication. These
are the many options needed to efficiently handle the problems of round-off, scaling, and format.
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UroObl nate Bam mydmiee moHuMaHHe 3TOM mpobiembl, puc. 28-7 Moka3blBaeT TaOIHIy OT
SHARC pykoBoacTBa MO 3KCIUTyaTallMU. DTO OMHUCHIBAET MYyTH, KOTOPHIMU YMHOKEHUE MOMKET
OBITH BBITIOJIHEHO JUIA U 7151 QUKCHUPOBAHHBIX (OPMATOB U (hOPMATOB C IIaBarolei 3amsaroil. Bo
NEPBBIX, CMOTPUTE, KaK YKCia C MJIaBaloUIel 3amaToil MOryT ObITh YMHOXKEHBI, UMEETCSI TOJIBKO
onuH myTh! To ectb Fn = Fx * Fy, rue Fn, Fx, u Fy - mo6oi u3 3Tux 16 perucTpoB JaHHbIX. ITO
HE MOTJIO OBITh JTF000# OoJee mpoctoe. s cpaBHEHUs, CMOTPUTE Ha BCE BO3MOXKHBIE KOMaH IblI
JUIE YMHOXEHHUSI Yucell ¢ (PUKCUPOBAHHON TO4YKOW. OHHM - MHOTHE MapaMeTpbl, HEOOXOANMBIE,
yT0OBI 3P (heKTHBHO 00paboTaTh MPOOIEMBI OKPYTIICHHS, MacIITAOMPOBAaHUS, M popMara.

Fixed Point Floating Point
KEn =Ex * Ry { |‘ﬁ||‘-| Fli Fn=Fx*Fy
MR vl ol ]
MR FR
KEn = MR + BEx*Ry | ‘~||H| Fli
En =MRDB I L]
MRF = MRl R
MRB = MRB
Rn =MRF | - Rx*Ry { |H||H| Fl)
Rn  =MRB ul ol
MRF = MRF R
MRE =MRRB
Rn = SATMRF (SD)
Rn = SATMRB (L)
MRF = SAT MRI (S5)
MRE = SAT MRB (UF)
Rn = RND MR (SF) |
Rn  =RND MRR (UF)
MRF = RND MRI
MRB = RND MRB

| MREF =0
MREB
| MEx | = En
MExH
En = |."-1Rx|
MExB
FIGURE 28-7

Fixed versus floating point instructions. These are the multiplication instructions used in the SHARC DSPs. While
only a single command is needed for floating point, many options are needed for fixed point. See the text for an ex-
planation of these options.

PUCYHOK 28-7

OUKCHPOBAHHBIN MMPOTUB KOMAaH/ C IDIaBAMOMIEH 3amsaToi. OHU - KOMaHAbl YMHOXKEHUS, ucrnonb3yemsle B SHARC
LCII. B To BpeMs kKaKk TOJNBKO €AMHCTBCHHAs KOMaHAa HEOOXOIMMa /IS TUTABAOIICH 3aIsATOH, MHOTO IapaMeTpOB
HEeo0X0JUMBI 7151 GUKCUPOBAHHOM TOUKU. CM. TEKCT I OOBSICHEHHS 3THX [IapaMeTpPOB.

In Fig. 28-7, Rn, Rx, and Ry refer to any of the 16 data registers, and MRF and MRB are 80 bit
accumulators. The vertical lines indicate options. For instance, the top-left entry in this table
means that all the following are valid commands: Rn = Rx * Ry, MRF = Rx * Ry, and MRB =
Rx * Ry. In other words, the value of any two registers can be multiplied and placed into another
register, or into one of the extended precision accumulators. This table also shows that the num-
bers may be either signed or unsigned (S or U), and may be fractional or integer (F or I). The
RND and SAT options are ways of controlling rounding and register overflow.
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B puc. 28-7, Rn, Rx, u Ry otHOCcATCS K mr000My m3 3THX 16 peructpos nanueix, 1 MRF, 1 MRB
- cymmaropsl 80 TBOMUYHBIX pa3psoB. BepTukanbHble CTpOKH yKa3bIBalOT mapameTpsl. Hampu-
Mep, BEPXHHUH JIEBBIN BXOJl B 3TOW TaOJHIIC O3HAYAET, YTO BCE CICAYIONIEe MMEET CHUITy KOMaH-
ael: Rn = Rx * Ry, MRF = Rx * Ry, 1 MRB = Rx * Ry. JIpyrumu cinoBamu, 3Ha4eHUE U3 JTHOOBIX
JIBYX PETUCTPOB MOXKET OBITH YMHOXKEHO U MMOMEIIEHO B APYTOil perucTp, WIK B OAUH U3 PACIIH-
PEHHBIX CYMMaTOPOB IPEU3MOHHOCTH. DTa TabJIMIIa TAK)Ke MOKAa3bIBAET, YTO YNCIIA MOTYT OBITH
Wiy noanucanbl win 6e3 3Haka (S wiu U), u MoryT ObITh IpoOHBI Wiu 1ienouucieHHsie (F wim
I). RND u SAT, napameTpsl - yTH yIpaBICHUsI IEPENIOTHEHUEM PETUCTPA U OKPYIJIEHUEM.

There are other details and options in the table, but they are not important for our present discus-
sion. The important idea is that the fixed point programmer must understand dozens of ways to
carry out the very basic task of multiplication. In contrast, the floating point programmer can
spend his time concentrating on the algorithm.

NmeroTcst apyrue noapoOHOCTH U NapaMeTpbl B TaOIUIE, HO OHM HE Ba)KHBI JJIsl HAILIETO CyIle-
CTBYIOLIETO OOCYX/eHUs. BakHas uaest COCTOUT B TOM, YTO HMPOTPaMMHUCT (PUKCHPOBAHHOM
TOYKH JOJKEH MOHITh MHOKECTBA CIIOCOOOB BBIITOJHUTH CAMYI0 OCHOBHYIO 3a/1a4y YMHOKEHHUS.
HanpoTus, nporpaMMuCT IJIaBaOLIEH 3aITONM MOXKET TPATUTh CBOE BPEMsl, KOHLEHTPUPYSCh HA
aJrOpUTME.

Given these tradeoffs between fixed and floating point, how do you choose which to use? Here
are some things to consider. First, look at how many bits are used in the ADC and DAC. In many
applications, 12-14 bits per sample is the crossover for using fixed versus floating point. For in-
stance, television and other video signals typically use 8 bit ADC and DAC, and the precision of
fixed point is acceptable. In comparison, professional audio applications can sample with as high
as 20 or 24 bits, and almost certainly need floating point to capture the large dynamic range.

OTH TaHHBIE CICNIKU MEXTY (PUKCHPOBAHHOM M IUIABAOLICH 3amaToii, Kak Bl BeIOMpaeTe, 4ToObI
HCTIONB30BaTh? MIMeITcss HEKOTOphIE BEUM PacCMOTPeTh. Bo MEpBBIX, CMOTPHUTE, CKOJIBKO OH-
ToB ucnonb3ytorcs B ALIT u LIAIL. B mHOrHX npunoxenusx, 12-14 OuT B ceKyHIy - niepecede-
HUE I UCIOJIb30BaHUs (PMKCUPOBAHHOTO MIPOTHB IuIaBaroliel 3ansaToi. s obpasua, TeneBu-
JI€HUE U JpyTrUe BUACOCUTHAJIBI TUIIHYHO Hcnonb3yeT 8 paspsaubie AL u LAIT n npenusnosn-
HOCTb (PMKCHPOBAHHOM TOUYKHM IpuemsieMa. Jlns cpaBHeHMs, po(ecCHOHaIbHBIE 3BYKOBBIE MPH-
JIOKEHUSI MOTYT HPOHM3BOIUTH BBHIOOPKY C CTOJIb K€ BBICOKO Kak 20 winu 24 OuTa, ¥ MOYTH KO-
HEYHO HYXXJIAThCS B IUIABAIOIICH 3amsATOM, YTOOBI (PMKCHPOBATH OOJIBIION JTUHAMUYECKHH M-
1a30H.

The next thing to look at is the complexity of the algorithm that will be run. If it is relatively
simple, think fixed point; if it is more complicated, think floating point. For example, FIR filter-
ing and other operations in the time domain only require a few dozen lines of code, making them
suitable for fixed point. In contrast, frequency domain algorithms, such as spectral analysis and
FFT convolution, are very detailed and can be much more difficult to program. While they can
be written in fixed point, the development time will be greatly reduced if floating point is used.

Crnenyroiasi Bel[b CMOTPETH - CJI0KHOCTh JITOPUTMa, KOTOPBIN OyneT BbinosiHeH. Eciu 310 0T-
HOCHUTEIJIBHO TPOCTO, TyMaiTe (PUKCHUpPOBAaHHAs TOYKA; €CIU ATO OOJbIIE YCIOKHEHO, TyManTe
mnaBaromas 3amstas. Hanmpumep, KUX-dunbrpanus u apyrue omepanuu B JOMEHE BPEMEHH
TpeOyeT TOJIbKO HECKOJIBKUX CTPOK MPOTPaMMBI, Jeias X NOAXOAAUIMMHU A1 (PUKCUPOBAHHON
Toukd. HampoTuB, aJirOpuTMbl 4aCTOTHOT'O JOMEHA, THMA CIEKTPAJIbHOIO aHAlIW3a U CBEPTKU
BII®, ouens aeTann3upoBaHbl U MOTYT ObITh HAMHOTO OoJyiee TPyIHBI IPOrpaMMUpOBaTh. B TO
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BpeMs KaKk OHU MOTYT OBITh HalucaHbl B (PUKCUPOBAHHON TOYKE, BpeMs Ha pa3paboTKy Oyaer
OYEHb COKPAIICHO, €CIH IUIABAIONIAst 3aIIATast UCTIOIb3yEeTCs.

Lastly, think about the money: how important is the cost of the product, and how important is the
cost of the development? When fixed point is chosen, the cost of the product will be reduced, but
the development cost will probably be higher due to the more difficult algorithms. In the reverse
manner, floating point will generally result in a quicker and cheaper development cycle, but a
more expensive final product.

Hakonern, gymaiiTe OTHOCHTEIIFHO JICHET: HACKOJIBKO BaXKHA - CTOMMOCTD M3/EHS, U HACKOJIBKO
Ba)kKHA - CTOMMOCTb pazButusi? Kornma ¢ukcupoBanHas Touka BbIOpaHa, CTOMMOCTh u3nenus Oy-
JIeT COKpaIllleHa, HO CTOMMOCTB Pa3BUTHsI OyJIeT BEPOSTHO BBIIIE U3-3a 00Jiee TPYAHBIX aJITOPHT-
MOB. OOpaTHBIM CITIOCOOOM, TUTABAOINAs 3arsTas OyJeT BOOOIIe MPUBOIUTE K Ooiee ObICTpOMY
u OoJiee IemeBoOMy MEpUOY Pa3BUTHS, HO Oojiee TOpOroMy KOHEYHOMY HMPOIYKTY.

Figure 28-8 shows some of the major trends in DSPs. Figure (a) illustrates the impact that Digital
Signal Processors have had on the embedded market. These are applications that use a micro-
processor to directly operate and control some larger system, such as a cellular telephone, mi-
crowave oven, or automotive instrument display panel. The name "microcontroller" is often used
in referring to these devices, to distinguish them from the microprocessors used in personal com-
puters. As shown in (a), about 38% of embedded designers have already started using DSPs, and
another 49% are considering the switch. The high throughput and computational power of DSPs
often makes them an ideal choice for embedded designs.

Pucynok 28-8 mnoxasbiBaer HekoTtopsle W3 riaBHbiX TeHjaeHuuid B L[CII. Pucynox (a)
WUTIOCTPUPYET BIUsiHUE, KoTopoe L{udpoBrie curHanbHble MPOLECCOPHl UMETH Ha 8HeOPEeHHOM
pbiake. OHHU - IPUIIOKEHHUSI, KOTOPBIE UCTIONIB3YIOT MUKPOIIPOLIECCOP, YTOObI HEMOCPEICTBEHHO
ONEpUpPOBaTh M YMPABIATH HECKOJIbKO OOJIbLICH CHUCTEMOW, THUIMa SYEUCTOro TejedoHa,
MHUKPOBOJTHOBOI TeuH, WM aBTOMOOMJIBHOM HMHCTPYMEHTAlIbHOM maHenu nucruies. Ha3Banue
"MUKpPOKOHTPOJUIEP" 4YaCTO HCMOJB3YETCAd B YTO KACAETCS ATUX YCTPOMCTB, OTIWYAWUTE MX OT
MHUKpPOIIPOLIECCOPOB, MCIOIb3YyEMBIX B IEPCOHANBHBIX KoMIbloTepax. Kak mokasaHo B (a),
npulan3uTenbHo 38% BHYTPEHHHX MPOEKTHPOBIIMKOB yke Hauainu ucnonb3oBath LICIL, u
apyrue 49 % paccMaTpUBAaIOT TMEPEKIIOUYEHHE Ha HHUX. BbICOKash MNpPOM3BOJUTEIBHOCTh H
BbuncautensHas momib L[CII wacto nemaoT uX uAeadbHBIM BBIOOPOM [UIsl BHEIPEHHBIX
IPOEKTOB.

As illustrated in (b), about twice as many engineers currently use fixed point as use floating point
DSPs. However, this depends greatly on the application. Fixed point is more popular in competi-
tive consumer products where the cost of the electronics must be kept very low. A good example
of this is cellular telephones. When you are in competition to sell millions of your product, a cost
difference of only a few dollars can be the difference between success and failure. In compari-
son, floating point is more common when greater performance is needed and cost is not impor-
tant. For instance, suppose you are designing a medical imaging system, such a computed tomo-
graphy scanner. Only a few hundred of the model will ever be sold, at a price of several hundred-
thousand dollars each. For this application, the cost of the DSP is insignificant, but the perform-
ance is critical. In spite of the larger number of fixed point DSPs being used, the floating point
market is the fastest growing segment. As shown in (c), over one-half of engineers using 16-bits
devices plan to migrate to floating point at some time in the near future.

Crounb ke mutocTpupoBaHo B (b), BIBoe 0oIbIlle HHKEHEPOB B HACTOSIIEE BPEMS UCTIOIB3YIOT
[ICII ¢ ¢huxcupoBaHHOM TOUKOU, YeM HHKeHEepoB rcnoib3yomux [[CIT ¢ miaBaromeit 3ansaToi.
Opnako, 3TO 3aBHCHUT OY€Hb OT MPHIIOKEeHUA. DUKCUPOBaHHAs TOYKa Oojee MOomyJsipHa B KOH-
KYPEHTOCTIOCOOHBIX M3AENUAX MOTPEOUTENs, T/I€ CTOUMOCTD SJIEKTPOHUKHU JTOJDKHA COXPAHUTHCS
(c) ABTOKC, Canxr-IlerepOypr, http://www.autex.spb.ru, e-mail: info@autex.spb.ru
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OYCHb HU3KOH. XopoImuii mpumep 3Toro - s;iueuctoie Tenedonsl. Korna Bel Haxoaurecs Ha co-
PEBHOBaHHUM, YTOOBI MMPOJATh MUJUIMOHBI BAalllero M3eNus(IIPOrpaMMbl), pa3HOCTh CTOMMOCTH,
TOJILKO HECKOJIBKO J0JIJIAPOB MOTYT OBITh Pa3HOCTBIO MEXKAY yCIIeXOM M Heyaadel. J{is cpaBHe-
HUS, TUTaBaromas 3amsras Oojee oObIuHA, Korga Oosbmias 3¢PGEeKTUBHOCTH HEOOXOauMa, U
CTOMMOCTH He BaxkHa. Hampumep, npeanonoxute, uto Bl pa3pabaTsiBaeTe MEAUIUHCKYIO CHC-
TEMY OTOOpa)KeHHsI, TAKYI0 KaK CKaHep KOMITbIOTepHON ToMorpaduu. ToabKo HECKOIBKO COTEH
Mojenelt OyeT Koraa-audo MpoaHo, Mo [eHe HECKOIBKUX COTEH THICSY JIOJUTAPOB 3a KAXKIbIH.
st aToro mpuinoxenusi, croumoctsh L[CI1 Hesnavamas, Ho 3pdexkTuBHOCTh KpuTHieckas. He-
cMOTps Ha Gonbimid yncio ucronb3yembix LICII ¢ pukcupoBaHHON TOUKOH, PBIHOK TJIaBaIOIIEH
3amsATON - caMblii OBICTPBIN cerMeHT pocrta. Kak moka3ano B (), 10 TOJOBUHBI HHKEHEPOB, HC-
MOJIL3YIOMUX 16-pa3psiiHbIe YCTPONCTBA IUIAHUPYIOT MEPEUTH K TUIABAIOIICH 3amsaToil B Onu-
KauIem Oy IyImeM.

4. Changing from uProc to DSP

Considering

Have Already
Changed

b. DSP currently used

Not
Fixed Point Considering

c. Migration to floating point

Floating Point

No Plans

Migrate
Next
Design

Migrate
Next Year

Migrate
in 2000

FIGURE 28-8

Major trends in DSPs. As illustrated in (a), about 38% of embedded designers have already switched from conven-
tional microprocessors to DSPs, and another 49% are considering the change. In (b), about twice as many engineers
use fixed point as use floating point DSPs. This is mainly driven by consumer products that must have low cost elec-
tronics, such as cellular telephones. However, as shown in (c), floating point is the fastest growing segment; over
one-half of engineers currently using 16 bit devices plan to migrate to floating point DSPs

PUCYHOK 28-8

I'naBubie Ternenim B LICII. Kak mimmroctpupoBaso B (a), mpubnusutensHo 38 % BHEAPEHHBIX MTPOSKTUPOBIIUKOB
y’ke 3aMeHMIH 00braHbIe MuKponporneccops! Ha L[CII, u apyrue 49 % paccmarpusaer 3ameny. B (b), BiBoe 6oinbiue
nmkeHepoB ucnoinb3yot L[CIT ¢ pukcrupoBaHHOI TOUKOM, YeM HH)XEHEpOB, KoTopbie ucnonb3yeT LICII ¢ mnaBato-
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el 3amaToid. DTo IIaBHBIM 00pa3oM YIPaBISETCS M3JENUSIMUA TOTPEOUTENs, KOTOPbIE JTOKHBI UMETh JEIIEBYIO
JJIEKTPOHUKY, THIA SYEUCTHIX TeiedoHoB. OmHAKO, Kak [MOKa3aHO B (C), IUIaBaloOIIas 3arsrasi - camblil ObICTPBIN
CETMEHT pPOCTa; TI0JOBHHA MHXEHEPOB, B HACTOSIIEE BPEMS UCIONB3YIONMX |6-pa3psaHble YCTPOCTBa INIAaHUPYIOT
nepeitu k L{CII nnaBatomeit 3ansaToit

Before leaving this topic, we should reemphasize that floating point and fixed point usually use
32 bits and 16 bits, respectively, but not always. For instance, the SHARC family can represent
numbers in 32-bit fixed point, a mode that is common in digital audio applications. This makes
the 2** quantization levels spaced uniformly over a relatively small range, say, between -1 and 1.
In comparison, floating point notation places the 2°* quantization levels logarithmically over a
huge range, typically +3.4x10® . This gives 32-bit fixed point better precision, that is, the quan-
tization error on any one sample will be lower. However, 32-bit floating point has a higher dy-
namic range, meaning there is a greater difference between the largest number and the smallest
number that can be represented.

[lepen ocraBieHUEM 3TOM TEMBI, MBI JIOJKHBI TOBTOPHO TOAYEPKHYTh, YTO TUIABAOIIAS 3aIIsTast
U (UKCUPOBaHHAs TOUKA OOBIYHO UCHOJB3YIOT 32 OuTa U 16 GUTOB, COOTBETCTBEHHO, HO He 8ce-
2da. Hanmpumep, SHARC ceMelCTBO MOKET MPEACTaBIATh YUCIa B pekuMe 32-pa3psaHoil Gpuk-
CHUPOBAHHOM TOYKH, PEKUM, KOTOPBIH SBISETCS OOBIYHBIM B IIU(PPOBBIX 3BYKOBBIX MPHUIIOKEHU-
sIX. DTO memaer 2°° ypoBHS KBAHTOBAHHS Pa3eIbHBIMU PABHOMEPHO IO OTHOCHTETBHO Y3KOMY
JMana3oHy, CkaxeM, Mexxay -1 u 1. Jlnsg cpaBHeHMs], cucTeMa ¢ IUIaBaloIIel 3amsaTol pa3menaer
2% ypoBHS KBAHTOBAHMS, JTOrAPHU(PMITUECKH 110 OFPOMHOMY JHAIA30Hy, THIIHYHO +3.4x10°*. D10
naet 32-pa3psaHoi GUKCUPOBAHHOM TOUKE, J1yuiuyi0 TPEUU3NOHHOCTh, TO €CTh OLIMOKa KBaHTO-
BaHUs Ha JIt000M BbIOOpKE Oyner OGonee Hu3Kasd. OpHako, 32-pa3psaHas IUIaBarolas 3arsrTas
umeeT 0osiee BBICOKUN OuHamuieckuli Ouana3oH, 4To 0O3Ha4aeT YTo UMeeTcst OoblIast pa3HOCTh
MEXIY CaMbIM OOJIBIIMM YHCJIOM M CAMBIM MAJICHBKUM YHCIIOM, KOTOPOE MOXKET OBITh Tpej-
CTaBJICHO.

C versus Assembly

Cu nporus Tpancasiuuu(acceMOJIUPOBAHUA)

DSPs are programmed in the same languages as other scientific and engineering applications,
usually assembly or C. Programs written in assembly can execute faster, while programs written
in C are easier to develop and maintain. In traditional applications, such as programs run on per-
sonal computers and mainframes, C is almost always the first choice. If assembly is used at all, it
is restricted to short subroutines that must run with the utmost speed. This is shown graphically
in Fig. 28-9a; for every traditional programmer that works in assembly, there are approximately
ten that use C.

[1CII 3anporpaMMUpOBaHbI Ha TEX K€ CaMBbIX S3bIKAaX KaK APYTHE HAyYHbIE U TEXHUYECKUE TIPU-
noxkenust, 00br9yHO accemOniep wim CU. Ilporpammel, HamucaHHbIe Ha accemOliepe, MOTYT BbI-
HOJHATHCS OBICTpEE, B TO BpeMs Kak MporpamMmsl, Hanucanusle B CU npoiie, yToOb! pa3padbatsl-
BaTh U OOCITYKUTh. B TpaJUIIMOHHBIX MPHJIOKEHHUIX, THIIA TPOrPaMM, BBITIOJTHEHHBIX Ha TIEPCO-
HaJIbHBIX KOMIbIOTEepax M yHuBepcaibHbX DBM, CU - nmoutu Bcerna nepssiit BeIOOp. Ecin ac-
ceMOIMPOBaHUE UCTIONIB3YETCS BOOOIIE, TO OTPAHNIEHO KOPOTKUMH TOJIPOTrpaMMaM, KOTOPBIE
JIOJDKHBI paboTaTh ¢ MpeAeIbHBIM ObICTpOeicTBUEM. DTO NOKa3aHO rpaguuecku Ha puc. 28-9a;
Ha KaXJOro MpOrpaMMHUCTa, KOTOPBIM TPaJUIMOHHO paboTaeT Ha acceMOJMPOBAHUU, UMEETCS
NpUOIU3UTENBHO JECATh TeX, KTO ucnonb3yer CH.

However, DSP programs are different from traditional software tasks in two important respects.
First, the programs are usually much shorter, say, one-hundred lines versus ten-thousand lines.
Second, the execution speed is often a critical part of the application. After all, that's why some-
one uses a DSP in the first place, for its blinding speed. These two factors motivate many soft-
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ware engineers to switch from C to assembly for programming Digital Signal Processors. This is
illustrated in (b); nearly as many DSP programmers use assembly as use C.

Opnnako, nporpammel [HOC oTnnyaroTcst OT TPaAMIIMOHHBIX MPOTPAMMHBIX 3a7ad B JABYX Bax-
HBIX OTHONICHUSAX. BO MepBBIX, MpOrpaMmbl - OOBIYHO HAMHOTO KOpPOYe, CKaKeM, CTPOKHU C Of-
HOHM COTHEH MPOTHUB CTPOK C JNECATHIO ThICSTYaMHU. BO BTOPBIX, OBICTPO/ICHCTBHUE BBITIOJHEHUS -
4acTO KPUTHUYECKAsl 4YacTh MPUIIOKEHHsI. B KOHIIE KOHIIOB, UMEHHO MTO3TOMY KTO - TO UCIIOJIb3YET
[ICIT Bo-mepBBIX, ISl €ro OCIEIUISIONEro OBICTpOAeHCTBUS. DTH NBa (aKTopa MOTHUBUPYIOT
MHOTO TPOrPaMMHBIX HH)KEHEpOB, uToObI mepekmounts CH Ha acceMOnupoBaHue A MPO-
rpammupoBanus [{udposeix Curnanpabix [IporeccopoB. Oto mmmoctpupoBano B (b); modru
tak MHOTO nporpammuctoB LIOC ucnomnb3yer acceMOimpoBanue, kKak ucrnonb3ytor CH.

|a. Traditional Programmers | |h_ DSP Programimers |
Assembly Assembly
C C
FIGURE 28-9 . |¢. DSP Revenue |
Programming in C versus assembly. As
shown in (a). only about 10% of traditional Assembly

programmers (such as those that work on
personal computers and mainframes) use
assembly., However, as illustrated in (b),
assembly is much more common in Digital
Signal Processors. This is because DSP
programs must operate as fast as possible,
and are usually guite short, Figure {¢) shows
that assembly is even more common in
products that generate a high revenue. C

FIGURE 28-9
Programming in C versus assembly. As shown in (a), only about 10% of traditional programmers (such as those that

work on personal computers and mainframes) use assembly. However, as illustrated in (b), assembly is much more
common in Digital Signal Processors. This is because DSP programs must operate as fast as possible, and are usu-
ally quite short. Figure (c) shows that assembly is even more common in products that generate a high revenue.

PUCYHOK 28-9

IIporpammupoBanue B C mpoTtuB TpaHcismun(accemomupoBanus). Kak mokazaHo B (a), TOJIbKO mpuOmm3uTensHo 10
% TpagUIHOHHBIX MPOTPAMMHUCTOB (THIIa TeX, YTO paboTa Ha MEPCOHAIBHBIX KOMITBIOTEPAaX W YHHBEPCAIHHBIX
OBM) wucnonedyer TpaHcisiuuio(accemonupoBanue). OpaHako, Kak wuitoctpupoBaHo B (b), TpaHCs-
usi(acceMOIMpPOBaHUe) HAMHOTO OoJiee 00bIYHA B L[U(POBOSX CHTHATIBHBIIN MPoIeccop. DTO - TO, HOTOMY YTO MPO-
rpammMbl DSP 10/DKHBI ONIEpUpPOBATh C TAKOW CKOPOCTHIO KaK BO3MOXKHBIH, U 0OBIYHO BeChbMa KOPOTKH. PucyHok (c)
MOKAa3bIBACT, YTO TPaHCIAIMsI(acceMONIMpOBaHKe) yeTHas: Oojiee 0ObIUHA B M3ACTHIX(MPOrpaMMax), KOTOpbIe TeHE-
PHUPYIOT BRICOKUH JTOXO/I.

Figure (c) takes this further by looking at the revenue produced by DSP products. For every dol-
lar made with a DSP programmed in C, two dollars are made with a DSP programmed in assem-
bly. The reason for this is simple; money is made by outperforming the competition. From a pure
performance standpoint, such as execution speed and manufacturing cost, assembly almost al-
ways has the advantage over C. For instance, C code usually requires a larger memory than as-
sembly, resulting in more expensive hardware. However, the DSP market is continually chang-
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ing. As the market grows, manufacturers will respond by designing DSPs that are optimized for
programming in C. For instance, C is much more efficient when there is a large, general purpose
register set and a unified memory space. These future improvements will minimize the differ-
ence in execution time between C and assembly, and allow C to be used in more applications.

Pucynoxk (c) 6eper 3TOT mambHEWUIIUHA CMOTPSIIMK Ha JOXOJ, MPOU3BEICHHBIN IporpaMMamMu
HOC. dna kaxaoro nonnapa, caenantoro ¢ LHHOC, nporpammupys Ha CH, nBa nomnapa cienassl
¢ 1HOC, nporpammupoBanuemM Ha accemOnepe. [IpudumHa 171 3TOro mMpocTa; JEHBIH CHETaHBI,
IPEBOCXOJIS 10 OBICTPOCHCTBUIO copeBHOBaHME. C YUCTON TOYKM 3peHus 3 (HEeKTUBHOCTH, TH-
na ObICTPOAEHCTBUS BBINOJHEHHS U MPOU3BOAALIMA CTOMMOCTb, aCCEMOJIMPOBAHKUE MTOYTH BCE-
raa umeet npeumymiectso nepex CHU. Hampumep, kox Cu oObyHO TpeOyeT Oosblel mamsiTH
yeM acceMOIMpOoBaHUE, MPUBOAA K Oosee AOPOrMM ammapaTtHelM cpencTtBaM. OJIHaKO, PHIHOK
HOC nenpepsiBHO n3MeHseTcs. I10CKOIbKY PBIHOK pacTeT, M3TOTOBUTENN OTBETAT, pa3padarbl-
Bas L[CII, kotopeie onTuMu3npoBanbl s mporpammupoBanus B CU. Hanpumep, Cu HaMHOTO
6onee 3¢hexTuBeH, KOraa UMeeTcs: OOJBIION, YHUBEPCAIbHBIA HA0Op PETUCTPOB M 00BEIMHEH-
HOE€ MPOCTPAHCTBO HAMATH. DTH OyJylMe YTOUYHEHHsS MUHMMHU3HMPYIOT Pa3HOCTh BO BPEMEHHU
BeinosiHeHust Mexy CU u accemOnupoBanuem, u no3BoisaT CH ucnonb3oBatbes B 00JIbIIEM KO-
JINYECTBE MPUIOKECHUI.

To better understand this decision between C and assembly, let's look at a typical DSP task pro-
grammed in each language. The example we will use is the calculation of the dot product of the
two arrays, x [ ] and y [ ]. This is a simple mathematical operation, we multiply each coefficient
in one array by the corresponding coefficient in the other array, and sum the products, i.e. x[0] x
y[0] + x[1] x y[1] + x[2] x ¥[2] + .... This should look very familiar; it is the fundamental opera-
tion in an FIR filter. That is, each sample in the output signal is found by multiplying stored
samples from the input signal (in one array) by the filter coefficients (in the other array), and
summing the products.

UroOslI Jtydiie HoHUMATh 3T0 perienne Mexay CU u accemOnupoBaHueM, JaBaiiTe pacCMOTPUM
tunnuHyto 3agaqy [{OC, 3amporpaMMupoBaHHYIO Ha KaXXJ0M si3bIke. [Ipumep, KOoTopbIit MBI Oy-
JIEM HCTIONB30BaTh - BEIUUCICHUE CKAIAPHO20 Npoussedenus IByX MacCUBOB, x[ | u y[ ]. OTo -
pocTas MaTeMaTHuecKas OIepalys, Mbl YMHOXaeM Kaxabli Kod(h(UIHUEHT B OJHOM MaccuBe
Ha COOTBETCTBYIOMIMK KO3()(UIIMEHTOM B JAPYyroM MaccHBe, 1 CyMMHPYEM INPOU3BEICHHS, TO
ectb x[0] x y[0] + x[1] x y[1] + x[2] x y[2] + ... . DTO AOJKHO BBITJSAAETh OUEHb 3HAKOMBIM; 3TO
- (ynnamenranbHas onepanus B nmporpamme ¢punbrpanun ¢ KNUX. To ecth kaxnaas BbIOOpKa B
CUTHAJIE BBIXOJA HaillieHa, YMHOXas COXpaHEHHbIE BHIOOPKU OT BXOJHOTO CUTHaja (B OJHOM
MaccuBe) KodddurmenTamMu GpuiabTpa (B ApyroM MaccuBe), U MOJABOJISI CYMMY ITPOU3BEACHUH.

Table 28-2 shows how the dot product is calculated in a C program. In lines 001-004 we define
the two arrays, x [ ] and y [ ], to be 20 elements long. We also define result, the variable that
holds the calculated dot product at the completion of the program. Line 011 controls the 20 loops
needed for the calculation, using the variable n as a loop counter. The only statement within the
loop is line 012, which multiplies the corresponding coefficients from the two arrays, and adds
the product to the accumulator variable, s. (If you are not familiar with C, the statement: s + =
x[n] * y[n] means the same as: s = s + x[n] * y[n]. After the loop, the value in the accumulator, s,
is transferred to the output variable, result, in line 013.

Tabmuia 28-2 moka3bIBaeT, KaK CKaJSIpHOE MPOU3BEACHHE paccunTaHo B nporpamme CHU. B
crpokax 001-004 mbl onpenensieM aBa MaccuBa, x[ | u y[ |, mo 20 snemMeHToB JUIMHHOW. MBI Tak-
e OompeeNnseM MEPeMEHHYI0 result, KOTOpasi COAEPKUT PacueTHOE CKaJspPHOE MPOU3BEACHUE
npu 3aBepuieHuH nporpammbl. Ctpoku 011 ympasistoT 3tumu 20 HUKIaMH HEOOXOAUMBIE IS
BBIUMCJIEHMSI, UCTIONIb3Y sl IEPEMEHHYIO /1 KaK CYETUUK LIMKJIAa. EAMHCTBEHHAs MHCTPYKLMS B IIpe-
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nenax nukia - ctpoka 012, koTopast yMHOXaeT COOTBETCTBYIOIUE KO3()(DUIIUEHTHI OT IByX Mac-
CUBOB, U MPUOABJISET MPOU3BEICHHUE K IEPEMEHHON cymMmaropa, s. (Eciu Ber He 3Hakombl ¢ CU,
WMHCTpYKIUA: s + = x[n] * y[n] o3nauyaer ToT ke camoe Kak: s = s + x[n] * y[n]). [locne nukna,
3HaYCHHE B CYMMATOpE, S, IEpeIaHo IepeMeHHoM result, B cTpoke 013.

001 | #define LEN 20
002 float dm x[LEN];
003 float pm y[LEN];
004 float result;

TABJIMIA 28-2 CkansipHoe npousseaetue B CU. Dra mpo- 005
rpamMma BBIYHCIISCT CKAJISAPHOE MPOU3BEICHHE JIBYX MAaCCH- 006 | main()
BOB, X[ | u y[ ], U coxpaHseT pe3ynbTaT B HNEPEMEHHOI, 007
result. 008 {
009 int n;
010 | floats;

011 for (n=0;n<LEN;n++)
012 s += x[n]*y[n];

013 result =s

014 |}

A key advantage of using a high-level language (such as C, Fortran, or Basic) is that the pro-
grammer does not need to understand the architecture of the microprocessor being used; knowl-
edge of the architecture is left to the compiler. For instance, this short C program uses several
variables: n, s, result, plus the arrays: x [ ] and y [ ]. All of these variables must be assigned a
"home" in hardware to keep track of their value. Depending on the microprocessor, these storage
locations can be the general purpose data registers, locations in the main memory, or special reg-
isters dedicated to particular functions. However, the person writing a high-level program knows
little or nothing about this memory management; this task has been delegated to the software en-
gineer who wrote the compiler. The problem is, these two people have never met; they only
communicate through a set of predefined rules. High-level languages are easier than assembly
because you give half the work to someone else. However, they are less efficient because you
aren't quite sure how the delegated work is being carried out.

KiroueBoe mpenMyniecTBO MCHOJB30BaHUs S3bIKOB BhICOKOro ypoBHs (Tuma CHU, ®OPTPAH,
wir BAVICUK) cocTOMT B TOM, 9TO HPOrPaMMHCT HE JOIDKCH [OHUMATb apXHTEKTYDPY HCIIONb-
3yeMOro MUKPOIPOIECCOPa; 3HAHUE aPXUTEKTYPbl OCTaBIECHO KoMnuisTopy. Hampumep, 3ta ko-
potkas nporpamma CU ucmonb3yeT HECKOJIbKO EPEMEHHBIX: 1, S, result, TUTI0C MacCUBHL: X[ |
y[ ]. Bce aTH mepeMeHHbIe TOJDKHBI OBITh Ha3HaYeHB! "home" B ammapaTHBIX CpeACTBaX CICAHUTH
3a X 3HaYeHUeM. B 3aBUCUMOCTH OT MUKpPOIPOLIECCOPa, 3TU PACIIOIOKEHUS MaMATU(XPaHEHHUS])
MOTYT OBITh YHUBEPCATbHBIC PETUCTPHI TaHHBIX, PACIOJIOKEHUS B OCHOBHOW MaMsTH, WU CIIe-
LUabHBIE PErHCTPhl, BBIIEICHHbIE crenupuyeckuM GyHKIUsIM. OJHAKO, YEeNOBEK, MUIIYIIUN
WHTEHCHUBHYIO MIPOrpamMMy 3HAE€T HEMHOTO WJIM HUYTO OTHOCHUTEIIBHO 3TOTO YIpPaBJICHUS MaMs-
THIO; 3Ta 3a7aya OblIa JIeJeTMpOBaHa MPOTPAMMHOMY HHXKEHEpY, KTO 3alucan KOMIIHIATOP.
[IpoGnema, 3TH IBOE JIFO/ICH HUKOT/Ia HE BCTPEUAINCh, OHU CBS3BIBAIOTCS TOJIBKO uepe3 Habop
MIPEAOTNIPECIICHHBIX TTPaBU. SI3BIKM BBHICOKOTO YPOBHSI MPOIIE YeM acCeMOJIMPOBAHUE, TOTOMY
4yT0o BBl 1aete monoBuHy paboThl KoMy - TO emie. OaHako, oHu MeHee 3G (EKTUBHBI, TOTOMY YTO
Brl He BechbMa yBEpeHBI, Kak JeJIErHpOBaHHAs pa00Ta BBITIOTHICTCS.

In comparison, Table 28-3 shows the dot product program written in assembly for the SHARC
DSP. The assembly language for the Analog Devices DSPs (both their 16 bit fixed-point and 32
bit SHARC devices) are known for their simple algebraic-like syntax. While we won't go
through all the details, here is the general operation. Notice that everything relates to hardware;
there are no abstract variables in this code, only data registers and memory locations.
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Jns cpaBHeHus1, Tabnuma 28-3 MokasbIBaeT MPOrpaMMy CKAISPHOTO MPOU3BENCHHS, HAlKCaH-
nyto Ha accemOnepe s LICIT SHARC. f3six AccemOnep nnst AnanoroBbix Ycrpoiicts LICIT (n
i 16 pa3paaHbix ¢ pukcupoBanHoU Toukoit u 32 paspsinueix SHARC ycTpoiCTB) H3BECTEH 32
WX MPOCTON aJreOpanyecKo-MmoA00HbIN CHHTAaKCHC. B TO BpeMs kKak MbI He OyJieM MpPOXOJIUTh
BCE MOJIPOOHOCTH, UMeeTcs obmas oneparust. OOpatuTe BHUMaHME, YTO 6Ce KacaeTcs ammapar-
HBIX CPEJICTB; HE MMEETCS] HUKAKMX a0CTPaKTHBIX NEPEMEHHBIX B 3TOM KOJIE€, TOJIBKO PETHUCTPHI
JAHHBIX U TYCHKH MTaMSATH.

001 |il2=_y; /* 112 points to beginning of y[ | */

002 | i4=_x; /* i4 points to beginning of x[ ] */

003

004 | cntr=20, do (pc,4) until Ice; /* loop for the 20 array entries */

005 2 =dm(i4,m6); /* load the x[ ] value into register f2 */

006 f4 =pm(il12,m14); /* load the y[ ] value into register f4 */

007 8 = f2*f4; /* multiply the two values, store in {8 */

008 f12 =18 + f12; /* add the product to the accumulator in f12 */

009

010 | dm(_result) = f12; /* write the accumulator to memory */
TABLE 28-3

Dot product in assembly (unoptimized). This program calculates the dot product of the two arrays, x[ ] and y[ ], and
stores the result in the variable, result. This is assembly code for the Analog Devices SHARC DSPs. See the text for
details.

TABJIUIIA 28-3

CkansipHOoe Npou3BeIeHHE Ha acCeMOIMPOBAHUU (HEONTUMH3MPOBAHHOE). JTa MPOrpaMMa BBIYUCIISAET CKAISIPHOE
MIPOU3BEICHUE IBYX MAacCHBOB, X[ | 11 y[ |, M cOXpaHseT pe3yibTaT B IEPEeMEHHOH, result. DT0 - acceMONIepHBIN KOA
s AsanoroBeix YcrpoiicteB SHARC LCII. Cm. TekcT it mogpoOHOCTEH.

001 il2=_y; /* 112 points to beginning of y[ | */
002 |i4=_x; /* i4 points to beginning of x[ ] */
003

004 | 2 =dm(i4,m6), f4 = pm(il2,m14) /* prime the registers */

005 | f8=12*f4, 2 = dm(i4,m6), f4 = pm(i12,m14);

006

007 | lentr =18, do (pc,1) until Ice; /* highly efficient main loop */
008 | f12 =18+ f12, {8 = f2*f4, f2 = dm(i4,m6), f4 = pm(k12,m14);

009

010 f12 =8 + {12, {8 = f2*{4; /* complete the last loop */

011 | f12=18+f12;

012

013 dm(_result) = f12; /* store the result in memory */
TABLE 28-4

Dot product in assembly (optimized). This is an optimized version of the program in TABLE 28-2, designed to take
advantage of the SHARC's highly parallel architecture.

TABJIMLIA 28-4

CkanspHoe Npou3BelieHHe Ha (ONTHMU3UPOBAHHOH) TpaHcsuuu(acceMONMpoBaHum). DTO - ONTHMH3HPOBAHHAS
Bepcust nporpaMmel B TABJIMLIE 28-2, pa3paboranHoe, 4T0OBI BOCIIONB30BAThCS IPEUMYILIECTBOM BBICOKO Iapa-
nenpHOU apxurekTypsl SHARC's.

Each semicolon represents a clock cycle. The arrays x [ ] and y [ ] are held in circular buffers in
the main memory. In lines 001 and 002, registers i4 and 112 are pointed to the starting locations
of these arrays. Next, we execute 20 loop cycles, as controlled by line 004. The format for this
statement takes advantage of the SHARC DSP's zero-overhead looping capability. In other
words, all of the variables needed to control the loop are held in dedicated hardware registers that
operate in parallel with the other operations going on inside the microprocessor. In this case, the
register: /cntr (loop counter) is loaded with an initial value of 20, and decrements each time the
loop is executed. The loop is terminated when /cntr reaches a value of zero (indicated by the
statement: Ice, for "loop counter expired"). The loop encompasses lines 004 to 008, as controlled
by the statement (pc,4). That is, the loop ends four lines after the current program counter.
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Kaxxnas Touka ¢ 3anatoi npeacTaBiisieT TaKTOBbIM Uk, MaccuBsl x[ | ¥ y[ | XpaHATCA B KOJIb-
1eBbIx Oy(depax B ocHoBHOM mamsaTu. B crpokax 001 u 002, peructpsl 14, u 112 yka3aHbl cTapTo-
BBIE PACIIOJIOXKEHHS STUX MAaCCHBOB. 3aTeM, MbI BhITIOTHSAEM 20 IIUKIIOB, KaK YIPABISIETCS CTPO-
ko 004. ®opmar misi ATOM WMHCTPYKIIMH BOCIOJIB3YETCS MPEHMYIIECTBOM(CITOCOOHOCTHIO)
SHARC LICII zero-overhead looping (nyneBoe - BepxHEW BO3MOYKHOCTH BBIIIOJHEHUS LUKJIIA).
Jpyrumu cioBamu, Bce MEpPEeMEHHbIE, HEOOXOAUMBIE ISl YIPaBICHUS IIUKIOM COAEpPKaThCs B
CHEIMATM3UPOBAHHBIX ANMapaTHBIX PETHCTPaX, KOTOPHIE OMEPUPYIOT MapalieNbHO C APYTUMHU
orepaiusaMy, MPOJOJDKAIOIIMMI BHYTPU MHUKporpolueccopa. B atom ciydae, peructp: lentr
(cueTyMK IMKJA) 3arpy’Ke€H NEepBOHAYAIbHBIM 3HaueHueM 20, U JAEKpEMEHTaMH, KaXAbld pa3
LUKJ BBIMONHEH. LUK 3akoHYeH, Korjaa lentr jocTuraer 3HaueHus HyJs (0003HaUEHHBIA UHCT-
pykmmeii: lce, ana "cuerunk mnwmkia ucrek"). [lukn oxBareiBaer ctpoku oT 004 mo 008, xak
ynpasisieTcsi UHCTpyKuuen (pc, 4). To ecTh IUKI 3aKaHUYKMBAET YETHIPE CTPOKU MOCIE TEKYIIEro
CUYETYMKA IPOTPAMMBI.

Inside the loop, line 005 loads the value from x[ ] into data register f2, while line 006 loads the
value from y [ ] into data register f4. The symbols "dm" and"pm" indicate that the values are
fetched over the "data memory" bus and "program memory" bus, respectively. The variables: i4,
mo6, 112, and m14 are registers in the data address generators that manage the circular buffers
holding x [ ] and y [ ]. The two values in {2 and f4 are multiplied in line 007, and the product
stored in data register 8. In line 008, the product in f8 is added to the accumulator, data register
f12. After the loop is completed, the accumulator in f12 is transferred to memory.

BuyTtpu nukna, crpoka 005 3arpyskaet 3HaueHue u3 x[ | B naHHble peructpa f2, B To Bpems Kak
ctpoka 006 3arpykaer, 3HavyeHue u3 y[ | B manHble peructpa f4. CumBomasl "dm" u "pm" yka-
3BIBAIOT, YTO 3HAYEHUS 3arpy’KEeHbI(BbI3BAHbI) MO MIMHE "MaMATH(XpaHEHUs1) JaHHBIX ", U IIHHE
"maMsaTH(XpaHeHus )iporpaMMbl”, cooTBeTcTBeHHO. [lepemennsie: 4, m6, 112, u m14 — peruct-
pBI B TeHEpaTopax ajapeca AaHHBIX, KOTOPHIE YMPABISIOT KOJBIEBBIM(IIUKINISCKUM) TIPOBEIC-
HueMm OydepoB x[ | u y[ ]|. JABa 3Hauenus B f2 u f4 ymaoxensl B ctpoke 007, u mpou3BeieHNne
coxpaHeHo B peructpe naHubix 8. B crpoke 008, mpousseaenue B {8 nobasieHo Kk cymmaropy,
peructpa nanubix f12. [Tocne Toro, kak UK 3aK0HYEH, cymmaTop B f12 nepenan B maMsTh.

This program correctly calculates the dot product, but it does not take advantage of the SHARC
highly parallel architecture. Table 28-4 shows this program rewritten in a highly optimized form,
with many operations being carried out in parallel. First notice that line 007 only executes 18
loops, rather than 20. Also notice that this loop only contains a single line (008), but that this line
contains multiple instructions. The strategy is to make the loop as efficient as possible, in this
case, a single line that can be executed in a single clock cycle. To do this, we need to have a
small amount of code to "prime" the registers on the first loop (lines 004 and 005), and another
small section of code to finish the last loop (lines 010 and 011).

Ota nmporpaMMa KOPPEKTHO BBIYHCISET CKASIPHOE IPOU3BEIEHUE, HO 3TO HE BOCIIOJIB3YETCS
MIPEUMYIIECTBOM BbICOKO mapaiuienbHas apxutekrypa SHARC. Tabnuna 28-4 mokas3siBaeT 3Ty
IporpamMMy, Iepe3anicaHHasl B BHICOKO ONTHUMHU3UPOBAHHOU (popMe, ¢ MHOTUMH OIEpalUsMH,
BBITIOJTHSIEMBIMH TIapaJiienbHO. Bo mepBwix oOpatuTe BHMMaHHUE, 4TO cTpoka (007 BBITIOIHSET
TonbKO 18 mukioB, ckopee yem 20. Takxkxe oOpaTuTe BHUMaHUE, YTO STOT LUK COACPIKUT TOJb-
KO oMHOYHYI0 CTpoKy (008), HO 4TO 3Ta CTpPOKA COAEPKUT MHOTOUYHUCIICHHBIE KOMaHIbl. CTpa-
TETUsl COCTOUT B TOM, YTOOBI CA€IaTh LUK HACTOIBKO 3((EKTUBHBIM, YTOOBI, B 3TOM Cllyyae,
OJIMHOYHAs CTPOKa, KOTOpasi MOrja ObITh BBHIIIOJHEHA B €IMHCTBEHHOM TaKTOBOM ILMKIE. UTOOBI
JeNaTh 3T0, MBI JOJDKHBI UMETh MaJICHHKOE KOJIMYECTBO KO, YTOOBI "'3aI0IHUTE" PErUCTPhI HA
nepBoM 1ukie (crpoku 004 u 005), u npyroit MajJeHbKHM pa3ien Kojaa, 4TOObl 3aKOHYHTH I10-
cnenuuii(mpouuibid) ki (ctpoku 010 u 011).
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To understand how this works, study line 008, the only statement inside the loop. In this single
statement, four operations are being carried out in parallel: (1) the value for x [ ] is moved from
a circular buffer in program memory and placed in f2; (2) the value for y [ ] is being moved
from a circular buffer in data memory and placed in f4; (3) the previous values of f2 and f4 are
multiplied and placed in f8; and (4) the previous value in f8 is added to the accumulator in f12.

Uto0Bl MOHUMATH, KaK 3TO paboTaeT, uzyuure ctpoky 008, eqMHCTBEHHAS MHCTPYKIHS BHYTPH
1yKIia. B 3Tol eJMHCTBEHHON MHCTPYKIIMH, YETHIPE OMEpaIliy BHIOJHAIOTCS MapaienbHo: (1)
3Ha4YeHHUE IS IEPEMEIEHO OT KOJbIeBOro Oydepa B maMaTu mporpaMMsl U omenieHo B f2; (2)
3HaueHue Juig y[ | mepeaBUraeTcsi OT KoJbleBoro Oydepa B maMsaTH JaHHBIX U MOMelleHo B f4;
(3) mpeapiayume 3HaueHus f2 u f4 ymMHOXKeHBI 1 IOMEleHBI B f8; 1 (4) mpeasiyInee 3Ha4YeHNE B
f8 mo6arieHo k cymmaropy B f12.

For example, the fifth time that line 008 is executed, x[7] and y[7] are fetched from memory and
stored in f2 and f4. At the same time, the values for x[6] and y[6] (that were in f2 and f4 at the
start of this cycle) are multiplied and placed in f8. In addition, the value x[5] x y[5] of (that was
in f8 at the start of this cycle) is added to the value of f12.

Hanpumep, xoraa crpoka 008 BbIosHEeHa MATHIN pas3, x[7] 1 y[7] BbIOpaHbI OT MaMATH U COXpa-
HeH B 2 u f4. B 1o e camoe Bpems, 3HaueHUs 1y1st x[6] 1 y[6] (kotopsie Obutn B f2 u f4 B Hava-
Jie 3TOTO LIMKJIA) YMHOXKEHBI U tomenieHsl B £8. Kpome toro, 3nauenue x[5] x y[5] (koTopoe ObI-
70 B f8 B Hayase 3TOTO 1IMKIIA) J00ABIEHO K 3HaUeHuo f12.

Let's compare the number of clock cycles required by the unoptimized and the optimized pro-
grams. Keep in mind that there are 20 loops, with four actions being required in each loop. The
unoptimized program requires 80 clock cycles to carry out the actions within the loops, plus 5
clock cycles of overhead, for a total of 85 clock cycles. In comparison, the optimized program
conducts 18 loops in 18 clock cycles, but requires 11 clock cycles of overhead to prime the regis-
ters and complete the last loop. This results in a total execution time of 29 clock cycles, or about
three times faster than the brute force method.

JlaBaiiTe CpaBHUM YHCJIO TAKTOBBIX ITUKIIOB, TPEOYEMBIX HEONITUMH3UPOBAHHOW W ONITHUMH3UPO-
BaHHOW nporpammamu. Mwmelite B Buay, uTo UMeroTcs 20 LUKIOB, C YETHIPbMs IEHCTBUSMU,
TpeOyeMbIMHU B KaXI0M 1HKjIe. HeonrumusnpoBaHHas mporpamma Tpedyer, 4To0bl 80 TaKTOBBIX
IIUKJIOB BBITIOTHIIIN JICHCTBUS B MpeAeiaX IUKIOB, ITIOC 5 TAKTOBBIX ITUKIIOB BEPXHUX, TS 00-
IIEro0 KOJIMYECTBA 85 TaKTOBBIX IUKIIOB. /[J11 cpaBHEHHMs, ONTUMU3UPOBAHHAS MIPOTrpaMma Mpo-
BOAUT 18 1uKiIOB B 18 TaKTOBBIX MUKIAaX, HO TpeOyeT 11 TaKTOBBIX IIUKIOB HaBEPXY, UTOOHI 3a-
MOJIHATh PETUCTPHl M 3aKaHUYMBATHh IMOCICTHUH(TPOIUIBINA) UK. DTO MPUBOAUT K IOTHOMY
BPEMEHH BBITIONHEHHS 29 TaKTOBBIX IHKJIOB, WX MPUOIM3UTEIHLHO TPH pa3a ObIcTpee, YeM Me-
TOA perieHus "B 100",

Here is the big question: How fast does the C program execute relative to the assembly code?
When the program in Table 28-2 is compiled, does the executable code resemble our efficient or
inefficient assembly example? The answer is that the compiler generates the efficient code. How-
ever, it is important to realize that the dot product is a very simple example. The compiler has a
much more difficult time producing optimized code when the program becomes more compli-
cated, such as multiple nested loops and erratic jumps to subroutines. If you are doing something
straightforward, expect the compiler to provide you a nearly optimal solution. If you are doing
something strange or complicated, expect that an assembly program will execute significantly
faster than one written in C. In the worst case, think a factor of 2-3. As previously mentioned, the
efficiency of C versus assembly depends greatly on the particular DSP being used. Floating point
architectures can generally be programmed more efficiently than fixed-point devices when using
(c) ABTOKC, Canxr-IlerepOypr, http://www.autex.spb.ru, e-mail: info@autex.spb.ru
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high-level languages such as C. Of course, the proper software tools are important for this, such
as a debugger with profiling features that help you understand how long different code segments
take to execute.

Nmeetcs 6ompmoii Bonpoc: Kak Obictpo mporpamma CU BBINONHSAETCS OTHOCUTEIBHO acceMoO-
neproro kona? Korma mporpamma B Tadnmie 28-2 OTKOMITMJIMPOBAHA, BHITOJTHUMBIA KO TIOXO-
IUT Ha Hail 3¢ ¢GeKTUBHBIN WM HedPPeKTUBHBIM npumep acceMmOnupoBanus? OTBET - TO, UTO
KOMIMWIATOP reHepupyeT 3¢ ¢dexkTuBHbIN KoJ. OHAKO, BaXKHO MOHATH, YTO CKAJSIPHOE IPOU3BE-
JICHHE - OYeHb IpocToil mpumep. Kommumsitop nMeeT HaMHOTO 6osiee TpyAHOE BpeMsi, IPOU3BO-
Js1 OITUMU3UPOBAHHYIO IIPOrpaMMy, KOIzia porpamMma CTaHOBHUTCA 0oJiee CI0XKHOM, TUIIa MHO-
JKHUTEJNSI BIOKEHHBIE IIMKIIBI M OIMOOYHBIE TIepexo/ibl K nmoanporpammam. Eciu Bel genaere koe-
YTO NPSAMO, OKUAAETE, YTO KOMIMIATOP obecnednT Bac mouru ontumanbsHbIM penieHueM. Ecnu
BbI nenaete Koe-4TO CTpaHHBIA MM CIOXKHBIM, OXKHJaeTe, YTO MporpamMMa acceMOTUpOBaHUS
BBITIOJTHUTCSI 3HAMEHATEILHO ObICTpee ueM onuH HamucanHbii B CH. B camoMm 1mioxom citydae,
aymaiite o koaddunuente(pakrope) 2-3. Kax npeaBaputensHO ynoMsHyTo, 3(p@eKTHUBHOCTD
CH npoTtuB acceMOIMPOBAHMS 3aBUCUT OYEHBb OT YaCTHOCTH ucnosb3dyembiid [[CI1. Apxurekrypa
C IUTABAIOIIEH 3amsATONH MOXKET BOOOIIIE 3alporpaMMupoBaThest 6omee 3(h(pekTuBHO YeM yCTpoii-
CTBa C (DUKCUPOBAHHOM TOYKOM MPH MCITOJIH30BAHUU MHTEHCUBHBIX s13bIKOB THIa CU. KoneuHo,
HaJyIeXkalllue MPOorpaMMHbBIE HHCTPYMEHTAJIBHBIE CPEACTBA BaXKHBI ISl 3TOT0, THIA OTJIaJ4uKa C
npoGMWINPOBAaHUEM OCOOEHHOCTEH, KOTOpble NMOMOraroT BaMm MHOHATH, Kak JOJr0 pas3ndHbIE
CErMEHTHI KoJ1a OepyT, YTOOBI BBITIOJIHUTHCS.

There is also a way you can get the best of both worlds: write the program in C, but use assembly
for the critical sections that must execute quickly. This is one reason that C is so popular in sci-
ence and engineering. It operates as a high-level language, but also allows you to directly ma-
nipulate the hardware if you so desire. Even if you intend to program only in C, you will proba-
bly need some knowledge of the architecture of the DSP and the assembly instruction set. For
instance, look back at lines 002 and 003 in Table 28-2, the dot product program in C. The "dm"
means that is to be x [ ] stored in data memory, while the "pm" indicates that will reside in y [ ]
program memory. Even though the program is written in a high level language, a basic knowl-
edge of the hardware is still required to get the best performance from the device.

Nmeercs Takke MyTh, KOTOPbIM BBl MOXeTe MOMY4YHUTh Jydilee M3 OOOMX MHUPOB: 3aIHIIUTE
nporpammy B CHU, HO ucCmoib3yiTe acceMONIMpPOBAaHHUE JIs KPUTHUYECKUX Pa3AesioB, KOTOPHIC
JIOJDKHBI BBIIOJTHUTBCS OBICTPO. DTO - oHa npuuuHa, yTo CH HACTOIBKO MOIYJISIPEH B HAyKe U
pa3paboTke. ITO onepupyeT Kak MHTCHCHBHBIN SI3bIK, HO TaK)Ke U MO3BoJsieT Bam HemocpencT-
BEHHO YIIPaBJIATH allllapaTHBIMU CpeAcTBaMu, eciu Bbl, Tak kenaere. Jlaxxe eciu Bel Hamepe-
BaeTech mporpaMmMupoBath ToJbko B CH, Bl OyneTte BeposiTHO HYKIaThCsl B HEKOTOPOM 3HAHUU
apxutektypsl L[CII u cuctembl komaHn acceMOnupoBaHus. Hampumep, orisHUTECh Haszan, B
ctpokax 002 u 003 B Tabnuie 28-2, ckaiasipHOe MpousBeacHue nporpammupyercs B CH. "dm"
O3HayaeT, 4YTo x| | TOJKEeH OBITh COXPAaHEH B MaMSTH JaHHBIX, B TO BpeMs Kak "pm" yKka3bIBaer,
4TO )[ | HOCTOSSHHO HaXOAMTCS B MAMSTHU MPOrpaMMsl. Jlaxke IPUTOM, YTO IpOrpaMmma HarucaHa
Ha SI3bIKE BBICOKUX YPOBHEH, OCHOBHOE 3HAHHE allapaTHBIX CPEICTB, BCE K€ TPeOyeTcs, 4TOOBI
MOJTYYUTh JIY4IIy0 3P GEeKTHBHOCTh OT yCTPONCTBA.

Performance

PUCYHOK 28-10. AccemOmupoBanue mporus CH. Flexibility and
[Iporpammer B CU Gomee rubku u Gonee OBICTpHIE, Fast Development
4ToOBI pa3BuUThCA. [l cpaBHEHMS, HpPOrpaMMBI Ha
acceMOJyiepe 4acTo MMEIOT JIYYIIyio 3(PQPEeKTHBHOCTE;
OHH BBINOJHSIOTCSL OBICTPEE W HCIIOIB3YIOT MEHbIIEE
KOJIMYECTBO MAMATH, CHUKAs HX CTOUMOCTb.

Assenibly
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Which language is best for your application? It depends on what is more important to you. If you
need flexibility and fast development, choose C. On the other hand, use assembly if you need the
best possible performance. As illustrated in Fig. 28-10, this is a tradeoff you are forced to make.
Here are some things you should consider.

KoTopplif sI3bIK SBASETCS JIydIIUM IS 8auie20 IPUI0KEHUsA? JTO 3aBUCUT OT TOTo, uTo 17 Bac
aBisieTcs: 6oniee BaxHbIM. Eciin Bbl HyXkmaetech B THOKOCTH M OBICTPOM Pa3BUTHH, BHIOCPHUTE
CH. C npyroii cTOpoHBI, HCIIONB3YyiTE acceMOIpoBaHue, eciiu Bel Hyk1aeTech B JIydmield BO3-
MoxxHOU 3 dextuBHOCTH. Kak mmmoctpupoBano Ha puc. 28-10, 310 - crnenka, Ha KOTopyo Bol
BBIHYKJICHBI IOUTHU. VIMEIOTCSI HEKOTOpBIE BEIU, KOTOPBIE BBI TOIKHBI PACCMOTPETD.

o0 How complicated is the program? If it is large and intricate, you will probably want to use C.
If it is small and simple, assembly may be a good choice.

0 Kaxkas 3aBHCHMOCTB OT CI0KHOCTH IporpaMMel? Eciu mporpamma Gosbliast ¥ cioxHasi, B,
BEpOSITHO, 3ax0THTE Ucmoyib3oBaTh CU. Ecnu nmporpamMmma maneHbpKas U MpocTasi, acceMOIHpo-
BaHUE MOXKET OBITh XOPOIIUI BEIOOPOM.

O Are you pushing the maximum speed of the DSP? If so, assembly will give you the last drop
of performance from the device. For less demanding applications, assembly has little advan-
tage, and you should consider using C.

O Ber genaere ymop Ha makcumainbHOoe ObictpoaeticTBue [[OC? Ecnm Tak, accemOnupoBaHue
nact Bam cHmxeHne 3 QeKTUBHOCTH UCTIONb3YEMOro yCTpOHCTBa. [l MeHee B3bICKAaTEIbHbIX
npwIoKeHUH( ¢ HeOoNbIIUMHU TpeOOBaHUSIMH), acCeMOIUpOBaHHWE HMeEeT HeOOoJblIoe Ipe-
MUMYIIECTBO, U BBl JOIKHBI paccMOTpeTh ucnosb3oBanue CH.

o0 How many programmers will be working together? If the project is large enough for more than
one programmer, lean toward C and use in-line assembly only for time critical segments.

0 CKOJBKO MPOrpaMMHUCTOB OyayT paboTtarh BMecTe? Ecam mpoekT JocTaTodHo OOJNBIION A
Oonpiie yeM oxHoro mporpammucrta, Kk CU u ucrmonb3ys MOIKIIOYCHHE acCeMOIMPOBAHMS
TOJIBKO B TEUEHUE BPEMEHHU KPUTUYECKHE CETMEHTHI

o0 Which is more important, product cost or development cost? If it is product cost, choose as-
sembly; if it is development cost, choose C.

0 Yro Oosee BaXKHO, CIOUMOCMb U30enus(npocpammpl) Wi cmoumocms pazeumua? Eciu 310 -
CTOMMOCTb U3JIeTUsI(ITPOrpaMMBbl), BEIOEPUTE acceMOIUPOBAHKE; €CITH 3TO - CTOUMOCTh Pa3BH-
Tus, Beioepure CH.

o What is your background? If you are experienced in assembly (on other microprocessors),
choose assembly for your DSP. If your previous work is in C, choose C for your DSP.

o Kakoga Bama noaroroBka? Eciu Bbl onbITHBEI B TpaHCcHAuuu(acceMOIMpOBaHUM) (Ha IPYTUX
MHUKpOIIpoIieccopax), Beioepure accemonupoBanue mis Bamiero [[CII. Ecnm Bama mpenbimy-
mas padora Haxoautcs B CU, Beioepure CU minst Bamero LICII.

0 What does the DSP's manufacturer suggest you use?
0 Yro usrotoutens LICII nmpeaaraet, uroosr Bel ncnons3oBanu?

This last item is very important. Suppose you ask a DSP manufacturer which language to use,
and they tell you: "Either C or assembly can be used, but we recommend C." You had better
take their advice! What they are really saying is: "Our DSP is so difficult to program in assem-
bly that you will need 6 months of training to use it.” On the other hand, some DSPs are easy to

(c) ABTOKC, Canxr-IlerepOypr, http://www.autex.spb.ru, e-mail: info@autex.spb.ru




HAYYHO-TEXHUYECKOE PYKOBOJICTBO 110 IM®POBOW OBPABOTKE CUTHAJIOB

program in assembly. For instance, the Analog Devices products are in this category. Just ask
their engineers; they are very proud of this.

OTOT MOCIAETHUN MYHKT O4YeHb BaxkeH. [Ipenmonoxkum, uto Bel crnpammBaeTre W3roTOBUTENS
LICTI, KOTOpBIN SA3BIK UCTIONTB30BaTh, U OHHU cooOmmawT Bam: "Hiu CH unu accembruposanue
Mo2ym ucnoiv3o08amucs, Ho mvl pekomerndyem CH." Bol umenu, mydmie 6epyT ux coet! Uto
OHU AeWcTBUTENbHO ToBopAT: " Haw [[CII nacmonbko mpyoeH, npocpammuposams Ha dc-
cembnepe, umo Bvl 6yoeme Hyscoamvcs 6 6 mecayax obyuenus ucnoavzosams smo. " C apy-
roit croponsl, HekoTopbie LICIT mpocTsl mporpamMmmupoBath Ha accemoOaupoBannu. Hanpuwmep,
AHaJIOTOBBIE YCTPOMCTBA HAXOASTCS B 3TOM KaTeropuu. TOIBKO CIIPOCUTE UX MHKEHEPOB; OHU
OYEHb TOPIAATCS ITUM.

One of the best ways to make decisions about DSP products and software is to speak with engi-
neers who have used them. Ask the manufacturers for references of companies using their prod-
ucts, or search the web for people you can e-mail. Don't be shy; engineers love to give their opin-
ions on products they have used. They will be flattered that you asked.

OnuH U3 ITyqmux crnoco0oB sl BEIOOpa pelieHust oTHOCuTenbHO m3aenui(mporpamm) [HOC u
MIPOrPaMMHOT0 00eCTIeYeHuUs JJOKEH TOBOPUTh ¢ MHKEHEPAaMH, KTO UCIIOb30Banu ux. Crpocu-
T€ W3rOTOBHUTENCH OTHOCHTEIBHO PEKOMEHIAIMA KOMITAHWH, WCIOJMB3YIOMUX WX HU3/e-
Aus(IporpamMmsl), WM HULIUTE CETh JIIOJEH, KOTOPhIX BbI MOXeTe MochbulaTh MO AJIEKTPOHHON
noute. He OyapTe 3aCTEHYMBBHI; MPOCKTUPYET JIOOAT aBaTh UX MHEHHS OTHOCHUTEIBHO H3[e-
aui(TIporpaMm), KOTOpbIE OHU UCTIONB30Bau. OHU OyIyT MOJBINEHBI, 4TO BbI cripocuiy.

How Fast are DSPs?
Kaxk Beictpbi — L{CII-b1?

The primary reason for using a DSP instead of a traditional microprocessor is speed, the ability
to move samples into the device, carry out the needed mathematical operations, and output the
processed data. This brings up the question: How fast are DSPs? The usual way of answering
this question is benchmarks, methods for expressing the speed of a microprocessor as a number.
For instance, fixed point systems are often quoted in MIPS (million integer operations per sec-
ond). Likewise, floating point devices can be specified in MFLOPS (million floating point op-
erations per second).

[lepBuunag npuumHa Ui ucnoib3zoBaHus L[CII BMeCTO TpaaMLMOHHOIO MHKpOMpoIeccopa -
OBICTPOJICUCTBUE, CIIOCOOHOCTh MEPEMECTUTH BHIOOPKH B YCTPOWCTBO, BBITIOJHITH HEOOXOIH-
MbI€ MaTEeMaTHYECKUE OIEPallMd, U BHIBOJA OOpabOTAHHBIX JAHHBIX. DTO MOJHUMAET BOMPOC:
Kaxk 6sicTp - [ICI1? OOBIuHBII MyTh OTBETA HA 3TOT BOIPOC - ITAJTOHHBbIE TECThI, METOIBI JJIS
BBIpA)KEHUSI OBICTPOJIEHCTBHUA MHKpOIIpoOLeccopa Kak yucio. Hanpumep, cuctemsl ¢ GUKCUPO-
BaHHOW TOYKOW yacTo MUTHPYIOTCcs B MIPS (MIITHOH 1EIOYMCIICHHBIX OINepanuii B CEKYHIY).
AHaJIOTUYHO, YCTPOICTBA MaBaroIeil 3amnsatoid, MoryT ObiTh onpeneneHsl B MFLOPS (Mumn-
OH OllepaIuii TIaBaroIIeh 3ansITON B CEKyHY ).

One hundred and fifty years ago, British Prime Minister Benjamin Disraeli declared that there
are three types of lies: lies, damn lies, and statistics. If Disraeli were alive today and working
with microprocessors, he would add benchmarks as a fourth category. The idea behind bench-
marks is to provide a head-to-head comparison to show which is the best device. Unfortunately,
this often fails in practicality, because different microprocessors excel in different areas. Imagine
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asking the question: Which is the better car, a Cadillac or a Ferrari? It depends on what you want
it for!

Cro maTbaecsT JieT Hazal, bputanckuii mpembep-MuHHCTp benmkamun Jlucpaenu 0oOBSBILLIL,
YTO UMEIOTCS TPU THIIA JKU: JI09Cb, NPOKAAMAs 102#Cb, U cmamucmuka. Eciu 661 Jlucpaenu Ob11
JKUB CETOJIHS U paboTajl ¢ MUKPOIIPOLIECCOpaMu, OH MpUOaBUII Obl amanoHHble mecmul KaK YeT-
BEPTYIO KaTeroputo. Myes 3TalOHHBIX TECTOB COCTOUT B TOM, 4TOOBI 00ECIIEUUTh CPAaBHEHHE I'0-
JIOBa B TOJIOBY, YTOOBI TOKa3aTh, KOTOPOE YCTPOMCTBO siBIsieTcs dy4ymuM. K coxkaneHuro, 3To
4acTO TEPHUT HEyJauy B IPAKTUYHOCTH, IOTOMY YTO Pa3IM4YHbIE MUKPOIPOLIECCOPHI PEBOCXO-
JSAT IPYTUX B Pa3auvHBIX 00nacTsx. BooOpasure cnpammuBarh Bonpoc: KoToperit mydmmii aBTo-
MoOWIIb, siBysercst i Kanunnak mnun deppapu? 310 3aBUCHUT OT TOTO, uTo BBI X0THTE 3TO A71s1!

Confusion about benchmarks is aggravated by the competitive nature of the electronics industry.
Manufacturers want to show their products in the best light, and they will use any ambiguity in
the testing procedure to their advantage. There is an old saying in electronics: "A specification
writer can get twice as much performance from a device as an engineer." These people aren't
being untruthful, they are just paid to have good imaginations. Benchmarks should be viewed as
a tool for a complicated task. If you are inexperienced in using this tool, you may come to the
wrong conclusion. A better approach is to look for specific information on the execution speed
of the algorithms you plan to carry out. For instance, if your application calls for an FIR filter,
look for the exact number of clock cycles it takes for the device to execute this particular task.

[TyTanuiia OTHOCUTENHHO ATAJIOHHBIX TECTOB YXY/IIEHA MO KOHKYPEHTOCTIOCOOHOMY XapaKTepy
MPOMBIIIIEHHOCTH 3JIEKTPOHUKH. VI3rOTOBUTENHN XOTST MOKa3aTh UX U3/ENUS B JyUlleM CBETE, U
OHM OYIyT UCTOIB30BaTh JIOOYI0 HEOAHO3HAYHOCTh B MPOIEAYPE UCIBITAHUS K UX TIPEUMYIIIe-
cTBy. MIMeeTcsi ctapoe BbICKa3bIBaHHE B AJIEKTPOHHKE: "3anuce cneyuguxayuu modrcem nomy-
yums 68080e bOonvue ¢hghekmusnocmvb om ycmpoticmea om umdicenepa". (“B pyccroil mparc-
KpUnyuu 5mo 38yyum “He@anrCcHo 4mo npeocmasums, 8ANCHO KaK npeocmasums’). ITH JTOIA
HE HEeMPaBUBHI, IIIATAT TOJIBKO 3a TO, YTO OHU UMEIOT XOpOIlIee BOOOpakeHHe. DTaJOHHBIE TeC-
ThI JOJDKHBI OBITh IPOCMOTPEHBI KaK MHCTPYMEHT Ui CIOKHOU 3aaaun. Ecinu Bol HeonbITHEI B
HCIIOJB30BAHUU ATOT'0 HHCTPYMEHTA, BbI MOXeTe clienaTh HempaBuiIbHOE 3aKioueHre. Jlydmmii
MOJIXOJ COCTOUT B TOM, YTOOBI MCKaTh CIeNU(PUUECKYyr0 HHPOPMAIIUIO OTHOCUTEIHLHO OBICTPO-
NEHCTBHUS BBHITIOJHEHHSI aJITOPUTMOB, KOTOpble BBl Turanupyere BbIMONHATH. Hampumep, ecnu
Balle mpujiokeHue BbI3biBaeT anroput™ KUX-dunbrpa, UIIMTE TOUHOE YHCIO TAKTOBBIX IUK-
JIOB, KOTOpBIE TPeOyeTCst sl yCTPONCTBA, YTOOBI BRITIOIHUTH 3Ty crielu(pUUecKyto 3a1aqy.

Using this strategy, let's look at the time required to execute various algorithms on our featured
DSP, the Analog Devices SHARC family. Keep in mind that microprocessor speed is doubling
about every three years. This means you should pay special attention to the method we use in this
example. The actual numbers are always changing, and you will need to repeat the calculations
every time you start a new project. In the world of twenty-first century technology, blink and you
are out-of-date!

[Tpu ucnonb30BaHUU ITOW CTpaTETHH, JaBaliTe CMOTPETh HA BpeMsl, TpeOyeMoe, YTOOBI BBITIOJ-
HUThb pa3IM4HbIE AITOPUTMBI Ha HameM nokazaHHoM LICII, aHaloroBeIx ycTpoicTB ceMeicTBa
SHARC. HNwmeiiTe B Buy, 4TO OBICTPOACHCTBHE MHUKPOIPOIIECCOPA YIBAUBACTCS KaXKIble TPH
rofa. To O03HayaeT, 4To BbI JOIDKHBI 00paTUTh 0cO00E BHUMAHHE Ha METOJ], KOTOPBI MBI HC-
nmoJib3yeM B 3ToM mnpumepe. daktudeckue ducia(HOMepa) BCeria U3MEHSIoTCs, U Bol Oynmere
JIOJKHBI IIOBTOPUTH BBIYMCIICHUS, KaXIbIA pa3, Kak Bl HaunHaeTe HOBBINM NIPOEKT. B mupe tex-
HOJIOTUM IBaAIaTh EPBOrO CTOJIETUSI, MUTHUTE, U BbI ycTapenu!
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When it comes to understanding execution time, the SHARC family is one of the easiest DSP to
work with. This is because it can carry out a multiply-accumulate operation in a single clock cy-
cle. Since most FIR filters use 25 to 400 coefficients, 25 to 400 clock cycles are required, respec-
tively, for each sample being processed. As previously described, there is a small amount of
overhead needed to achieve this loop efficiency (priming the first loop and completing the last
loop), but it is negligible when the number of loops is this large. To obtain the throughput of the
filter, we can divide the SHARC clock rate (40 MHz at present) by the number of clock cycles
required per sample. This gives us a maximum FIR data rate of about 100k to 1.6M sam-
ples/second. The calculations can't get much simpler than this! These FIR throughput values are
shown in Fig. 28-11.

Korna 3To cniyTHHK K OHUMarOIEMy BpeMeHH BbinojHeHus, cemenctBo SHARC - oqun u3 ca-
Mmoro npoctoro L[CII, uro0Osl paboTaTh ¢. DTO - TO, MOTOMY YTO 3TO MOXKET BBIIIOJHATH OIepa-
LU0 CYMMHPOBAHUS YMHOXEHUH B €JMHCTBEHHOM TaKTOBOM IuKJe. Tak Kak OOJIbIIMHCTBO
KUX-dpunprpoB ucnons3yer ot 25 1o 400 koadduuuentos, ot 25 n1o 400 TaKTOBBIX LUKIOB
TpeOYIOTCS, COOTBETCTBEHHO, ISl KakIoW oOpabarpiBaemoir BbIOOpKH. Kak mpeaBapuTebHO
OIMCAaHO, UMEETCS MAJIEHbKOE KOJIMYECTBO CBEPX HEOOXOJMMOTro, YTOOBI TOCTHYb ATOH 3 dek-
TUBHOCTHU ITMKJIA (3ampaBKa MEPBBIA ITUKIJIA M 3aBEPIICHHUE IMOCIEIHETo(IPOILIOT0) HUKIA), HO
HE3HAYUTENIbHO, KOT/Ia YHUCJIO IMKIOB 3TOT OO0JNbIIOH. YTOOBI MONYyYHUTh MPOU3BOAMTEIBHOCTD
¢dbunpTpa, Mbl MOKeM JenuTh TakTOBYI0 YacToTy SHARC (40 mrll B HacTosiee Bpemsi) 4iCIOM
TaKTOBBIX LUKJIOB, TPeOYEeMBbIX B BBIOOPKY. DTO JaeT HaM MaKCUMAaJIbHYIO CKOPOCTH Meperadyn
naaabix KX okono 100Kb x 1.6M BeiOOpoK. BerunciaeHuss He MOTYT CTaHOBHUTHCS HAMHOTO
6osiee mpoCcThIMU, 4eM 3To! DTH 3HaueHus npousBoauTenbHocTn KMX nmokassiBatoTcs B puc. 28-
11.
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FIGURE 28-11

The speed of DSPs. The throughput of a particular DSP algorithm can be found by dividing the clock rate by the
required number of clock cycles per sample. This illustration shows the range of throughput for four common algo-
rithms, executed on a SHARC DSP at a clock speed of 40 MHz.

PUCYHOK 28-11

brictponeiicteue 11OC. TlpousBogutensHocTh anroputM 4acTHOro L{CIT moxeT ObITh HaiiieHa, pa3aeiss TaKTo-
BYIO 4acCTOTy Tpe6yeM]:lM YHUCJIIOM TAKTOBBIX IIMKJIOB B BbI60pKy. Ota WUTIOCTpAald NMOKa3bIBACT AWAIlla3OH IMPOn3-
BOAMTEIHLHOCTH JIJISl YEThIpeX OOBIYHBIX anroputMoB, BhiMoHEHHBIX Ha SHARC LICII ¢ TakToBO# uactoToi 40
MTI ..
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The calculations are just as easy for recursive filters. Typical IIR filters use about 5 to 17 coefti-
cients. Since these loops are relatively short, we will add a small amount of overhead, say 3 cy-
cles per sample. This results in 8 to 20 clock cycles being required per sample of processed data.
For the 40 MHz clock rate, this provides a maximum IIR throughput of 1.8M to 3.1M sam-
ples/second. These IIR values are also shown in Fig. 28-11.

Brruucnenus — Tak ke, Kak MpoCTOH i peKypcuBHBIX GuabTpoB. Tunmarao BUX-bunsTpsr uc-
HOJB3YIOT MPUOIU3UTENBHO OT 5 10 17 K03 durmentoB. Tak Kak 3TU LHUKIBI OTHOCUTEIBHO KO-
POTKH, MBI IPUOABUM MaJIEHbKOE KOJIMYECTBO CBEPX HUX, Oy/ieM TOBOPUTH 3 LIUKJIA Ha BEIOOPKY.
Oto nmpuBoaUT OT § 10 20 TaKTOBBIX IIMKJIOB, TPeOyeMBIX Ha BHIOOPKY 0OpaOOTaHHBIX JTaHHBIX.
st TakroBo#t yactotsl 40 MI'TI, 3T0 0oOecnieunBaeT MakKCUMaIbHYO MTPOU3BOAUTEIBFHOCTE BUX
1.8M - 3.1M Bb1OOpKHM B ceKyHy. OTH 3HaueHus bUX Taxke nokaspiBatotTcs B puc. 28-11.

Next we come to the frequency domain techniques, based on the Fast Fourier Transform. FFT
subroutines are almost always provided by the manufacturer of the DSP. These are highly-
optimized routines written in assembly. The specification sheet of the ADSP-21062 SHARC
DSP indicates that a 1024 sample complex FFT requires 18,221 clock cycles, or about 0.46 mil-
liseconds at 40 MHz. To calculate the throughput, it is easier to view this as 17.8 clock cycles
per sample. This "per-sample" value only changes slightly with longer or shorter FFTs. For in-
stance, a 256 sample FFT requires about 14.2 clock cycles per sample, and a 4096 sample FFT
requires 21.4 clock cycles per sample. Real FFTs can be calculated about 40% faster than these
complex FFT values. This makes the overall range of all FFT routines about 10 to 22 clock cy-
cles per sample, corresponding to a throughput of about 1.8M to 3.3M samples/second.

3atem MBI TpUOBIBaEM B METOBI YACTOTHOTO JOMEHA, OCHOBaHHBIE Ha bricTpoMm IIpeobpazona-
Hun @ypee. [oanporpammer BII® nouru Becerga obecneunBarores usroropurenem LICIL. Onu -
BBICOKOONITUMHU3UPOBAHHBIE TIOJIIPOrPaMMbl, HaTUCaHHbIE HAa accemOaupoBanuu. [lonocTs cre-
mudukarmun ADSP-21062 SHARC DSP ykasbiBaer, uro 1024 BbiOOpkM KomriekcHbIX BIID
TpedyeT 18221 TakTOBBIX IUKIIOB, Wi puban3uTenbHo 0.46 Mummucekysa B 40 MI'LL. YtoOwr
BBIUNCIIATH NIPOU3BOJUTENBHOCTD, MPOLIE PACCMOTPETh ATO Kak 17.8 TAaKTOBBIX LIMKJIOB B BBI-
00pKy. D10 3HaueHue " Ha BHIOPKY " TOJBKO M3MEHSIETCS CJIETKa C JOJbIIE WU 00Jiee KOPOTKH-
mu BII®. [Iys o6pasna, 256 Bei6opok BIID tpebyroT npubnausurenbHo 14.2 TaKTOBBIX HUKJIA HA
BBIOOPKY, U 4096 BrIOOpOK BII® TpeOyror 21.4 TakTOBBIX IMKIA HAa BHIOOPKY. Peambubie BITD
MOTYT OBITh paccuuTaHbl MpuOIU3uTeNnbHO Ha 40% ObICTpee, YeM 3TH 3HAYCHHS KOMILUIEKCHOTO
BII®. D10 aenaet moaHbIi Auana3oH U3 Beex noanporpamMm BIID npubnusurensrno ot 10 mo 22
TaKTOBBIX LIMKJIOB Ha BBIOOPKY, COOTBETCTBYS MPOU3BOIUTEIHHOCTH 0K0JIO0 1.8M - 3.3M BBIOOD-
KU B CEKyHJY.

FFT convolution is a fast way to carry out FIR filters. In a typical case, a 512 sample segment is
taken from the input, padded with an additional 512 zeros, and converted into its frequency spec-
trum by using a 1024 point FFT. After multiplying this spectrum by the desired frequency re-
sponse, a 1024 point Inverse FFT is used to move back into the time domain. The resulting 1024
points are combined with the adjacent processed segments using the overlap-add method. This
produces 512 points of the output signal.

Ceeptka BII® - OpicTphlit criocod BeimonHuTh KNUX-bunbtpel. B Tunuynom cioyyae 512 Bbi00-
POK cerMeHTa NMPHUHATHIE OT BBOJAA, AOMOJHAIOTCA 512 MOMOIHUTENHBIMUA HYJISIMHU, peoOpa3o-
BbIBas ero B crnekTp 4actoT 1024 touku BIID. [Tocne yMHOXKEHUS 3TOro CHEKTpa KelaTelbHON
4acTOTHOU XapakTtepucTukoi, 1024 touku naBepcuu BIID ucnonb3yercs, 4To0bI ABUTATHCS 00-
paTHO BO JOMEH BpeMeHH. 3akaHuuBaromuiicsa 1024 Touku oObeAMHEHBI ¢ CMEXHBIMU 00pado-
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TaHHBIMH CETMEHTAaMM, HCIIONIb3YS MEPEeKphITHE - J00aBIECHHBIN MeToH. DTO mpous3BoauT 512
TOYEK CUI'HAJIA BBIXOJA.

How many clock cycles does this take? Each 512 sample segment requires two 1024 point FFTs,
plus a small amount of overhead. In round terms, this is about a factor of five greater than for a
single FFT of 512 points. Since the real FFT requires about 12 clock cycles per sample, FFT
convolution can be carried out in about 60 clock cycles per sample. For a 2106x SHARC DSP at
40 MHz, this corresponds to a data throughput of approximately 660k samples/second.

CKOJIBKO TaKTOBBIX MUKJIOB ATO 3aHnMaeT? Kaxapie 512 BeiOOpok cermenTa TpeOyrot 1024 Tou-
ku 1Byx BII®, mmroc ManeHbKoe KOJMYECTBO CBEPX. B BOKpYT TEpMHUHOB, 3TO OKOJIO KO3 DHUIH-
eHTa TATh OoJbiie yeMm st equHCTBeHHOTO BIID 512 Touek. Tak kak peanbHoe BIID Tpedyer
MpUOIN3UTENBHO 12 TaKTOBBIX ITMKJIOB Ha BBIOOPKY, cBepTka BIID MoxkeT ObITh BBIMOJIHEHA
MpuOIM3UTENBHO 32 60 TaKTOBBIX MUKIOB HA BHIOOPKY. Lt 2106x SHARC DSP 40 MHz, sto
COOTBETCTBYET MPOU3BOJUTEIBHOCTH JAHHBIX MPUOIN3UTEIHHO 660K BHIOOPOK B CEKYHY.

Notice that this is about the same as a 60 coefficient FIR filter carried out by conventional con-
volution. In other words, if an FIR filter has less than 60 coefficients, it can be carried out faster
by standard convolution. If it has greater than 60 coefficients, FFT convolution is quicker. A key
advantage of FFT convolution is that the execution time only increases as the logarithm of the
number of coefficients. For instance a 4,096 point filter kernel only requires about 30% longer to
execute as one with only 512 points.

OOparute BHUMaHHE, YTO ITO - OTHOCHUTEIBHO TO ke camoe kak 60 xodd¢unmentoB KUX-
¢uIbTpa, BBHINOJIHEHHBIX OOBIYHOW cBepTKoW. [Ipyrumu cinoBamu, ecnu KUX-pmwibtp mmeer
MeHbie yeM 60 Kod(hGHUIMEHTOB, ’TO MOXKET OBITH BBHITIOJIHEHO OBICTpEE CTaHIApPTHOW CBEPT-
koil. Ecnu a0 mmeer Oomnbie uem 60 koaduuuentos, ceeptka BIID Gonee OvicTpast. Kiroue-
Boe mnpeumyiecTBo cBepTku BIID cocTouT B TOM, YTO BpeMsi BBIIOJHEHHS YBEIHMYMBAETCS
TOJILKO Kak Jiorapudm uncia kodpduuuentoB. Hanpumep 4096 touek siapa ¢punbtpa, Tpedyer
MPUOIM3UTENHHO TOJBKO, 4TO0BI 30% MOJIBIIE BRIMTOIHMI KaK OMH C TOJIBKO 512 Touek.

FFT convolution can also be applied in two-dimensions, such as for image processing. For in-
stance, suppose we want to process an 800x600 pixel image in the frequency domain. First, pad
the image with zeros to make it 1024x1024. The two-dimensional frequency spectrum is then
calculated by taking the FFT of each of the rows, followed by taking the FFT of each of the re-
sulting columns. After multiplying this 1024x1024 spectrum by the desired frequency response,
the two-dimensional Inverse FFT is taken. This is carried out by taking the Inverse FFT of each
of the rows, and then each of the resulting columns. Adding the number of clock cycles and di-
viding by the number of samples, we find that this entire procedure takes roughly 150 clock cy-
cles per pixel. For a 40 MHz ADSP-2106, this corresponds to a data throughput of about 260k
samples/second.

Caeptka BII® MoxeT Takke NPUMEHITHCS B C IByMsI H3MEPEHUSMH, THIA 17151 00pabOTKH M30-
Opaxxenus. [[ns oOpasma, MpearnookuTe, 4TO Mbl XOTHM 00paboTrats m3obOpaxkenue 800x600
MTUKCEJIOB B YaCTOTHOM JIOMEeHe. Bo mepBbIX, JonoaHUTe H300pakeHHEe ¢ HYJISIMH, YTOOBI AeaTh
ato 1024x1024. JIByMepHBIi CIEKTp 4acTOT Toraa paccumrtad, Oeps BIID kaxmoil u3 CTpPOK,
compoBoxaaercs, Oepst BII® kaxmoro u3 3akaHdymBarommxcs crondmos. [locie ymMHOXeHUs
atoro cnektpa 1024x1024 >xenmaTenpbHOM YaCTOTHOM XapaKTEPUCTHUKOH, ABymepHOoe OOpaTHOE
BII® npunsro. Jto BeimonHeHo, Oepst OOpatHoe BII® kakmoit U3 CTPOK, U 3aTeM KaXAbli u3
3aKaHYMBAIOIIUXCS CTONONOB. [IpnbaBisist YUCIO TAKTOBBIX LUKIOB U JIEJIEHUS YHUCIOM BBIOO-
POK, MBI HAXOJIUM, YTO 3Ta MOJIHAA npoueaypa oeper rpy6o 150 nuknos Ha nukcen. ns ADSP-
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2106 40 MHz, 5T0 COOTBETCTBYET NMPOU3BOAUTEIBHOCTH JAaHHBIX OTHOCUTENBbHO 260k BHIOOPOK
B CEKYH]IY.

Comparing these different techniques in Fig. 28-11, we can make an important observation.
Nearly all DSP techniques require between 4 and 400 instructions (clock cycles in the SHARC
family) to execute. For a SHARC DSP operating at 40 MHz, we can immediately conclude that
its data throughput will be between 100k and 10M samples per second, depending on how com-
plex of algorithm is used.

CpaBHHBasI 3TH pa3IUyHbIe METOABI B puc. 28-11, MBI MOXXKeM JAelaTh BaKHOE HAOJIOJICHHE.
Tloumu ece memoowvt [JOC mpebyrom om 4 0o 400 komano (mMaxmoevix Yukios & cemelicmee
SHARC) ona evinoanenus. JIns SHARC LCII, pabortaromiero B 40 MI'T], MbI MOkeM HEMeJICH-
HO 3aKJIIOYHTh, YTO €r0 MPOU3BOAUTENLHOCTD JaHHBIX Oyaer mexay 100Kb u 10M BbIGOpOK B
CEKYHIy, B 3aBUCUMOCTH OT TOT0, KaK KOMILJIEKC aJITOPUTMa HUCITOJIb3yETCS.

Now that we understand how fast DSPs can process digitized signals, let's turn our attention to
the other end; how fast do we need to process the data? Of course, this depends on the applica-
tion. We will look at two of the most common, audio and video processing.

Teneps, kormaa Mbel moHnMaeM, kak ObicTpbie LICIT mocym oOpabaTeiBaTh HUGPOBBIC CHTHAIBI,
JaBaiiTe MOBOpAaYMBaTh HAIlle BHUMAHUE K IPYTrOMY KOHILY; KaK OBICTPO MBI JOJKHBI 00padoTaTh
nanubie? KoHeuHo, 3TO 3aBUCHUT OT IpmIokeHus1. Mbpl OyieM CMOTpPETh Ha JIBa U3 HamboJjee 00-
mux, 00paboTKy 3ByKa 1 00pabOTKy BHIEO.

The data rate needed for an audio signal depends on the required quality of the reproduced
sound. At the low end, telephone quality speech only requires capturing the frequencies between
about 100 Hz and 3.2 kHz, dictating a sampling rate of about 8k samples/second. In comparison,
high fidelity music must contain the full 20 Hz to 20 kHz range of human hearing. A 44.1 kHz
sampling rate is often used for both the left and right channels, making the complete Hi Fi signal
88.2k samples/second. How does the SHARC family compare with these requirements? As
shown in Fig. 28-11, it can easily handle high fidelity audio, or process several dozen voice sig-
nals at the same time.

CKopocCTh Tiepefiaun JTaHHBIX, HEOOXO0IUMast JIJIsl ayAHO-CUTHaIA 3aBUCHT OT TpeOyeMoro kKade-
CTBa BOCIIPOM3BEIEHHOTO 3BYKa. B HU3KOM KOHIIE, Ka4ecTBO TelehOHHON peun TpedyeT TOIBKO
¢dukcaruu yactot npudimsutensHo ot 100 Hz mo 3.2 xI'1, AMKTOBKA 4aCcTOTHI BHIOOPKH OTHOCH-
tenbHO 8KB BBIOOpPOK B cekyHy. Jlnsi cpaBHEHUM, BHICOKOKAUECTBEHHAS MYy3bIKa JIOJDKHA CO-
JepkaTh MoJHBIN Auana3oH, oT 20 Hz mo 20 kI, yenoBedeckoro ciayxa. Yacrora BeiOopku 44.1
k['1] 4acTo MCMONB3yeTcs, W ISl JIEBBIX M MPABbIX KaHAJOB, JieNias MOJIHBIM CUTHAII BBICOKOM
BepHOCTH 88.2k BhIOOpKamu B cekyHay. Kak cemeiictBo SHARC cpaBHHMBaeTCst ¢ S TUMHU Tpebo-
BanmsiMu? Kak moxazaHo Ha puc. 28-11, 3To MoxeT jerko o0pabaThiBaTh BBHICOKYIO TOUYHOCTh
ayauo, Wik 00padaThIBaTh HECKOJBKO JII0KUH TOJIOCOBBIX CUTHAJIOB OJHOBPEMEHHO.

Video signals are a different story; they require about one-thousand times the data rate of audio
signals. A good example of low quality video is the the CIF (Common Interface Format) stan-
dard for videophones. This uses 352x288 pixels, with 3 colors per pixel, and 30 frames per sec-
ond, for a total data rate of 9.1 million samples per second. At the high end of quality there is
HDTV (high-definition television), using 1920x1080 pixels, with 3 colors per pixel, and 30
frames per second. This requires a data rate to over 186 million samples per second. These data
rates are above the capabilities of a single SHARC DSP, as shown in Fig. 28-11. There are other
applications that also require these very high data rates, for instance, radar, sonar, and military
uses such as missile guidance.
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Buneocurnansl - qpyrast HCTOpuUsi; OHU TPEOYIOT OTHOCUTEIBHO BPEMEH C OJIHOM ThICSIUEH CKO-
pOCTH Mepeaaun JaHHBIX ayAMOCUTHAIOB. XOpOLUi MpUMep HU3KOKaueCTBEHHOTo Buieo - CIF
(O6mmit ®opmar MuTepderica) cranmapt ais BUACOPOHOB. DTO HCMOIb3yeT 352x288 mukce-
JI0B, ¢ 3 1iBETaMM Ha nukces, U 30 KagpoB B CEKyHAY, JUIsl IOJHOW CKOPOCTH Mepeadn JaHHBIX
9.1 MuIOHOB BBIOOPOK B CeKyHy. B BhicOKOM KOHIIE KauecTBa umeeTcss HDTV (teneBunenue
BBICOKOHM 4eTKOCTH), ucnonb3ys 1920x1080 nukcenos, ¢ 3 uBertamu Ha nukcel, U 30 KaapoB B
CEeKyHIy. JTO TpeOyeT CKOPOCTH Mepeadyu JaHHBIX K Oonee yem 186 mMmuimoHamM BBIOOPOK B
CEKyHly. DTH CKOPOCTH Iepeaur JaHHBIX - BBILIE BO3MOKHOCTEW €IMHCTBEHHOIO(OTIEIBHOIO)
SHARC IICII, kak moka3ano B puc. 28-11. UMeroTcs Apyrue npuiioxKeHusl, KOTOPbIE TaKKe Tpe-
OyIOT UX OY€HBb BBICOKOH CKOPOCTH Tepeladd JaHHBIX, HAPUMEp, pajap, THIPOJIOKATOP, U BO-
€HHbIE UCTIOJIB30BAaHUS THIIA YIIPABICHUS PAKETOM.

a. Data flow multiprocessing
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FIGURE 28-12

Multiprocessing configurations. Multiprocessor systems typically use one of two schemes to communicate between
processor nodes, (a) dedicated point-to-point communication channels, or (b) a shared global memory accessed over
a parallel bus.

To handle these high-power tasks, several DSPs can be combined into a single system. This is
called multiprocessing or parallel processing. The SHARC DSPs were designed with this type
of multiprocessing in mind, and include special features to make it as easy as possible. For in-
stance, no external hardware logic is required to connect the external busses of multiple SHARC
DSPs together; all of the bus arbitration logic is already contained within each device. As an al-
ternative, the link ports (4 bit, parallel) can be used to connect multiple processors in various
configurations. Figure 28-12 shows typical ways that the SHARC DSPs can be arranged in mul-
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tiprocessing systems. In Fig. (a), the algorithm is broken into sequential steps, with each proces-
sor performing one of the steps in an "assembly line" strategy. In (b), the processors interact
through a single shared global memory, accessed over a parallel bus (i.e., the external port). Fig-
ure 28-13 shows another way that a large number of processors can be combined into a single
system, a 2D or 3D "mesh." Each of these configuration will have relative advantages and disad-
vantages for a particular task.

UYtoOs1 00pabaThiBaTh 3TH MOIIHBIE 3a1aud, HeCKOJIbKO L[CIT MoryT ObITh OOBEIMHEHBI B €IHH-
CTBEHHYIO CHCTEMY. DTO HA3bIBACTCS MYJIbTHIPOLECCOPHOiII 00padoTKoIl (MHOTOMpPOIECCOp-
HOM 00paboTKkoii) Wi napasenabHoii oopadorkoii. SHARC IICII 6putn pa3zpaboTaHbl ¢ 3TUM
TUIIOM MHOTOIPOIIECCOPHON OOpabOTKM B MaMATH, M BKIIOYAIOT CIIEIHAIbHBbIE OCOOCHHOCTH,
YTOOBI JIeJaTh 3TO HACTOJIBKO MPOCTO HACKOJIBKO BO3MOKHO. J[isi 0oOpasna, HUKaKash BHELIHSS
amrmaparHasi JIoTuKa He TpeOyeTcs, 4ToObl MOJKIIOUUTh BHEIIHUE UHBI MHOXuUTenss SHARC
LICII BMecTe; BCsl TOTMKA OpPraHU3allMM JIOCTYMa K OOIIEH MIMHE yKE COJEPIKHUTCS B Mpeenax
Kaxaoro ycrpoiicrBa. Kak anbrepHaTtuBa, MOpThHI CBA3M (4 paspsiia, MapajuieNbHbIX) MOTYT HC-
M0JIb30BaTHCS, YTOOBI MOAKIIOYUTH MHOTOYUCIIEHHBIE TPOIIECCOPBI B PAa3INYHBIX KOH(UTYpaLH-
sx. Pucynok 28-12 nokassiBaer Tunuussle myTH, kotopsiMu SHARC LICII MoryT pazmeniarbes
B MHOTOITPOIIECCOPHBIX cUcTeMax. B puc. (a), anroput™ pa3zoUT HA MOCIIEIOBATEIbHBIC ATy, C
KaX/IbIM IPOILIECCOPOM, BBHITOJHSIOIUM OJMH W3 IIAroB B CTpaTeruto "cOopounoi nunuu". B
(b), mporeccopbl B3aUMOJEHCTBYIOT Yepe3 OTACIBbHYIO OOIIEIOCTYIMHYIO TJI00aIbHYI0 MaMsTh,
oOpaTwics o mapauiebHON MIHHE, (TO €CTh, BHEMIHUN MOpT). PucyHok 28-13 moka3bsiBaeT npy-
rOi MyTh, KOTOPBIM OOJIBIIOE KOJTUYECTBO MPOLIECCOPOB MOKET OBITH 0OBETUHEHO B OTJEIBHYIO
cucTeMy, 2-yI0 Win TpexmepHyto "cetp". Kaxnas u3 3Toil KoHpurypanuu Oy1eT IMEeTh OTHOCH-
TeJIbHBIE MPEUMYILECTBA U HEIOCTATKH [Tl crienn(uyeckoil 3aaauu.

To make the programmer's life easier, the SHARC family uses a unified address space. This
means that the 4 Gigaword address space, accessed by the 32 bit address bus, is divided among
the various processors that are working together. To transfer data from one processor to another,
simply read from or write to the appropriate memory locations. The SHARC internal logic takes
care of the rest, transferring the data between processors at a rate as high as 240 Mbytes/sec (at
40 MHz).

UroObl nenaTh XHU3Hb IMporpammucta mnpoie, cemeiictBo SHARC wucnonszyer o0beTuHEHHOE
aJipeCHOE IPOCTPAHCTBO. DTO 03Ha4daeT, uTto 4 Gigaword ajpecHoe MPOCTPaHCTBO, OOpaTUIICA
aZpecHOM MUHOW 32 NBOMYHBIX pa3ps0B, pa3IeieHO CPEIN Pa3IMUHBIX IIPOLIECCOPOB, KOTOPHIE
pabotatot BMecTe. K nepechbuike JaHHBIX OT OJJHOTO Mpoleccopa A0 APYroro, HpocTo YUTAOT OT
WIN 3aIMCBIBAIOT B COOTBETCTBYIOMINE sTueiiku maMsaTH. BayTpennss noruka SHARC 3aboTturcs
0 OCTaJbHOM, II€pelaBas NaHHBIE MEXKIy IPOLECCOPAaMU B CO CKOPOCTBIO CTOJb XK€ BBICOKON
kak 240 Mera6aiiToB B cekyuay (40 MI'LY).
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FIGURE 28-13

Multiprocessing "mesh" configuration. For applications such as radar imaging, a 2D or 3D array may be the most
efficient way to coordinate a large number of processors.

PUCYHOK 28-13

MHoromporeccopHas KoHGuryparus "cetu". [ mpuinoxeHnit TAa oToOpaskeHus pajapa, 2-bIid WA TPEXMEPHBII
MacCHB MOXKET OBITH HanOosee 3 PEeKTHBHBIM CITIOCOOOM KOOPAWHUPOBATH OOIBIIOE KOJMYECTBO MPOIIECCOPOB.

The Digital Signal Processor Market
Poinok llngpoBbix CUrHAJIBLHBIX POLECCOPOB

The DSP market is very large and growing rapidly. As shown in Fig. 28-14, it will be about 8-10
billion dollars/year at the turn of the century, and growing at a rate of 30-40% each year. This is
being fueled by the incessant demand for better and cheaper consumer products, such as: cellular
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telephones, multimedia computers, and high-fidelity music reproduction. These high-revenue
applications are shaping the field, while less profitable areas, such as scientific instrumentation,
are just riding the wave of technology.

Peirok L{OC ouens 6ombiioit u 6s1cTpo pacter. Kak mokazano B puc. 28-14, sto Oynet npubdiu-
3uTeNbHO §-10 MUUTHAPIOB A0JIIApPOB/TOAa B TIOBOPOTE CTOJICTHSI, M BO3PACTAIONIUN B CKOPOCTH
30-40% xaxaplit TOA. DTO MOIMUTHIBACTCS HEMPEPHIBHBIM 3aIIpOCOM Ha JIydline u 0ojee jerie-
Bble OBITOBBIC U3/EIHS, TUIIA: TYEUCTBIN TeIePOHBI, MyJIbTUMEINIHBIE KOMIIBIOTEPBI, U BOCIIPO-
M3BOJICTBO MY3BIKH BBICOKON BEPHOCTH BOCHPOM3BEACHUS. DTU MPUIOKEHUS C BBICOKHM JOXO-
oM (OPMHPYIOT TOJIE, B TO BpeMs KaKk MEHee BBITOJHbIE 00JACTH, TUIA OCHAIIEHUS HAy4YHOTO
anmnapaTrypoil, TOJIbKO AOMOJIHUTENbHAS CTaThs(IIyHKT) Ha BOJIHE TEXHOJIOTUH.

X0

FIGURE 28-14

The DSP market. At the turn of the century, the DSP
market will be 8-10 billion dollars per year, and expand- —
ing at a rate of about 30-40% per year. Billions of dollars
PUCYHOK 28-14

Premrok LICII. B moBoporte cronerusi, perHok LIOC G6yner
8-10 MuITHAPAOB TOJITIAPOB B TOA, M pa3BOPAYMBAIOIIHN
B ckopoctu npudmusutensHo 30-40% B rox. Mwusumap-
bl J10JIIApOB
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DSPs can be purchased in three forms, as a core, as a processor, and as a board level product.
In DSP, the term "core" refers to the section of the processor where the key tasks are carried out,
including the data registers, multiplier, ALU, address generator, and program sequencer. A com-
plete processor requires combining the core with memory and interfaces to the outside world.
While the core and these peripheral sections are designed separately, they will be fabricated on
the same piece of silicon, making the processor a single integrated circuit.

LICII moryT OBITH KyIUICHBI B TpeX (opMax, Kak siAPo, KaKk mpoueccop, U kak uzaenue board
level (ypoBus muater). B LICII, Tepmun "sapo" oTHOCUTCS K pa3zeiy IpoLeccopa, TIe KiIrode-
BbI€ 3aJ1a4M BBIMIOJIHEHBI, BKJIIOYAs PETUCTPbI TAHHBIX, MHOKUTETL, AJIY, anpecHblil reHeparop,
U YCTAHOBJICHHSI MOCJIEI0BATEIbHOCTU(YIIOPSAOUEHNUS) BBIMOIHEHHU porpamMM. [lomHeld mpo-
1eccop TpedyeT 0ObEeIMHEHHUS s/ipa C MaMATBIO U CBSI3H, C MIOMOIIBI0 HHTEpdelica, ¢ BHEITHUM
MHUpOM. B TO Bpems Kak siipo u 3T nepudepuitHble pasensl pa3padoTaHbl OTIENbHO, OHU Oy-
IyT M3TOTOBJICHBI HA TOHM K€ CaMOM KpUCTaJlJIe KPEMHUs, Jienasl npoyeccop OTACIbHON HHTe-
IPAJIILHON CXEMOM.

Suppose you build cellular telephones and want to include a DSP in the design. You will proba-
bly want to purchase the DSP as a processor, that is, an integrated circuit ("chip") that contains
the core, memory and other internal features. For instance, the SHARC ADSP-21060 comes in a
"240 lead Metric PQFP" package, only 35x35x4 mm in size. To incorporate this IC in your
product, you design a printed circuit board where it will be soldered in next to your other elec-
tronics. This is the most common way that DSPs are used.

[Ipennonoxum, uto Bel popmupyete suenctoie Tenedons! n xotute BKIIOUNATH L[CIT B IpoexT.
Bor Oynere BepostHO xoterh Kynuth LICII kak mpoyeccop, TO €cTb MHTErpalbHYIO CXEMY
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("uumn") KOTOPBIA COAEPKUT SIpO, MaMATh M Jpyrue BHYTpeHHHE ocoOeHHocTH. Hampumep,
SHARC ADSP-21060 cniytauk B makere "240 lead Metric PQFP", Tonpko 35x35x4 MM B pas-
Mepe. YtoOsl BkmouyaTh 3T0T MIC B Bamie u3aenue, Bol mpoekTHpyeTe Mme4aTHy0 MOHTaKHYIO
CXeMy, rae 3To OyJeT CrasHO PSAAOM C Balled IPYyrou 3JIEKTPOHUKOU. DTO - Hanbosee OObIYHBIN
myTh, KoTopeiM LICII ncnons3yrores.

Now, suppose the company you work for manufactures its own integrated circuits. In this case,
you might not want the entire processor, just the design of the core. After completing the appro-
priate licensing agreement, you can start making chips that are highly customized to your par-
ticular application. This gives you the flexibility of selecting how much memory is included,
how the chip receives and transmits data, how it is packaged, and so on. Custom devices of this
type are an increasingly important segment of the DSP marketplace.

Teneps, npeanonoxure KomnaHuto, Bel pabotaere s MPOU3BOJCTBA €€ COOCTBEHHbIE MHTE-
rpajgbHbIe cXeMbl. B 3TOM cinyuae, Bbl He MOTH OBl XOTETh MOJHBIA MPOIECCOP, TOIBKO MPOEKT
anpa. [locne 3aBepiieHus COOTBETCTBYIOIIETO COTIAILIEHUS JIMLEH3UPOBaHUs, Bbl MoxeTe 3a-
IMyCKaThb ACJIaTh YUIIbI, KOTOPBIC BLICOKO HACTPOCHBI K BAlICMY CHGL[I/I(I)I/I‘-ICCKOMy MMPUITOKCHULO.
Oto naet Bam rubkocts 0TOOpa, CKOIBKO MaMSATH BKJIIOYEHA, KaK YHII MOJIy4aeT U MepechbuiaeT
JaHHBIE, KaK ATO YIaKOBAHO, M TaK Jjanee. 3aKa3HbIe yCTPOICTBA 3TOTO TUIIA - Bce Ooiee u Oolee
BakHbIN cermeHT peiHka [[CII.

Lastly, there are several dozen companies that will sell you DSPs already mounted on a printed
circuit board. These have such features as extra memory, A/D and D/A converters, EPROM
sockets, multiple processors on the same board, and so on. While some of these boards are in-
tended to be used as stand alone computers, most are configured to be plugged into a host, such
as a personal computer. Companies that make these types of boards are called Third Party De-
velopers. The best way to find them is to ask the manufacturer of the DSP you want to use. Look
at the DSP manufacturer's website; if you don't find a list there, send them an e-mail. They will
be more than happy to tell you who is using their products and how to contact them.

Hakonen, uMeroTCsl HECKOJIBKO KOMIIAaHUM J10’KUHBI, KoTophle npogaayT Bam LICII, yxe ycra-
HOBJICHHbIE Ha Halle4aTaHHOW MOHTa)KHOU cxeme. OHU UMEIOT Takue 0COOEHHOCTH KaK JIOMOJ-
HUTENbHAsT NaMATh, AHanoro-uu¢possie u Lludpo-anamorossie mpeoOpa3oBaTeNn, pPa3beMbI
EPROM (ITPOTPAMMMUPYEMOTI'O T13VY), MHOrOYHCIIEHHBIE MPOIIECCOPHI Ha TOW KE€ CaMOM
IIate, ¥ Tak jgajiee. B To BpeMsi Kak HEKOTOPHIE U3 3TUX IUIAT MpeaHa3HaueHbl, YTOOBI UCIIOIb-
30BaThCsl KaK aBTOHOMHBIC KOMITHIOTEPHI, OOJIbIIIE BCETO KOH(UTYPUPOBAHBI, YTOOBI OBITH TOJ-
KJIFOUEHHBIMU B IVIaBHBIN KOMIBIOTEP, TUIIA IEPCOHAILHOIO KOMIIbloTEpa. KoMnanuu, KoTopsle
JIENaroT 3TU THIBI TUIaT, Ha3biBaloTcs Pa3padorunkamu Tperbero suna. Jlydmmii cnoco0 Ha-
XOIMTh X COCTOMT B TOM, 4T0OBI cripocuth u3roroBureis LICII, kotopsiit Bel xoTHTe HCHOb-
30BaTth. CMoTpuTe Ha website uzroroBurens LICII; ecnmu Bel He HaXOAUTE CTUCOK TaM, MOIUIATE
UM 3JIEKTPOHHYIO 1ouTy. OHM OyIayT OOJIbIIe YeM CUACTIUBBI COOOMIMTH Bam, KTO HCIONIB3yeT
WX U3JEIUS U KaK BOUTH C HUMH B KOHTAKT.

The present day Digital Signal Processor market (1998) is dominated by four companies. Here is
a list, and the general scheme they use for numbering their products:

Ha ceronusimnunit aenp peiHok Ludposeix CurnansHbix npoueccopos (1998) - Bo BnacTu 4eThl-
pex kommaHuil. MiMeeTcst cnucok, u o0Ias cxema, KOTOPY0 OHU HMCIOJIB3YIOT AJsl HyMepaluu
HX U3AEIHM:
Analog Devices (Wwww.analog.com/dsp)
ADSP-21xx 16 bit, fixed point
ADSP-21xxx 32 bit, floating and fixed point
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Lucent Technologies (www.lucent.com)
DSP16xxx 16 Bit fixed point
DSP32xx 32 bit floating point

Motorola (www.mot.com)

DSP561xx 16 bit fixed point
DSP560xx 24 bit, fixed point
DSP96002 32 bit, floating point

Texas Instruments (www.ti.com)
TMS320Cxx 16 bit fixed point
TMS320Cxx 32 bit floating point

Keep in mind that the distinction between DSPs and other microprocessors is not always a clear
line. For instance, look at how Intel describes the MMX technology addition to its Pentium proc-
€SSOr:

Nwmeitte B Buay, uto paznuune mexay LICII u gqpyrumu mukpornponeccopaMu - HE BCErJa Yuc-
Tasi crpoka. Hampumep, cmotpure, kak Intel omuceiBaer MMX noGaBiieHHE TEXHOJIOTHH €TO
nporeccopy Pentium:

"Intel engineers have added 57 powerful new instructions specifically designed to
manipulate and process video, audio and graphical data efficiently. These instruc-
tions are oriented to the highly parallel, repetitive sequences often found in multime-
dia operations."

" Unowcenepol Intel npubasunu 57 MOWHBIX HOBbIX KOMAHO ONpedeieHHO pa3pado-
MAHHBIX (NPEOHA3HAYEHHBIX), YUMOoObL YNpasiams u 0opadbameviéams 8U0eo, 38YK08ble
u epaghuyeckue oanmvie d¢hhekmusno. Imu KOMAHObL OPUEHMUPYIOMCSA K GbICOKO
napaiieibHbiM, NOSMOPHBIM NOCIE008AMENbHOCHAM, YACMO HAXOOUMbBIM 6 Onepd-
yuu myremumeoua. "

In the future, we will undoubtedly see more DSP-like functions merged into traditional micro-
processors and microcontrollers. The internet and other multimedia applications are a strong
driving force for these changes. These applications are expanding so rapidly, in twenty years it is
very possible that the Digital Signal Processor may be the "traditional" microprocessor.

B Oynaymem, Mbl OyJieM HECOMHEHHO BUJIETh Oosibiiee KojaudecTBO GyHKmi mogoousx [ICII,
O00BEIMHEHHBIX B TPAAULIMOHHBIE MUKPOIIPOIIECCOPHI M1 MHUKPOKOHTPOJUIEPHI. Internet u apyrue
MPUIIOKEHUST MyJIbTUMEINA - CUJIbHAS BIKYILAS CUJIA JUIS 3TUX U3MEHEHUH. DTH MPUIIOKEHUS
pacmmpsIoTes Tak ObICTPO, Yepe3 ABAALATh JET, OYEeHb BO3MOXKHO, 9TO [{ndpoBoii CHTHANBHBII
MPOLECCOP MOXKET CTaTh "TPaAUIIMOHHBIM" MUKPOTIIPOILIECCOPOM.

How do you keep up with this rapidly changing field? The best way is to read trade journals that
cover the DSP market, such as EDN (Electronic Design News, www.ednmag.com), and ECN
(Electronic Component News, www.ecnmag.com). These are distributed free, and contain up-to-
date information on what is available and where the industry is going. Trade journals are a
"must-read" for anyone serious about the field. You will also want to be on the mailing list of
several DSP manufacturers. This will allow you to receive new product announcements, pricing
information, and special offers (such as free software and low-cost evaluation kits). Some manu-
facturers also distribute periodic newsletters. For instance, Analog Devices publishes Analog
Dialogue four times a year, containing articles and information on current topics in signal proc-
essing. All of these resources, and much more, can be contacted over the internet. Start by ex-
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ploring the manufacturers’ websites, and then sending them e-mail requesting specific informa-
tion.

Kak Bbl HE oTcTaere ot 3T0OTO OBICTPO M3MEHEHUs ToJIsA? JIydmuid myTh COCTOUT B TOM, YTOOBI
yuTaTh KaTanord, koropele oxBaThiBaloT pbiHOK LIOC, tunma EDN (Electronic Design News,
www.ednmag.com), 1 ECN (Electronic Component News, www.ecnmag.com). OHU pacmpeje-
JeHbl CBOOOJIHO, M COJEpPKAT COBPEMEHHYIO MH(POPMAILIUIO OTHOCUTEIBHO TOTO, YTO SBISETCA
JOCTYITHBIM U TJ€ TMPOMBINUICHHOCTh uaeT. Katanoru - "darenue" st m000ro cephe3HO OTHO-
csimierocst K mouo. Bel Oygere Takke XOTeTh OBITh B CIIMCKE aJpecaToOB HECKOIBKUX U3TOTOBU-
teneit LICII. DTo mo3BonmutT Bam mosrydaTs HOBBIE OOBSIBICHUS W3C/IHMA, OlICHUBAs WHPOpMa-
LU0, ¥ CTICHATIbHBIC TIPEJIOKEHUS (TUTa CBOOOHBIX MPOTPAMMHBIX U JICHIEBBIX KOMIUICKTOB
olleHKH). HekoTopble M3roTOBUTENN TaKXKe PaclpelelisioT Meprogrudeckue MHGOpMaluOHHbIE
oroyuterenu. Hammpumep, Analog Devices uznatot Analog Dialogue uetbipe pa3a B rofi, coaepxa
CTaThu U MHGOPMAITUIO OTHOCUTEIHHO TEKYIIMX TeM(pa3aenoB) B o0paboTke curHano. Co Bce-
MU STUMU pPecypcaMu, U HAMHOTO OOJIbIlIe, MOKHO BXOJIUTh B KOHTAaKT 1o internet. Hagano, uc-
cienys websites U3roToBUTENEH, U 3aTEM IOCHUIass UM TPEOOBAHHE AJICKTPOHHOM IMOYTOU CIie-
nupuIecKoi nHpOpMaIHH.
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